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Preface

This volume contains the proceedings of the 7th International Seminar on Re-
lational Methods in Computer Science (RelMiCS 7) and the 2nd International
Workshop on Applications of Kleene Algebra. The common meeting took place in
Bad Malente (near Kiel), Germany, from May May 12–17, 2003. Its purpose was
to bring together researchers from various subdisciplines of Computer Science,
Mathematics and related fields who use the calculi of relations and/or Kleene
algebra as methodological and conceptual tools in their work.

This meeting is the joint continuation of two different series of meetings.
Previous RelMiCS seminars were held in Schloss Dagstuhl (Germany) in Jan-
uary 1994, Parati (Brazil) in July 1995, Hammamet (Tunisia) in January 1997,
Warsaw (Poland) in September 1998, Quebec (Canada) in January 2000, and
Oisterwijk (The Netherlands) in October 2001. The first workshop on applica-
tions of Kleene algebra was also held in Schloss Dagstuhl in February 2001. To
join these two events in a common meeting was mainly motivated by the sub-
stantial common interests and overlap of the two communities. We hope that this
leads to fruitful interactions and opens new and interesting research directions.

This volume contains 23 contributions by researchers from all over the world:
21 regular papers and two invited papers Choice Procedures in Pairwise Com-
parison of Multiple-Attribute Decision Making Methods by Raymond Bisdorff
and Marc Roubens and Kleene Algebra with Relations by Jules Desharnais. The
papers show that relational algebra and Kleene algebra have wide-ranging di-
versity and applicability in theory and practice. Just to give an (incomplete)
overview, the papers deal with problems appearing in software technology and
program verification and analysis, the formal treatment of pointer algorithms
and of algorithms for many problems on discrete structures, applications of rela-
tions in combination with fixed points to investigate games, questions arising in
the context of databases and data mining, the relational modeling of real-world
situations, many topics from artificial intelligence such as knowledge representa-
tion and acquisition, preference modeling and scaling methods, and, finally, the
use of tools for prototyping and programming with relations and for relational
reasoning.

We are very grateful to the members of the program committee and the
external referees for their care and diligence in reviewing the submitted papers.
We also want to thank Ulrike Pollakowski-Geuther, Ulf Milanese, and Frank
Neumann for their assistance; they made organizing this meeting a pleasant
experience. Finally, we want to thank Günther Gediga and Gunther Schmidt for
their help.

March 2004 Rudolf Berghammer
Bernhard Möller

Georg Struth
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Choice Procedures in Pairwise Comparison

Multiple-Attribute Decision Making Methods

Raymond Bisdorff1 and Marc Roubens2

1 Department of Management and Informatics
University Center of Luxembourg

Bisdorff@cu.lu
2 Department of Mathematics

University of Liege
M.Roubens@ulg.ac.be

Abstract. We consider extensions of some classical rational axioms in-
troduced in conventional choice theory to valued preference relations.
The concept of kernel is revisited using two ways : one proposes to deter-
mine kernels with a degree of qualification and the other presents a fuzzy
kernel where every element of the support belongs to the rational choice
set with a membership degree. Links between the two approaches is em-
phasized. We exploit these results in Multiple-attribute Decision Aid to
determine the good and bad choices. All the results are valid if the valued
preference relations are evaluated on a finite ordinal scale.

1 Introduction

We consider a pair wise comparison multiple-attribute decision making proce-
dure that assigns to each ordered pair (x, y), x, y ∈ A (the set of alternatives)
a global degree of preference R(x, y). R(x, y) represents the degree to which x is
weakly preferred to y.

We suppose that R(x, y) belongs to a finite set L : {c0, c1, . . . , cm, . . . , c2m}
that constitutes a (2m + 1)-element chain {c0, c1, . . . , c2m}. R(x, y) may be un-
derstood as the level of credibility that “a is at least as good as b”. The set L is
built using the values of R taking into consideration an antitone unary contra-
diction operator ¬ such that ¬ci = c(2m−i) for i = 0, . . . , 2m.

If R(x, y) is one of the elements of L, then automatically ¬R(x, y) belongs
to L. We call such a relation an L-valued binary relation.

We denote L�m : {cm+1, . . . , c2m} and L≺m : {c0, . . . , cm−1}.
If R(x, y) ∈ L�m, we say that the proposition “(x, y) ∈ R” is L-true. If

however R(x, y) ∈ L≺m, we say that the proposition is L-false. If R(x, y) = cm,
the median level (a fix point of the negation operator) then the proposition
“(x, y) ∈ R” is L-undetermined. If R(a, b) = cr and R(c, d) = cs, cr < cs, it
means that the proposition “a is at least as good as b” is less credible than “c is
at least as good as d”.

In the classical case where R is a crisp binary relation (m = 2, and R(x, y)
is never rated c1; R(x, y) = c2 = 1 is denoted xRy and R(x, y) = c0 = 0

R. Berghammer et al. (Eds.): RelMiCS/Kleene-Algebra Ws 2003, LNCS 3051, pp. 1–7, 2004.
c© Springer-Verlag Berlin Heidelberg 2004



2 Raymond Bisdorff and Marc Roubens

corresponds to ¬xRy, we define a digraph G(A,R) with vertex set A and arc
family R. A choice in G(A,R) is a non empty set Y of A.

R can be represented by a Boolean matrix and the choice Y can be defined
with the use of a subset characteristic row vector Y (.) = (. . . , Y (x), . . . , Y (y), . . .)
where

Y (x) =
{

1 if x ∈ Y
0 otherwise, for all x ∈ A.

The subset characteristic vector of the successors of the elements of the vertex
set Y : {x ∈ A | ∃ y ∈ Y, yRx} is denoted Y ◦R and is obtained using the Boolean
composition

(Y ◦R)(x) = ∨y �=x(Y (y) ∧R(y, x)) (1)

where ∨ and ∧ represent respectively “disjunction” and “conjunction” for the 2-
element Boolean lattice B = {0, 1}.

The choice Y should satisfy some of the following rationality axioms (Ȳ
represents the complement of Y in A) :

• Inaccessibility of Y (or GOCHA rule, cf.[5], [10])
∀y ∈ Y, ∀x ∈ Ȳ ,¬xRy
Ȳ ◦R ⊆ Ȳ , “the successors of Ȳ are inside Ȳ ”.
• Stability of Y (see [9], [11])
∀y ∈ Y, ∀x ∈ Y,¬yRx
Y ◦R ⊆ Ȳ , “the successors of Y are inside Ȳ ”.
• Dominance of Y (or external stability, see [9],[11])
∀x ∈ Ȳ ,∃ y ∈ Y, yRx
Ȳ ⊆ Y ◦R, “the successors of Y contain Ȳ ”.
• Strong dominance of Y (or GETCHA rule, cf. [5], [10])
∀y ∈ Y, ∀x ∈ Ȳ , yRx ≡ ¬yRdx
(Rd is the dual relation, i.e. the transpose of the complement of R)
Ŷ ◦Rd ⊆ Ȳ .

The maximal set of all non-dominated alternatives (inaccessibility and sta-
bility are satisfied) is called the core of Y and the internally and externally
stable set corresponds to the kernel. The GETCHA set is such that the strong
dominance rule applies.

No specific property like acyclicity or antisymmetry will be assumed in the se-
quel. The core guarantees a rather small choice but is often empty. The GETCHA
set corresponds to a rather large set and, in this general framework, the kernel
(see [5], [8]) seems to be the best compromise. However its existence or unique-
ness cannot be guaranteed. . It has been mentioned in [5] that for random graphs
– with probability .5 – a kernel almost certainly exists and that in a Moon-Moser
graph with n nodes the number of kernels is around 3n/3.

In order to illustrate all these concepts, we consider a small example.
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Table 1. Boolean matrix R and scores

S(+)
R a b c d e f g h
a · 1 1 1 0 0 0 0 3
b 1 · 1 1 1 1 1 1 7
c 1 1 · 1 1 0 1 1 6
d 1 1 1 · 1 0 1 1 6
e 0 1 1 1 · 0 1 1 5
f 0 1 1 1 1 · 1 1 6
g 0 1 1 1 1 1 · 1 6
h 0 1 1 1 1 0 0 · 4

S(−) 3 7 7 7 6 2 5 6

Example 1. Consider the following example A : {a, b, c, d, e, f, g, h} with 8
alternatives. The Boolean matrix R together with the outgoing and ingoing
scores S(+) and S(−) are presented in Table 1.

Core (non dominated elements) : empty set.
Kernels (maximal stable and minimal dominant sets) : {b}, {a, f}, {a, g}.
Minimal GETCHA sets : {b}, {a, e, f, g, h}.
We may define generalizations of the previous crisp concepts in the valued

case in two different ways :

(i) Starting from the definition of a rational choice in terms of logical predicates,
one might consider that every subset of A is a rational choice with a given
qualification and determine those sets with a sufficient degree of qualification.

(ii) One might also extend the algebraic definition of a rational choice. In that
case, there is a need to define proper extensions of composition law ◦ and
inclusion ⊆.

Solutions that correspond to this approach give a fuzzy rational set Ỹ , each
element of A belonging to A to a certain degree (membership function).

It should be interesting to stress the correspondence between these two ap-
proaches. The choice of the operators is closely related to the type of scale that
is used to quantify the valued binary relation R, i.e. an ordinal scale.

2 Qualification of Crisp Kernels
in the Valued Ordinal Context

We now denote GL = GL(A,R) a digraph with vertices set A and a valued arc
family that corresponds to the L-valued binary relation R . This graph is often
called outranking graph in the context of multi-attribute decision making.

We define the level of stability qualification of subset Y of X as

Δsta(Y ) =

{
c2m if Y is a singleton,
min
y �=x

min
x �=y
{¬R(x, y)} otherwise
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Table 2. Outranking relation related to eight cars

R a b c d e f g h

a 1 .75 .70 .62 0 0 0 0

b .76 1 .90 .82 .82 .82 .82 .80

c .70 .86 1 1 1 .46 .80 .91

d .64 .65 .94 1 .88 .22 .94 .74

e .33 .57 .93 1 1 0 .80 .86

f 0 .73 .64 .92 .76 1 .96 .80

g 0 .63 .73 .85 .82 .70 1 .81

h 0 .60 .64 .60 .77 0 0 1

and the level of dominance qualification of Y as

Δdom(Y ) =

{
c2m if Y = A,
min
x �∈Y

max
y∈Y

R(y, x) otherwise.

Y is considered to be an L-good choice, i.e L-stable and L-dominant, if
Δsta(Y ) ∈ L�m and Δdom(Y ) ∈ L�m. Its qualification corresponds to

Qgood(L) = min(Δsta(Y ), Δdom(Y )) ∈ L�m.

We denote Cgood(GL) the possibly empty set of L-good choices in GL.
The determination of this set is an NP-complete problem even if, following

a result of Kitainik [5], we do not have to enumerate the elements of the power
set of A but only have to consider the kernels of the corresponding crisp strict
median-level cut relation R�m associated to R, i.e. (x, y) ∈ R�m if R(x, y) ∈
L�m.

As the kernel in G(X,R�m) is by definition a stable and dominant crisp
subset of A, we consider the possibly empty set of kernels of G�m = G(A,R�m)
which we denote Cgood(G�m).

Kitainik proved that

Cgood(GL) ⊆ Cgood(G�m).

The determination of crisp kernels has been extensively described in the
literature (see, for example [9]) and the definition of Cgood(GL) is reduced to
the enumeration of the elements of Cgood(G�m) and the calculation of their
qualification.

Example 2. We now consider the comparison of 8 cars (a, b, c, d, e, f, g) on the
basis of maximum speed, volume, price and consumption. Data and aggregation
procedure will not be presented here (for more details, see [2]). The related
outranking relation is presented in Table 2.

We will consider only the ordinal content of that outranking relation and we
transpose the data on a L-scale with c0 = 0, c2m = 1,m = 27 and cm = .5.
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The strict median-cut relation R�m corresponds to data of Table 1. The
set Cgood(G�m) corresponds to ({b}, {a, f}, {a, g}) with the following qualifica-
tions :

Qgood({b}) = .76, Qgood({a, f}) = Qgood({a, g}) = .70.

3 Fuzzy Kernels

A second approach to the problem of determining a good choice is to consider
the valued extension of the Boolean system of equations (1).

If Ỹ (.) = (. . . , Y (x), Y (y), . . .), where Ỹ (x) belongs to L for every x ∈ A is
the characteristic vector of a fuzzy choice and indicates the credibility level of
the assertion that “x is part of the choice Ỹ ”, we have to solve the following
system of equations :

(Ỹ ◦R)(x) = max
y �=x

[min(Ỹ (y), R(y, x))] = ¬Ỹ (x), ∀x, y ∈ A. (2)

The set of solutions to the system of equations (2) is called Ỹ dom(GL).
In order to compare these fuzzy solutions to the solutions in Cgood(GL), we

define the crisp choice

KỸ ⊂ A

{
x ∈ KỸ if Ỹ (x) ∈ L�m

x �∈ KỸ otherwise
(3)

and we consider a partial order on the elements of Ỹ dom(GL) : Ỹ is sharper than
Ỹ ′, noted Ỹ ′ � Ỹ , iff ∀x ∈ A : either Ỹ (x) ≤ Ỹ ′(x) ≤ cm, either cm ≤ Ỹ ′(x) ≤
Ỹ (x).

The subset of the sharpest solutions in Ỹ dom(GL) is called F dom(GL).
Bisdorff and Roubens have proved that the set of crisp choices constructed

from F dom(GL) using (3) and denoted K(F dom(GL)) coincides with Cdom(GL).
Coming back to Example 2, we obtain 3 sharpest solutions to equation (2)

Ỹ{b} = (.24, .76, .24, .24, .24, .24, .24, .24)

Ỹ{a,f} = (.70, .30, .30, .30, .30, .70, .30, .30)

Ỹ{a,g} = (.70, .30, .30, .30, .30, .30, .30, .70).

In this particular case, we obtain only Qgood and ¬Qgood as components of
the Ỹ ’s but this is not true in general.

4 Good and Bad Choices
in Multi-attribute Decision Making

In the framework of decision making procedures, it is often interesting to deter-
mine choice sets that correspond to bad choices. These bad choices should be
ideally different from the good choices. To clarify this point, let us first consider
the crisp Boolean case and define the rationality axiom of
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• Absorbance of Y (see [10])
∀x ∈ Ȳ ,∃ y ∈ Y, xRy = yRtx
Ȳ ⊆ Y ◦Rt, “the predecessors of Y contain Ȳ ”.

As the stability property can be rewritten as Y ◦ Rt ⊆ Ȳ , we immediately
obtain the Boolean equation that determines the absorbent kernel (stable and
absorbent choice) :

Ȳ = Y ◦Rt.

We notice that for some digraphs (dominant) kernels and absorbent kernels
may coincide (consider a digraph G(A,R) with vertices A : {a, b, c, d} and four
arcs (a, b), (b, c), (c, d), (d, a). {a, c} as well as {b, d} are dominant and absorbent
kernels or good and bad choices).

This last concept can be easily extended in the valued case. Consider the
valued graph GL introduced in Section 2. We define the level of absorbance
qualification of Y as

Δabs(Y ) =

{
c2m if Y = A,
min
x �∈Y

max
y∈Y

R(x, y) otherwise.

The qualification of Y being a bad choice corresponds to

Qbad(Y ) = min(Δsta(Y ), Δabs(Y )) > cm.

If Qbad(Y ) ≤ cm, Y is not considered to be a bad choice.
A fuzzy absorbent kernel is a solution of equation

(Ỹ ◦Rt)(x) = max
y �=x

min(Ỹ (y), Rt(y, x)) = ¬Ỹ (x), ∀x ∈ A. (4)

The set of solutions of equations (4) denoted Ỹ abs(GL) can be handled in the
same way as done in Section 3 for Ỹ dom(GL) and creates a link between these
solutions (4) and subsets of Y being qualified as bad choices.

Reconsidering Example 2, we observe that {b}, {c}, {d}, {a, e} and {a, h} are
absorbent kernels in G(A,R�m). Qualification can be easily obtained and we
get Qbad({a, c}) = .76, Qbad({a, h}) = .74, Qbad({c}) = .64, Qbad({d}) = .60,
Qbad({b}) = .57.

We finally decide to keep car b as the best solution noticing however that it
is a bad choice. Going back to digraph G(A,R�m), we see that b is at the same
time dominating and dominated by all the other elements. Car b is indifferent to
all the other cars which is not true for a, c, d, e, f, g, h, since indifference is not
transitive in this example.
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Abstract. Matrices over a Kleene algebra with tests themselves form
a Kleene algebra. The matrices whose entries are tests form an algebra
of relations if the converse of a matrix is defined as its transpose. Ab-
stracting from this concrete setting yields the concept of Kleene algebra
with relations.

1 Introduction

It is well known [4, 13] that matrices over a Kleene algebra (KA in the sequel),
i.e., matrices whose entries belong to a KA, again form a KA (a heterogeneous
KA if matrices with different sizes are allowed). Such matrices can be used
to represent automata or programs by suitably choosing the underlying KA
(algebra of languages, algebra of relations, . . . ). Every KA has an element 0 (e.g.,
the empty language, the empty relation) and an element 1 (e.g., the language
containing only the empty sequence, the identity relation). Now, matrices filled
with 0’s and 1’s are again matrices over the given KA, but, in addition, they
are relations satisfying the usual properties of relations. Hence, the set of n× n
matrices over a given KA is a KA with relations.

Using this simple remark, we abstract from the concrete world of matrices
and define the concept of KA with relations. We also give examples showing the
interest of the concept.

In Sect. 2, we give the definition of Kleene algebra. In Sect. 3, we intro-
duce matrices over a KA and describe how the concept of KA with relations
may arise. Section 4 defines abstract KAs with relations and gives examples.
Section 5 briefly discusses additional axioms and representability. Section 6 is
a short section on projections, direct products and unsharpness in KAs with
relations.

2 Kleene Algebra

There are some variants of KA around [4, 6, 13, 14]. We use Kozen’s first-order
axiomatization [14], because this is the least constraining one and it can be used
as a basis for the other definitions.
� This research is supported by NSERC (Natural Sciences and Engineering Research

Council of Canada).

R. Berghammer et al. (Eds.): RelMiCS/Kleene-Algebra Ws 2003, LNCS 3051, pp. 8–20, 2004.
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Definition 1. A Kleene algebra is a structure K = (K,+, · , ∗, 0, 1) such that
(K,+, 0) is a commutative monoid, (K, · , 1) is a monoid, and the following laws
hold:

a + a = a, a ·(a + b) = a ·a + a ·b,
a ·0 = 0 ·a = 0, (a + b) ·c = a ·c + b ·c,
1 + a · a∗ = a∗, b + a ·c ≤ c ⇒ a∗ · b ≤ c,
1 + a∗ · a = a∗, b + c ·a ≤ c ⇒ b · a∗ ≤ c,

where ≤ is the partial order induced by +, that is,

a ≤ b ⇔ a + b = b .

A KA is Boolean if there is a complementation operation such that (K,+, , 0)
is a Boolean lattice. The meet � of this lattice satisfies a � c = a + c and there
is a top element � = 0.

A Kleene algebra with tests [14] is a two-sorted algebra (K,T,+, · , ∗, 0, 1,¬)
such that (K,+, · , ∗, 0, 1) is a Kleene algebra and (T,+, · ,¬, 0, 1) is a Boolean
algebra, where T ⊆ K and ¬ is a unary operator defined only on T .

Operator precedence, from lowest to highest, is (+,�), ( ·), ( , ∗,¬).
It is immediate from the definition that t ≤ 1 for any test t ∈ T . The meet

of two tests t, u ∈ T is their product t ·u. Note that every KA can be made into
a KA with tests, by taking {0, 1} as the set of tests.

Models of KAs include the following:

1. Algebras of languages: (2Σ∗
,∪, •, ∗, ∅, {ε}), where Σ is an alphabet, Σ∗ is the

set of all finite sequences over Σ, • denotes concatenation, extended pointwise
from sequences to sets of sequences, ∗ is the union of iterated concatenations,
and ε is the empty sequence. The unique set of tests is {∅, {ε}}.

2. Algebras of path sets in a directed graph [20]: (2Σ∗
,∪,�, ∗, ∅, Σ∪{ε}), where

Σ is a set of labels (of vertices) and � denotes concatenation, extended
pointwise from paths to sets of paths. Path concatenation is defined as ε �

ε = ε, sa � at = sat, for all a ∈ Σ and all paths s, t, and is undefined
otherwise. The ∗ operator is again the union of iterated concatenations. The
largest possible set of tests is 2Σ∪{ε}, i.e., the set of all subidentities.

3. Algebras of relations over a set S: (2S×S ,∪, ;, ∗, ∅, I), where ; is relational
composition, ∗ is reflexive-transitive closure and I is the identity relation.
The largest possible set of tests is 2I , i.e., the set of all subidentities.

4. Abstract relation algebras with transitive closure [21, 22]: (A,+, ; , , �, ∗, I),
where the listed operations are join, composition, complementation, con-
verse, transitive closure and identity relation, in this order. The largest pos-
sible set of tests is the set of all subidentities (relations below I).

3 Matrices Over a Kleene Algebra

A (finite) matrix over a KA (K,+, · , ∗, 0, 1) is a function

Amn : {1, . . . ,m} × {1, . . . , n} → K ,

where m,n ∈ N. When no confusion arises, we simply write A instead of Amn.
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We use the following notation for matrices.

0 : matrix whose entries are all 0, i.e., 0[i, j] = 0,

1 : identity matrix (square), i.e., 1[i, j] =
{

1 if i = j
0 if i �= j,

���� : matrix whose entries are all �, i.e., ����[i, j] = �
(if K has a greatest element �).

The sum A + B, product A ·B and comparison A ≤ B are defined in the
standard fashion, provided that the usual constraints on the size of matrices
hold:

(A + B)[i, j] def= A[i, j] + B[i, j],

(A ·B)[i, j] def=
∑

(k |: A[i, k] ·B[k, j]),

A ≤ B def⇔ A + B = B ⇔ ∀(i, j |: A[i, j] ≤ B[i, j]).

(1)

The Kleene star of a square matrix is defined recursively. If A = ( a ), for
some a ∈ K, then A∗ def= ( a∗ ). If

A =
(
a b
c d

)
(with graphic representation �������	1

b
��

a

�� �������	2
c

��

d

�� ),

for some a, b, c, d ∈ K, then

A∗ def=
(

f∗ f∗ ·b ·d∗
d∗ ·c ·f∗ d∗ + d∗ ·c ·f∗ ·b ·d∗

)
, (2)

where f = a + b ·d∗ ·c; the automaton corresponding to A helps understand
that f corresponds to paths from state 1 to state 1. If A is a larger matrix, it is

decomposed as a 2 × 2 matrix of submatrices A =
(

B C
D E

)
, where B and E

are square. Then A∗ is calculated recursively using (2).
LetM(K,m, n) be the set of matrices of size m× n over a KA K. Using the

operations defined above, it can be shown that for all n,

(M(K, n, n),+, · , ∗,0nn,1nn)

is a KA. See [13] for the details. By setting up an appropriate type discipline,
one can define heterogeneous Kleene algebras as is done for heterogeneous re-
lation algebras [15, 24]. The set of matrices M(K,m, n), for m,n ∈ N, is such
a heterogeneous KA.

Now assume a KA with tests (K,T,+, · , ∗, 0, 1,¬) is given. We call matrix
relations (relations for short) those matrices R whose entries are tests, i.e.,
R[i, j] ∈ T for all i, j. Let Q and R be relations. We define the (relational)
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converse, meet, top and complementation operations as follows:

(Q�)[i, j] def= Q[j, i] converse (which is the transpose),
(Q �R)[i, j] def= Q[i, j] ·R[i, j] meet,
��������[i, j] def= 1 relational top,
Q

��
[i, j] def= ¬Q[i, j] relational complement.

(3)

Again, note that these definitions also apply to nonsquare matrices. In par-
ticular, there is a relational top ��������mn for every m,n.

A (square) matrix T is a test if T ≤ 1. For instance, if t1, t2, t3 are tests,⎛
⎝ t1 0 0

0 t2 0
0 0 t3

⎞
⎠ is a test and ¬

⎛
⎝ t1 0 0

0 t2 0
0 0 t3

⎞
⎠ =

⎛
⎝¬t1 0 0

0 ¬t2 0
0 0 ¬t3

⎞
⎠ .

Let MR(K, n, n) be the set of (matrix) relations of size n × n over the KA
with tests K = (K,T,+, · , ∗, 0, 1,¬). It is straightforward to verify that

(MR(K, n, n),+,�, ��, · ,� ,0nn,1nn,��������nn)

is a relation algebra [2, 23, 25]. In particular, it satisfies the Dedekind rule

P ·Q �R ≤ (R ·Q��P) ·(P�·R �Q)

and the Schröder equivalences

P ·Q �R ≤ 0 ⇔ P�·R �Q ≤ 0 ⇔ R ·Q��P ≤ 0 .

We say that M(K, n, n) is a KA with relations MR(K, n, n).
In M(K, n, n), more general variants of the above laws hold: for arbitrary

matrices A and B and an arbitrary relation R,

(a) R ·A �B ≤ R ·(R�·B �A) ,
(b) A ·R �B ≤ (B ·R��A) ·R ,
(c) R ·A �B ≤ 0 ⇔ R�·B �A ≤ 0 ,
(d) A ·R �B ≤ 0 ⇔ B ·R��A ≤ 0 .

(4)

We show only part (a). The proof of (b) is similar to that of (a) and (c,d)
easily follow from (a,b).

(R ·A �B)[i, j]
= (R ·A)[i, j] � B[i, j]
=
∑

(k |: R[i, k] ·A[k, j]) � B[i, j]
= 〈 k is not free in “B[i, j]” 〉∑

(k |: R[i, k] ·A[k, j] � B[i, j])
= 〈 R[i, k] is a test because R is a matrix relation &

In a Boolean KA, for any test t, t ·a � b = t ·(a � t ·b) [6] 〉
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∑
(k |: R[i, k] ·(A[k, j] � R[i, k] ·B[i, j])

=
∑

(k |: R[i, k] ·(A[k, j] � R�[k, i] ·B[i, j])
≤
∑

(k |: R[i, k] ·(A[k, j] �
∑

(l |: R�[k, l] ·B[l, j]))
=
∑

(k |: R[i, k] ·(A[k, j] � (R�·B)[k, j]))
=
∑

(k |: R[i, k] ·(A � R�·B)[k, j])
= (R ·(A � R�·B))[i, j]
= (R ·(R�·B � A))[i, j]

4 Kleene Algebra with Relations

We are now ready to abstract from the concrete setting of matrices and define
the concept of Kleene algebra with relations.

Definition 2. A Kleene algebra with relations (KAR) is a two-sorted algebra

(K,R,+, · , ∗, 0, 1,�, ��,� ,��)

such that
(K,+, · , ∗, 0, 1)

is a Kleene algebra and

(R,+, �, · , ��,� , 0, 1,��)

is a relation algebra, where R ⊆ K, � is a binary operator defined at least on R,
� is a unary operator defined at least on R, �� is a unary operator defined only
on R, and �� ∈ K.

In the sequel, we let a, b, c, . . . stand for elements of K, and p, q, r, φ, π, σ
stand for elements of R.

Note that in a Boolean KAR, r�� = r � ��.
The relation algebra of a KAR inherits the Kleene star operation from the

KA and is thus a relation algebra with transitive closure [21]. Using the axioms
of a KA (Definition 1), one can prove that r∗� = r�∗ (see [21]).

Let a KAR (K,R,+, · , ∗, 0, 1,�, ��,� ,��) be given. We now present exam-
ples of “interactions” between relations in R and arbitrary elements in K.

We recall that a relation r ∈ R is functional (or deterministic, or univalent)
iff r�·r ≤ 1 (equivalently, r ·1 ≤ r) [2, 23]. It is total iff 1 ≤ r ·r� (equivalently,
r ·�� = ��). A mapping is a total functional relation. A mapping r is bijective iff
r� is also a mapping.

In a relational setting, functional relations satisfy additional laws, such as left-
distributivity over meets. We have a similar situation here for Boolean KARs.

Proposition 1. Let (K,R,+, · , ∗, 0, 1,�, ��,� ,��) be a Boolean KAR. Then,
for all a, b ∈ K and r ∈ R,
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1. r functional ⇒ r ·(a � b) = r ·a � r ·b,
2. r functional ⇒ r ·a ≤ r ·a,
3. r total ⇒ r ·a ≤ r ·a.

Proof. 1. Assume r�·r ≤ 1.

r ·(a � b)
≤ 〈 Monotonicity of composition 〉

r ·a � r ·b
= 〈 For any relation r, r = (1 � r ·r�) ·r [23] 〉

(1 � r ·r�) ·r ·a � (1 � r ·r�) ·r ·b
= 〈 In a Boolean KA, t ≤ 1 ⇒ t ·(a � b) = t ·a � t ·b [6] 〉

(1 � r ·r�) ·(r ·a � r ·b)
≤ 〈 Monotonicity of composition 〉

r ·r�·(r ·a � r ·b)
≤ 〈 Monotonicity of composition 〉

r ·(r�·r ·a � r�·r ·b)
≤ 〈 Hypothesis r�·r ≤ 1 and monotonicity of composition 〉

r ·(a � b)

2. It is shown in [6] that ∀(a, b |: c ·(a � b) = c ·a � c ·b) and ∀(a |: c ·a ≤ c ·a)
are equivalent even when c is an arbitrary element of K. Thus the result
follows from item 1.

3. Assume r ·�� = ��.

r ·a ≤ r ·a
⇔ 〈 Shunting 〉
� ≤ r ·a + r ·a

⇔ 〈 Distributivity 〉
� ≤ r ·(a + a)

⇔ 〈 Boolean law 〉
� ≤ r ·�

⇔ 〈 ��·� = � (follows from 1 ≤ ��) 〉
� ≤ r ·��·�

⇔ 〈 Hypothesis r ·�� = �� 〉
� ≤ ��·� —This holds, since ��·� = �

��

The result in Proposition 1(1) is quite interesting. The constraint that r is
functional can be written as r ·1 ≤ r. This expression does not involve converse
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and can thus be used to define what it means for any element a ∈ K to be
deterministic in a certain sense (a ·1 ≤ a). It is shown in [6] that this condition
is not sufficient to ensure left distributivity of a over meets. Thus, relations are
special.

A relation φ is a homomorphism from a to b iff φ is a mapping and φ�·a ·φ ≤
b. A relation φ is an isomorphism between a and b iff φ is a homomorphism from a
to b and φ� is a homomorphism from b to a, which is equivalent to saying that φ
is a bijective mapping and φ�·a ·φ = b. It is easy to see that if φ is a mapping,

φ�·a ·φ ≤ b ⇔ a ·φ ≤ φ ·b ⇔ a ≤ φ ·b ·φ� ⇔ φ�·a ≤ b ·φ� .

And if φ is a bijective mapping, then

φ�·a ·φ = b ⇔ a ·φ = φ ·b ⇔ a = φ ·b ·φ� ⇔ φ�·a = b ·φ� .

Thus, the formulae are as in a pure relational setting [23], but apply to a wider
range of models. Note, e.g., that matrices over a KA can be used to represent the
transition structure of automata [4, 13] or, more generally, transition systems
with relations labeling the transitions. For instance,

�������	1
a ���������	2

c
��

b

�� �������	3
d

�� is represented by

⎛
⎝ 0 a 0

0 b c
0 d 0

⎞
⎠,

�������	1

a

��
�������	2

d
���������	3

c
��

b

��
is represented by

⎛
⎝ 0 0 a

0 0 d
0 c b

⎞
⎠,

and⎛
⎝ 1 0 0

0 0 1
0 1 0

⎞
⎠ is an isomorphism between

⎛
⎝ 0 a 0

0 b c
0 d 0

⎞
⎠ and

⎛
⎝ 0 0 a

0 0 d
0 c b

⎞
⎠.

Hence we have a means to describe homomorphisms and isomorphisms between
structures within the same calculus of Kleene algebra that is used to describe
the structures, rather than by external functions.

Other relationships that can be described within the calculus are those of
simulation and bisimulation [8, 19]. We say that a relation σ is a bisimulation
between a and b iff

σ�·a ≤ b ·σ� and σ ·b ≤ a ·σ (5)

(the diagram � �

�

�
a

b

σ σ shows how the elements are connected).

Note that this is a standard definition of bisimulation when a, b and σ are
relations [7, 8]. The interest here is that it applies to a more general setting.
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Since the join of bisimulations is again a bisimulation, there is a largest
bisimulation (assuming that arbitrary sums exist in the underlying KA). For
instance, consider the following matrices and the graphs (trees) associated to A
and B.

A =

⎛
⎜⎝

0 a 0 0
0 0 b c
0 0 0 0
0 0 0 0

⎞
⎟⎠ , B =

⎛
⎜⎜⎜⎝

0 a a 0 0
0 0 0 b 0
0 0 0 0 c
0 0 0 0 0
0 0 0 0 0

⎞
⎟⎟⎟⎠ , S =

⎛
⎜⎝

0 0 0 0 0
0 0 0 0 0
0 0 0 1 1
0 0 0 1 1

⎞
⎟⎠ .

�������	1

a

���������	2
b

		��
��

��
��

c



�
��

��
��

�

�������	3 �������	4

�������	1

a
		��

��
��

��
a



�
��

��
��

�

�������	2

b

��

�������	3

c

���������	4 �������	5

It is a simple task to check that 0 and S are bisimulations, no matter what
the interpretation of a, b, c is. For instance, if the entries of the matrices come
from an algebra of languages over an alphabet {a, b, c}, we could have

a := {a}, b := {b}, c := {c} .

In this case, S is the largest bisimulation. It shows that the leaves of the trees are
bisimilar and that the roots are not (this is the prototypical example of systems
that are not bisimilar [18, 19], because S[1, 1] = 0).

In an algebra of paths, matrix S is still a bisimulation, but it might be
possible to find a larger one, because the set of tests is richer than for languages.
For instance, with the alphabet {a, b, c, d, e, f}, and the interpretation

a := {ab, abc, bd}, b := {bc, de}, c := {cd, df} ,

one finds that

S =

⎛
⎜⎝
{ε, c, d, e, f} 0 0 0 0

0 {ε, a, b, e, f} {ε, a, c, e, f} 0 0
0 0 0 1 1
0 0 0 1 1

⎞
⎟⎠

is the largest bisimulation.
We now make additional assumptions that will allow us to show how a largest

bisimulation can be extracted from (5).
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1. We assume a Boolean KAR.
2. We assume (4c), which holds in an algebra of matrices over a Boolean KA

with tests, in the form
r ·a ≤ b ⇔ r�·b ≤ a ,

where r is a relation and a, b ∈ K (this does not hold in arbitrary KARs, as
shown below). This allows us to rewrite (5) as

σ ·b ·σ� ≤ a and σ ·b ≤ a ·σ . (6)

3. We assume a complete KAR. This ensures that a left residual operator / can
be defined by the Galois connection a ·b ≤ c ⇔ a ≤ c/b [1]. We can thus
rewrite (6) as

σ ≤ a/b ·σ� and σ ≤ (a ·σ)/b ,

from which we get
σ ≤ a/b ·σ� � (a ·σ)/b .

The function f(σ) def= a/b ·σ� � (a ·σ)/b is monotonic. Due to completeness,
a largest solution for σ exists. However, it need not be a relation.

4. We assume that for any a ∈ K, a��� ∈ R (i.e., a��� is a relation). With this
assumption, we get the largest relation that is a bisimulation as the largest
solution of

σ ≤ a/b ·σ� � (a ·σ)/b � �� .

5 Additional Axioms and Representability

The treatment of bisimulations in the previous section required the introduction
of axioms in addition to those provided by Definition 2. So, the question arises
as to what is the most suitable set of axioms for Kleene algebra with relations.
With a specific intended model in mind, one can be guided in this choice. Here,
however, the starting point is that of matrices over arbitrary KAs, and various
KAs can be useful, depending on the context. For instance, when describing
programs as transition systems using matrices over a KA, the desired degree of
precision dictates the type of the underlying KA. If high precision is required,
the entries of the matrices are chosen to be relations on the set of states of
the program. If a more abstract view is desired, the entries of the matrices can
be simple labels naming actions done by the program and the KA is that of
languages over these labels.

For many applications in Computer Science, matrices over a Boolean KA are
needed (this is the case for the two examples in the previous paragraph). As
already noted, these satisfy a form of Schröder equivalences (see (4) above), so
that it becomes natural to require

r ·a � b ≤ 0 ⇔ r�·b � a ≤ 0 and a ·r � b ≤ 0 ⇔ b ·r�� a ≤ 0 (7)

for Boolean KAR. These equivalences do not follow from the definition of a KAR
(Definition 2), even when it is Boolean. This is shown by the following example,
due to Peter Jipsen.



Kleene Algebra with Relations 17

Let the sets of atoms of K and R be {1, r, a} and {1, r}, respectively. Compo-
sition on the atoms of K is defined by the following table. Note that �� = 1 + r
and � = 1 + r + a = ��+ a.

· 1 r a
1 1 r a
r r �� �
a a � �

Composition on K and R is obtained by distributivity using this table. The
converse operation on R is given by x� = x, and the Kleene star on K is defined
by 0∗ = 1 and x∗ = x2 for x �= 0. One can check that with these operations, R
is a relation algebra and K is a Boolean KAR. Now,

r�·r � a = r · r � a = ��� a ≤ 0 ,

but
r ·a � r = � � r = r �= 0 .

Note the following consequence of (7):

��·�� ��� ≤ 0 ⇔ ���·�� ��� ≤ 0 ⇔ ����� ≤ 0 ⇔ true .

The expression ��·�� � �� is the relational part of the composition ��·��. The
above result means that the composition of a relation with an element that
contains no relational part does not contain any (nonzero) relational part. This
is violated in Jipsen’s example, since r ·a = � = ��+ a.

The determination of the intended model is also important in connection
with questions about representability, where the goal is to determine whether
any algebra satisfying a given set of axioms is isomorphic to a concrete instance
of the intended model. As indicated at the beginning of this section, there is no
single concrete intended model, since many models may be useful. However, let
us say that a KAR (K,R,+, · , ∗, 0, 1,�, ��,� ,��) is representable relatively to
a given KA with tests (K ′, T,+, · , ∗, 0, 1,¬) iff

1. (K,+, · , ∗, 0, 1) is isomorphic to the set of square matrices of a fixed (finite
or infinite1) cardinality over K ′ with the corresponding Kleene operations,
and

2. (R,+, �, · , ��,� , 0, 1,��) is isomorphic to the subset of these matrices that
are matrices over T with the corresponding relational operations.

One can then investigate whether a given set of axioms ensures relative rep-
resentability with respect to a given KA with tests; this is a topic for future
research.
1 Dealing with infinite matrices is outside the scope of this paper, but this can be done

under suitable restrictions (see [16]).
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6 Projections and Unsharpness

Projections constitute another example of the use of relations inside a KA. We
again assume that the KA is Boolean.

Definition 3. A pair of relations (π1, π2) is called a direct product iff

π�
1 ·π1 = 1, π�

2 ·π2 = 1, π1 ·π�
1 � π2 ·π�

2 = 1, π�
1 ·π2 = �� .

The product of a1 and a2 is a1 × a2
def= π1 ·a1 ·π�

1 � π2 ·a2 ·π�
2 . The relations π1

and π2 are called projections.

This is the standard definition of projections in a heterogenous setting [23].
However, note that �� need not be the largest element of the algebra, which
is �.

Consider the following matrices.

P1 =

⎛
⎜⎜⎜⎜⎜⎝

1 0
1 0
1 0
0 1
0 1
0 1

⎞
⎟⎟⎟⎟⎟⎠ P2 =

⎛
⎜⎜⎜⎜⎜⎝

1 0 0
0 1 0
0 0 1
1 0 0
0 1 0
0 0 1

⎞
⎟⎟⎟⎟⎟⎠ A1 =

(
a b
c d

)
A2 =

⎛
⎝ e f g

h i j
k l n

⎞
⎠

The relations P1 and P2 constitute a direct product. The product of A1 and A2

is easily calculated and corresponds to the synchronous product of the automata
or transition systems represented by A1 and A2.

A1 ×A2 =

⎛
⎜⎜⎜⎜⎜⎝

a � e a � f a � g b � e b � f b � g
a � h a � i a � j b � h b � i b � j
a � k a � l a � n b � k b � l b � n
c � e c � f c � g d � e d � f d � g
c � h c � i c � j d � h d � i d � j
c � k c � l c � n d � k d � l d � n

⎞
⎟⎟⎟⎟⎟⎠ .

With direct products in the picture, one naturally wonders what happens
to the unsharpness problem [3] in this setting. The problem consists in deter-
mining whether (q1 ·π�

1 � q2 ·π�
2) ·(π1 ·r1 � π2 ·r2) = q1 ·r1 � q2 ·r2 holds for all

relations q1, q2, r1, r2. It does hold for concrete algebras of relations, but it is
shown in [17] that it does not in RA. The counterexample is rather complex.
However, the special case (q1 × q2) ·(r1 × r2) = q1 ·r1 × q2 ·r2 holds in RA2 for
all relations q1, q2, r1, r2 [5].

With KAR, it is very simple to exhibit an example illustrating that even the
special case (a1×a2) ·(b1×b2) = a1 ·b1×a2 ·b2 does not hold. Consider a Boolean
KAR K with {0, 1} as set of relations (note that �� = 1). Let π1 = 1 and π2 = 1.
Then (π1, π2) is a direct product. For arbitrary a, b, c ∈ K, we have

(a× a ·b) ·(b ·c× c) = (a � a ·b) ·(b ·c � c) ,

2 Composition ( ·) has precedence over ×.
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while
a ·(b ·c)× (a ·b) ·c = a ·b ·c .

It is easy to find concrete examples where (a�a ·b) ·(b ·c�c) = 0 and a ·b ·c �= 0.
In [12], Kempf and Winter create unsharpness in a purely relational setting

by requiring π�
1 ·π2 = L ≤ ��, where L is the greatest tabular relation instead

of the �� relation. This is analogous to the situation with KARs, where π�
1 ·π2 =

�� ≤ �, so that π�
1 ·π2 need not be the � element.

7 Conclusion

This paper introduces the concept of Kleene algebra with relations, but only
presents basic results and simple motivating applications. There is much more
to do, both on the use of the concept for applications and on the development of
the theory, in particular on the problem of relative representability. As a conclu-
sion, we note that the idea of finding a relation algebra inside another structure
is not new. In [10, 11], von Karger and Hoare introduce sequential algebras, which
are Boolean KAs with additional laws, but not as constrained as relation alge-
bras; in sequential algebras, a (possibly trivial) subset of the elements behave as
relations. Although the approach and motivation are completely different from
those presented here, it would be interesting to investigate their relationships,
in particular with respect to results on representability [9] versus relative repre-
sentability as defined in Sect. 5.
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Abstract. We present Prioni, a tool that integrates model checking
and theorem proving for relational reasoning. Prioni takes as input for-
mulas written in Alloy, a declarative language based on relations. Prioni
uses the Alloy Analyzer to check the validity of Alloy formulas for a given
scope that bounds the universe of discourse. The Alloy Analyzer can re-
fute a formula if a counterexample exists within the given scope, but
cannot prove that the formula holds for all scopes. For proofs, Prioni
uses Athena, a denotational proof language. Prioni translates Alloy for-
mulas into Athena proof obligations and uses the Athena tool for proof
discovery and checking.

1 Introduction

Prioni is a tool that integrates model checking and theorem proving for re-
lational reasoning. Prioni takes as input formulas written in the Alloy lan-
guage [7]. We chose Alloy because it is an increasingly popular notation for the
calculus of relations. Alloy is a first-order, declarative language. It was initially
developed for expressing and analyzing high-level designs of software systems.
It has been successfully applied to several systems, exposing bugs in Microsoft
COM [9] and a naming architecture for dynamic networks [10]. It has also been
used for software testing [12], as a basis of an annotation language [11], and
for checking code conformance [20]. Alloy is gaining popularity mainly for two
reasons: it is based on relations, which makes it easy to write specifications
about many systems; and properties of Alloy specifications can be automatically
analyzed using the Alloy Analyzer (AA) [8].

Prioni leverages AA to model-check Alloy specifications. AA finds instances
of Alloy specifications, i.e., assignments to relations in a specification that make
the specification true. AA requires users to provide only a scope that bounds
the universe of discourse. AA then automatically translates Alloy specifications
into boolean satisfiability formulas and uses off-the-shelf SAT solvers to find
satisfying assignments to the formulas. A satisfying assignment to a formula that
expresses the negation of a property provides a counterexample that illustrates
a violation of the property. AA is restricted to finite refutation: if AA does
not find a counterexample within some scope, there is no guarantee that no
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counterexample exists in a larger scope. Users can increase their confidence
by re-running AA for a larger scope, as long as AA completes its checking in
a reasonable amount of time.

It is worth noting that a successful exploration of a finite scope may lead to
a false sense of security. There is anecdotal evidence of experienced AA users who
developed Alloy specifications, checked them for a certain scope, and believed the
specifications to hold when in fact they were false. (In particular, this happened
to the second author in his earlier work [10].) In some cases, the fallacy is revealed
when AA can handle a larger scope, due to advances in hardware, SAT solver
technology, or translation of Alloy specifications. In some cases, the fallacy is
revealed by a failed attempt to carefully argue the correctness of the specification,
even if the goal is not to produce a formal proof of correctness.

Prioni integrates AA with a theorem prover that enables the users to prove
that their Alloy specifications hold for all scopes. Prioni uses Athena for proof
representation, discovery, and checking. Athena is a type-ω denotational proof
language [2] for polymorphic multi-sorted first-order logic. We chose Athena for
several reasons: 1) It uses a natural-deduction style of reasoning based on as-
sumption bases that makes it easier to read and write proofs. 2) It offers a strong
soundness guarantee. 3) It has a flexible polymorphic sort system with built-in
support for structural induction. 4) It offers a high degree of automation through
the use of methods, which are akin to the tactics and tacticals of HOL [5] and
Isabelle [15]. In addition, Athena offers built-in automatic translations from its
own notation to languages such as the TPTP standard [1], and can be seamlessly
integrated with any automatic theorem prover that accepts inputs in such a lan-
guage. The use of such provers allows one to skip many tedious steps, focusing
instead on the interesting parts of the proof. In this example we used Otter [21];
more recently we have experimented with Vampire [17].

Prioni provides two key technologies that enable the effective use of Athena
to prove Alloy specifications. First, Prioni provides an axiomatization of the
calculus of relations in Athena and a library of commonly used lemmas for this
calculus. Since this calculus is the foundation of Alloy, the axiomatization and
the lemmas together eliminate much of the formalization burden that normally
confronts users of theorem provers. Second, Prioni provides an automatic trans-
lation from Alloy to the Athena relational calculus. This translation eliminates
the coding effort and transcription errors that complicate the direct manual use
of theorem provers. Finally, we note that since Athena has a formal semantics,
the translation also gives a precise semantics to Alloy.

Prioni supports the following usage scenario. The user starts from an Alloy
specification, model-checks it and potentially changes it until it holds for as big
a scope as AA can handle. After eliminating the most obvious errors in this
manner, the user may proceed to prove the specification. This attempt may
introduce new proof obligations, such as an inductive step. The user can then
again use AA to model-check these new formulas to be proved. This way, model
checking aids proof engineering. But proving can also help model checking. Even
when the user cannot prove that the whole specification is correct, the user may
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be able to prove that a part of it is. This can make the specification smaller,
and AA can then check the new specification in a larger scope than the original
specification. Machine-verifiable proofs of key properties greatly increase our
trust in the reliability of the system. An additional benefit of having readable
formal proofs lies in improved documentation: such proofs not only show that
the desired properties hold, but also why they hold.

2 Model Checking

We next illustrate the use of our Prioni prototype on a recursive function that
returns the set of all elements in a list. We establish that the result of the function
is the same as a simple relational expression that uses transitive closure. The
following Alloy specification introduces lists and the function of interest:

module List
sig Object {}
sig Node {

next: option Node, // next is a~partial function from Node to Node
data: Object } // data is a~total function from Node to Object

det fun elms(n: Node): set Object {
if (no n.next) then result = n.data
else result = n.data + elms(n.next) }

assert Equivalence { all n: Node | elms(n) = n.*next.data }
check Equivalence for 5

The declaration module names the specification. The keyword sig introduces
a signature, i.e., a set of indivisible atoms. Each signature can have field declara-
tions that introduce relations. By default, fields are total functions; the modifiers
option and set are used for partial functions and general relations, respectively.

The keyword fun introduces an Alloy “function”, i.e., a parametrized formula
that can be invoked elsewhere in the specification. In general, an Alloy function
denotes a relation between its arguments and the result; the modifier det specifies
an actual function. The function elms has one argument, n. Semantically, all
variables in Alloy are relations (i.e., sets). Thus, n is not a scalar from the set
Node; n is a singleton subset of Node. (A general subset is declared with set.)
In the function body, result refers to the result of the function. The intended
meaning of elms is to return the set of objects in all nodes reachable from n.
The operator ‘.’ represents relational composition; n.next is the set of nodes
that the relation next maps n to. Note that the recursive invocation type-checks
even when this set is empty, because the type of n is essentially a set of Nodes.

The keyword assert introduces an assertion, i.e., a formula to be checked.
The prefix operator ‘*’ denotes reflexive transitive closure. The expression
n.*next denotes the set of all nodes reachable from n, and n.*next.data de-
notes the set of objects in these nodes. Equivalence states that the result of
elms is exactly the set of all those objects. The command check instructs AA
to check this for the given scope, in this example for all lists with at most five
nodes and five objects. AA produces a counterexample, where a list has a cycle.
Operationally, elms would not terminate if there is a cycle reachable from its
argument. In programming language semantics, the least fixed point is taken
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as the meaning of a recursive function definition. Since Alloy is a declarative,
relational language, AA instead considers all functions that satisfy the recursive
definition of elms.

We can rule out cyclic lists by adding to the above Alloy specification the fol-
lowing: fact AllAcyclic { all n: Node | n !in n.^next }. A fact is a formula
that is assumed to hold, i.e., AA checks if the assertion follows from the con-
junction of all facts in the specification. AllAcyclic states that there is no node
n reachable from itself, i.e., no node n is in the set n.^next; ‘^’ denotes transitive
closure. We again use AA to check Equivalence, and this time AA produces no
counterexample.

3 Athena Overview

Athena is a type-ω denotational proof language [2] for polymorphic multi-sorted
first-order logic. This section presents parts of Athena relevant to understanding
the example. In Athena, an arbitrary universe of discourse (sort) is introduced
with a domain declaration, for example:
(domain Real)
(domain Person)

Function symbols and constants can then be declared on the domains, e.g.:
(declare + (-> (Real Real) Real))
(declare joe Person)
(declare pi Real)

Relations are functions whose range is the predefined sort Boolean, e.g.,
(declare < (-> (Real Real) Boolean))

Domains can be polymorphic, e.g.,
(domain (Set-Of T))

and then function symbols declared on such domains can also be polymorphic:
(declare insert ((T) -> (T (Set-Of T)) (Set-Of T)))

Note that in the declaration of a polymorphic symbol, the relevant sort parame-
ters are listed within parentheses immediately before the arrow ->. The equality
symbol = is a predefined relation symbol with sort ((T) -> (T T) Boolean).

Inductively generated domains are introduced as structures, e.g.,
(structure Nat

zero
(succ Nat))

Here Nat is freely generated by the constructors zero and succ. This is equivalent
to issuing the declarations (domain Nat), (declare zero Nat), (declare succ (->

(Nat) Nat)), and additionally postulating a number of axioms stating that Nat

is freely generated by zero and succ. Those axioms along with an appropriate
induction principle are automatically generated when the user defines the struc-
ture. In this example, the induction principle will allow for proofs of statements
of the form (∀n : Nat)P (n) by induction on the structure of the number n:
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(by-induction-on n (P n)
(zero D1)
((succ k) D2))

where D1 is a proof of (P zero)—the basis step—and D2 is a proof of (P (succ

k)) for some fresh variable k—the inductive step. The inductive step D2 is per-
formed under the assumption that (P k) holds, which represents the inductive
hypothesis. More precisely, D2 is evaluated in the assumption base β ∪ {(Pk)},
where β is the assumption base in which the entire inductive proof is being
evaluated; more on assumption bases below.

Structures can also be polymorphic, e.g.,

(structure (List-Of T)
nil
(cons T (List-Of T)))

and correspondingly polymorphic free-generation axioms and inductive princi-
ples are automatically generated.

The basic data values in Athena are terms and propositions. Terms are s-
expressions built from declared function symbols such as + and pi, and from
variables, written as ?I for any identifier I. Thus ?x, (+ ?foo pi), (+ (+ ?x ?y)

?z), are all terms. The (most general) sort of a term is inferred automatically;
the user does not have to annotate variables with their sorts. A proposition P
is either a term of sort Boolean (say, (< pi (+ ?x ?y))); or an expression of the
form (not P) or (� P1 P2) for � ∈ {and, or, if, iff}; or (Q x1 · · ·xn P) where
Q ∈ {forall, exists} and each xi a variable. Athena also checks the sorts of
propositions automatically using a Hindley-Milner-like type inference algorithm.

The user interacts with Athena via a read-eval-print loop. Athena displays
a prompt >, the user enters some input (either a phrase to be evaluated or a top-
level directive such as define, assert, declare, etc.), Athena processes the user’s
input, displays the result, and the loop starts anew.

The most fundamental concept in Athena is the assumption base—a finite
set of propositions that are assumed to hold, representing our “axiom set” or
“knowledge base”. Athena starts out with the empty assumption base, which
then gets incrementally augmented with the conclusions of the deductions that
the user successfully evaluates at the top level of the read-eval-print loop. A
proposition can also be explicitly added into the global assumption base with the
top-level directive assert. (Note that in Athena the keyword assert introduces
a formula that is supposed to hold, whereas in Alloy assert introduces a formula
that is to be checked.)

An Athena deduction D is always evaluated in a given assumption base β.
Evaluating D in β will either produce a proposition P (the “conclusion” of D in
β), or else it will generate an error or will diverge. If D does produce a conclu-
sion P , Athena’s semantics guarantee β |= P , i.e., that P is a logical consequence
of β. There are several syntactic forms that can be used for deductions.

The form pick-any introduces universal generalizations:
(pick-any I1 · · · In D) binds the names I1 · · · In to fresh variables v1, . . . , vn
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and evaluates D. If D yields a conclusion P , the result returned by the entire
pick-any is (∀ v1, . . . , vn)P .

The form assume introduces conditionals: to evaluate (assume P D) in an
assumption base β, we evaluate D in β ∪ {P}. If that produces a conclusion Q,
the conditional P ⇒ Q is returned as the result of the entire assume. The form
(assume-let ((I P)) D) works like assume, but also lexically binds the name I
to the hypothesis P within D.

The form (dlet ((I1 D1) · · · (In Dn)) D) is used for sequencing and nam-
ing deductions. To evaluate such a deduction in β, we first evaluate D1 in β to
obtain a conclusion P1. We then bind I1 to P1, insert P1 into β, and continue
with D2. The conclusions Pi of the various Di are thus incrementally added
to the assumption base, becoming available as lemmas for subsequent use. The
body D is then evaluated in β ∪ {P1, . . . , Pn}, and its conclusion becomes the
conclusion of the entire dlet.

Prioni starts by adding relational calculus axioms and already proved lem-
mas to the empty assumption base. It then translates the Alloy specification
and adds to the assumption base all translated constraints and definitions. Only
the translated Alloy assertion is not added to the assumption base; rather, it
constitutes the proof obligation.

4 Axiomatization

We next introduce certain key parts of our axiomatization of the calculus of
relations in Athena. The axiomatization represents relations as sets of tuples in
a typed first-order finite-set theory. Tuples of binary relations (i.e., ordered pairs)
are represented with the following polymorphic Athena structure: (structure

(Pair-Of S T) (pair S T)). Prioni introduces similar structures for tuples of
greater length as needed.

Sets are polymorphic, their sort being given by a domain constructor: (domain
(Set-Of S)), and with the membership relation in typed as follows:

(declare in ((S) -> (S (Set-Of S)) Boolean))

Set equality is captured by an extensionality axiom set-ext, and set operations
are defined as usual. We also introduce a singleton-forming operator:

(declare singleton ((T) -> (T) (Set-Of T)))

(define singleton-def
(forall ?x ?y (iff (in ?x (singleton ?y)) (= ?x ?y))))

Relation operations are defined set-theoretically, e.g.:

(declare transpose ((T) -> ((Set-Of (Pair-Of T T))) (Set-Of (Pair-Of T T))))

(define transpose-def
(forall ?R ?x ?y (iff (in (pair ?x ?y) (transpose ?R))

(in (pair ?y ?x) ?R))))

(define pow-def-1
(forall ?R ?x ?y
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(iff (in (tup [?x ?y]) (pow ?R zero))
(= ?x ?y))))

(define pow-def-2
(forall ?R ?k ?x ?y

(iff (in (tup [?x ?y]) (pow ?R (succ ?k)))
(exists ?z

(and (in [?x ?z] ?R)
(in [?z ?y] (pow ?R ?k)))))))

Alloy has one general composition operator ‘.’ that can be applied to two arbi-
trary relations at least one of which has arity greater than one. Such a general
operator could not be typed precisely in a Hindley-Milner-like type system such
as that of Athena, and in any event, the general composition operator has a fairly
involved definition that would unduly complicate theorem proving. So what our
translation does instead is introduce a small number of specialized composition
operators comp-n-m that compose relations of types S1×· · ·×Sn and T1×· · ·×Tm,
with Sn = T1. Such operators are typed precisely and have straightforward def-
initions; for instance:

(declare comp-2-2 ((S T U) -> ((Set-Of (Pair-Of S T)) (Set-Of (Pair-Of T U)))
(Set-Of (Pair-Of S U))))

(forall ?R1 ?R2 ?x ?y
(iff (in (pair ?x ?y) (comp-2-2 ?R1 ?R2))

(exists ?z
(and (in (pair ?x ?z) ?R1)

(in (pair ?z ?y) ?R2)))))

Many Alloy specifications use only comp-1-2 and comp-2-2. In the less common
cases, Prioni determines the arities at hand and automatically declares and
axiomatizes the corresponding composition operators.

Transitive closure is defined in terms of exponentiation. For the latter, we
need a minimal theory of natural numbers: their definition as an inductive struc-
ture and the primitive recursive definition of addition, in order to be able to prove
statements such as (∀R, n,m)Rn+m = Rn.Rm.

5 Translation

Prioni automatically translates any Alloy specification into a corresponding
Athena theory. A key aspect of this translation is that it preserves the meaning of
the Alloy specification. We next show how Prioni translates our example Alloy
specification into Athena. Each Alloy signature introduces an Athena domain:

(domain Object-Dom)
(domain Node-Dom)

Additionally, each Alloy signature or field introduces a constant set of tuples
whose elements are drawn from appropriate Athena domains:

(declare Object (Set-Of Object-Dom))
(declare Node (Set-Of Node-Dom))
(declare next (Set-Of (Pair-Of Node-Dom Node-Dom)))
(declare data (Set-Of (Pair-Of Node-Dom Object-Dom)))
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In our example, Alloy field declarations put additional constraints on the rela-
tions. The translation adds these constraints into the global assumption base
(i.e., a set of propositions that are assumed to hold, as explained in Section 3):

(assert (is-fun next))
(assert (is-total-fun Node data))

where is-fun and is-total-fun are defined as expected. Each Alloy “function”
introduces an Athena function symbol (which can be actually a relation symbol,
i.e., a function to the Athena predefined sort Boolean):

(declare elms (-> ((Set-Of Node-Dom)) (Set-Of Object-Dom)))

(define elms-def
(forall ?n ?result

(iff (= (elms ?n) ?result)
(and (and (singleton? ?n) (subset ?n Node))

(and (if (empty? (comp-1-2 ?n next))
(= ?result (comp-1-2 ?n data)))

(if (not (empty? (comp-1-2 ?n next)))
(= ?result (union (comp-1-2 ?n data) (elms (comp-1-2 ?n next))))))))))

(assert elms-def)

where empty-def is as expected. Note that there are essentially two cases in
elms-def: when (comp-1-2 ?n next) is empty, and when it is not. To facilitate
theorem proving, we split elms-def into two parts, elms-def-1 and elms-def-2,
each covering one of these two cases. Both of them are automatically derived
from elms-def.
Alloy facts are simply translated as formulas and added to the assumption base:

(define AllAcyclic
(forall ?n (not (subset (singleton ?n) (comp-1-2 (singleton ?n) (tc next))))))

(assert AllAcyclic)

Finally, the assertion is translated into a proof obligation:

(define Equivalence
(forall ?n (= (elms (singleton ?n))

(comp-1-2 (comp-1-2 (singleton ?n) (rtc next)) data)))))

Recall that all values in Alloy are relations. In particular, Alloy blurs the type
distinction between scalars and singletons. In our Athena formalization, however,
this distinction is explicitly present and can be onerous for the Alloy user. To
alleviate this, Prioni allows users to intersperse Athena text with expressions
and formulas written in an infix Alloy-like notation and enclosed within double
quotes. (We will follow that practice in the sequel.) Even though this notation
retains the distinction between scalars and singletons, it is nevertheless in the
spirit of Alloy and should therefore prove more appealing to Alloy users than
Athena’s s-expressions. There are some other minor notational differences, e.g.,
we use ‘*’ as a postfix operator and distinguish between set membership (in)
and containment (subset).
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6 Proof

The assertion Equivalence is an equality between sets. To prove this equality, we
show that elms is sound:

ALL n | elms({n}) subset {n}.next*.data (1)

and complete:
ALL n | {n}.next*.data subset elms({n}) (2)

The desired equality will then follow from set extensionality.
The proof uses a few simple lemmas from Prioni’s library of results fre-

quently used in relational reasoning:

(define comp-monotonicity "ALL x y R | y in {x}.R* ==> {y}.R* subset {x}.R*")
(define first-power-lemma "ALL x y R | [x y] in R ==> [x y] in R*")
(define comp-lemma "ALL s1 s2 R | s1 subset s2 ==> s1.R subset s2.R")
(define scalar-lemma "ALL x y R | y in {x}.R <==> [x y] in R")
(define subset-rtc-lemma "ALL n R | {n} subset {n}.R*")
(define fun-lemma "ALL n x R | [n x] in R & is-fun(R) ==> {x} = {n}.R")
(define star-pow-lemma "ALL x n R S | x in ({n}.R*).S ==>

(EXISTS m k | [n m] in R^k & [m x] in S)")

and a couple of trivial set-theory lemmas:

(define subset-trans "ALL s1 s2 s3 | (s1 subset s2) & (s2 subset s3) ==> s1 subset s3")
(define union-lemma "ALL s1 s2 s | (s1 subset s) & (s2 subset s) ==> (s1 union s2) subset s")

We also need the following two lemmas about next and data:

(define elms-lemma-1 "ALL n | {n}.data subset ({n}.next*).data")
(define elms-lemma-2 "ALL n | {n}.data subset elms({n})")

The first follows immediately from comp-lemma and subset-rtc-lemma using the
method prove (explained below); the second also follows automatically from the
definitions of elms, union and subset.

6.1 Soundness

The soundness proof needs an induction principle for Alloy lists. Athena supports
inductive reasoning for domains that are generated by a set of free constructors.
But Alloy structures are represented here as constant sets of tuples, so we must
find an alternative way to perform induction on them. In our list example, an
appropriate induction principle is:

(∀n) (¬(∃m) [n, m] ∈ next) ⇒ P (n) (∀n) (∀m) [n, m] ∈ next ⇒ P (m) ⇒ P (n)

(∀n) P (n)

provided (∀n) n �∈ {n}.next+

The rule is best read backward: to prove that a property P holds for every
node n, we must prove: 1) the left premise, which is the base case: if n does not
have a successor, then P must hold for n; and 2) the right premise, which is
the inductive step: P (n) must follow from the assumption P (m) whenever m is
a successor of n. The proviso (∀n)n �∈ {n}.next+ rules out cycles, which would
render the rule unsound.
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Athena makes it possible to introduce arbitrary inference rules via primitive
methods. Unlike regular methods, whose bodies must be deductions, primitive
methods are defined by expressions. (The distinction between expressions and
deductions plays a key role in type-ω DPLs [2].) A primitive method is thus free
to generate any conclusion it wishes by performing an arbitrary computation on
its inputs. Since no guarantees can be made about soundness, primitive methods
are part of one’s trusted base and must be used sparingly.

We have implemented the above induction rule with a primitive method
list-induction parameterized over the goal property P . P is implemented as
an Athena function goal that constructs the desired proposition for a given
argument. In this case, we have:
(define (elms-goal n) "elms({n}) subset {n}.next*.data")

The primitive method list-induction takes a goal as an argument, constructs
the two premises from it, checks that they are in the assumption base along with
the acyclicity constraint, and if successful, outputs (forall ?n (goal ?n)).

The base step is proved automatically:

(define base-step
(!prove "ALL n |~(EXISTS m | [n m] in next) ==> elms({n}) subset ({n}.next*).data)"

[elms-def empty-def scalar-lemma elms-lemma-1]))

where prove is a binary method.1 (All method calls in Athena are prefixed
with ‘!’, which distinguishes them from Athena function calls [2].) A method
call (!prove P [P1 · · ·Pn]) attempts to derive the conclusion P from the
premises P1, . . . , Pn, which must be in the current assumption base. If a proof
is found, the conclusion P is returned. Currently, Otter is used for the proof
search. Where deductive forms such as assume (and others explained in Sec-
tion 3) are used to guide the deduction, prove is used to skip tedious steps. A call
(!prove P [P1 · · ·Pn]) essentially says to Athena: “P follows from P1, . . . , Pn by
standard logical manipulations: universal specializations, modus ponens, etc.
There is nothing interesting or deep here—you work out the details.” If we are
wrong, either because P does not in fact follow from P1, . . . , Pn or because it
is a non-trivial consequence of them, the method call will fail within a preset
maximum time limit (currently 1 min). Otherwise, a proof will invariably be
found almost instantaneously and P will be successfully returned.
The proof of the inductive step is more interesting:

(pick-any x y
(assume-let ((hyp "[x y] in next")

(ihyp (ind-goal y)))
(dlet ((P1 (!prove "elms({x}) = {x}.data union elms({y})"

[elms-def-2 hyp fun-lemma (is-fun next) scalar-lemma empty-def]))
(P2 (!prove "{y}.next* subset {x}.next*" [hyp comp-monotonicity

scalar-lemma first-power-lemma]))
(P3 (!prove "({y}.next*).data subset ({x}.next*).data" [P2 comp-lemma]))
(P4 (!prove "elms({y}) subset ({x}.next*).data" [P3 ihyp subset-trans])))

(!prove "elms({x}) subset ({x}.next*).data" [P1 elms-lemma-1 P4 union-lemma]))))

1 Currently, prove is a primitive method and thus Otter is part of our trusted base.
However, it is not difficult to implement Otter’s inference rules (paramodulation,
etc.) as Athena methods and then use them to define prove as a regular method.
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The key constructs of the proof—(pick-any, assume-let, and dlet—are explained
in Section 3. At this point, both the base case and the inductive step have been
proved and are in the assumption base, so we can now apply list-induction to
obtain the desired conclusion: (!list-induction elms-goal).

6.2 Completeness

Next we present the completeness proof of the statement {n}.next*.data subset

elms({n}), for arbitrary n. Viewing the transitive closure next* as the union of
nextk for all k, we proceed by induction on k. Specifically, we prove the following
by induction on k:

ALL k n m x | [n m] in next^k & [m x] in data ==> x in elms({n}) (3)

As before, we first define a function goal that constructs the inductive goal
for any given k:

(define (goal k) "ALL m n x | [n m] in next^k & [m x] in data ==> x in elms({n})"))

The following is the inductive proof of 3:

(by-induction-on ?k (goal ?k)
(zero (!prove (goal zero) [elms-lemma-2 pow-def-1 scalar-lemma subset-def]))
((succ k) (pick-any m n x

(assume-let ((hyp "[n m] in next^k+1 & [m x] in data"))
(!prove "x in elms({n})" [hyp (goal k) pow-def-2 fun-lemma (is-fun next)

scalar-lemma empty-def elms-def-2 union-def])))))

Finally, the completeness proof follows, where ind-lemma refers to (3).

(pick-any n
(!prove-subsets "({n}.next*).data" "elms({n})"

[elms-def star-pow-lemma scalar-lemma ind-lemma]))

Here prove-subsets is a defined method, which we will now explain. Although
Otter is helpful in skipping tedious steps, its autonomous mode is not power-
ful as a completely automatic theorem prover. More powerful theorem-proving
algorithms that guide the proof search by exploiting heuristics for a particular
problem domain can be encoded in Athena as methods, which are similar to
the tactics and tacticals of HOL-like systems. Athena’s semantics guarantee
soundness: the result of any method call is always a logical consequence of the
assumption base in which the call takes place.

A simple example of a method is prove-subsets, which captures the following
“tactic” for arbitrary sets S1 and S2: to prove S1 ⊆ S2 from a set of assumptions
Δ, consider an arbitrary x, suppose that x ∈ S1, and then try to prove x ∈ S2

under the assumptions Δ ∪ {x ∈ S1}. The justification for this tactic (i.e., the
fact from which the desired goal will be derived once the subgoals have been
established) is simply the definition of set containment. Such tactics are readily
expressible as Athena methods2.
2 Since sets in this problem domain are structured (i.e., elements are usually tuples),

these methods employ some additional heuristics to increase efficiency.
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Checking both directions (soundness and completeness) of the correctness
proof takes about 1 sec in our current implementation. The whole proof for
this example (including the lemma library and other auxiliary code) is available
online: http://mulsaw.lcs.mit.edu/prioni/relmics03

7 Conclusions

Prioni is a tool that integrates model checking and theorem proving for rela-
tional reasoning. Several other tools combine model checking and theorem prov-
ing but focus on reactive systems and modal logics [19,18] or general first-order
logic [13], whereas Prioni focuses on structural system properties. Recently,
Frias et al. [4] have given an alternative semantics to Alloy in terms of fork al-
gebras [3] and extended it with features from dynamic logic [6]. Further, Lopez
Pombo et al. [16] have used the PVS theorem prover [14] to prove specifications
in the extended Alloy. This approach has been used for proving properties of
execution traces, whereas Prioni has been used for structurally complex data.

A key issue in the usability of a theorem prover tool is the difficulty of
finding proofs. We have addressed this issue by lightening the formalization
burden through our automatic translation and by providing a lemma library that
captures commonly used patterns in relational reasoning. Athena makes it easy
to guide the proof, focusing on its interesting parts, while Otter automatically
fills in the gaps.
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Abstract. We use fixed-point calculus to characterise winning strate-
gies in impartial, two-person games. A byproduct is the fixed-point char-
acterisation of winning, losing and stalemate positions. We expect the
results to be most useful in teaching calculational reasoning about least
and greatest fixed points.

Game theory [BCG82] is an active area of research for computing scientists. For
example, it is a frutiful source of examples illustating complexity theory, and it
is also used as the basis for the semantics of model checking. Our interest in the
area is as a test case for the use of formalisms for the constructive derivation
of algorithms. Game theory is well-suited to our goals because it is about con-
structing winning strategies. Moreover, examples of games are easy to explain
to students, they carry no theoretical overhead, and motivation is for free.

In the study of games, as in the book “Winning Ways” [BCG82], a basic as-
sumption is that all games are terminating. Only limited attention has been paid
to games where non-termination is possible (so-called “loopy” games [BCG82,
chapter 12]). In this paper, we study impartial two-person games, in which non-
termination is a possibility. We show how to characterise winning, losing and
stalemate positions in terms of least and greatest fixed points of conjugate pred-
icate transformers.

The division of positions into winning, losing and stalemate positions is well-
known (see, for example, [SS93] or [BCG82]) . The contribution of this paper
is to focus on winning strategies; we formalise their construction in point-free
relation algebra. A byproduct is the fixed-point characterisation of the different
types of position.

In order to satisfy length restrictions, several proofs are omitted. A full ver-
sion is available at the first author’s website.

1 Impartial Two-Person Games

An impartial, two-person game is defined by a binary relation, denoted here by
M. Elements of the domain of M are called positions ; pairs of positions related
by M are called moves.

R. Berghammer et al. (Eds.): RelMiCS/Kleene-Algebra Ws 2003, LNCS 3051, pp. 34–47, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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Fig. 1. The lollipop game

Figure 1 is an example of a (non-well-founded) move relation. The positions
are the nodes in the figure, and moves are indicated by arrows. We call it the
lollipop game.

A game is started in a given position. Each player takes it in turn to move;
in position s, a move is to a position t such that sM t. The game ends when
a player cannot move; the player whose turn it is to move then loses.

In fig. 1, the game ends in position 0. In position 1, there is a choice of two
moves, either to position 0 or to position 2. In position 2, there is no choice of
move; the only move that can be made is to position 1. The move relation is not
well-founded because it is possible for a game to continue indefinitely, by cycling
between positions 1 and 2.

Allowing the move relation to be non-well-founded introduces additional diffi-
culties in the development of the theory. For example, in traditional game theory,
a fundamental element is the definition of an equivalence relation on games; that
this relation is reflexive is established by a “tit-for-tat” winning strategy (the
“Tweedledum and Tweedledee Argument” in [BCG82]). But, tit-for-tat is invalid
in the case of non-well-founded game relations.

Throughout this paper, we use the Dijkstra-Scholten [DS90] notation for
predicates and predicate transformers. In particular, we use square brackets to
indicate that a predicate is true at all positions. For a given relation R, dom.R
and rng.R are predicates characterising the domain and range of R, respec-
tively. Formally, for all positions s, dom.R.s ≡ 〈∃t :: sRt〉 and, for all positions t,
rng.R.t ≡ 〈∃s :: sRt〉. The composition of relations R and S is denoted by R •S.
Specifically, for all s and u, s (R •S)u ≡ 〈∃t :: sRt ∧ tSu〉.

2 Strategies and Position Predicates

2.1 Winning Strategies

A winning position in a game is one from which the first player has a strategy
to choose moves that guarantee that the game ends, within a finite number of
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moves, on the second player’s turn to move. A losing position is one from which
there are only moves into winning positions. All other positions are stalemate
positions.

Formally, a winning strategy for game M is a relation W on positions, with
the following three properties:

W ⊆M , (1)
W •M is well-founded , (2)
〈∀t : rng.W.t : 〈∀u : tMu : dom.W.u〉〉 . (3)

In words, a winning strategy is a subset of the move relation —(1)— , such
that repeatedly invoking the strategy, followed by making an arbitrary move,
cannot continue indefinitely —(2)— , and, from every position in the range of
the strategy, every move is to a position in the domain of the strategy —(3)— .

A position s is a winning position if s is in the domain of a winning strategy.
A position t is a losing position iff every move from t is to a winning position.
A position that is not a winning position or a losing position is a stalemate
position.

In the lollipop game (fig. 1), node 0 is a losing position, since it is vacu-
ously true that every move from this position is to a winning position. Node 1
is a winning position — a winning strategy is to move from position 1 to posi-
tion 0. (Formally, the winning strategy is the relation {(1, 0)}.) Finally, node 2
is a losing position, since every move from this position is to node 1, which we
have determined to be a winning position.

There are no stalemate positions in the lollipop game. For several enter-
taining, non-trivial examples of games with stalemate positions, see [BCG82,
chapter 12].

2.2 Winning and Losing

From the definition of winning and losing positions, we can identify two proper-
ties of positions that they must satisfy. First, losing equivales every move is into
a winning position: for all positions t,

lose.t ≡ 〈∀u : tMu : win.u〉 . (4)

(This is by definition.) Second, from a winning position there is always a move
into a losing position: for all positions s,

win.s ⇒ 〈∃t : sM t : lose.t〉 . (5)

The proof is straightforward:

win.s

= { definition of win }
〈∃W : WinningStrategy.W : dom.W.s〉
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= { definitions of dom.W and rng.W , (3) }
〈∃W :WinningStrategy.W : 〈∃t :: sW t ∧ 〈∀u : tMu : dom.W.u〉〉〉

⇒ { calculus and (1) }
〈∃t :: sM t ∧ 〈∃W :WinningStrategy.W : 〈∀u : tMu : dom.W.u〉〉〉

⇒ { (4) and calculus }
〈∃t : sM t : lose.t〉 .

Note that (5) is an implication, not an equivalence. (See the last two steps
in the calculation.) Knowing that there is a move from position s to a losing
position (i.e. 〈∃t : sM t : lose.t〉) is not sufficient to construct a winning strategy
with domain containing s. This is illustrated by the lollipop game (fig. 1). An
ignorant player might repeatedly choose to move from node 1 (a winning po-
sition) to node 2 (a losing position) in the —mistaken— belief that a winning
strategy is simply to always leave the opponent in a losing position.

The converse implication is nevertheless true. Demonstrating, by formal cal-
culation, that this is the case is the driving force behind several of our calcula-
tions.

2.3 The Predicate Transformers Some and All

From (4), we abstract the predicate transformer All.R, defined by

All.R.p.s ≡ 〈∀t : sRt : p.t〉 , (6)

and, from (5), we abstract the predicate transformer Some.R, defined by

Some.R.p.s ≡ 〈∃t : sRt : p.t〉 . (7)

In both definitions, R is a relation on positions, p is a predicate on positions,
and s and t are positions.

The properties (3), (4) and (5) can be reformulated in a point-free form using
these predicate transformers. Effective calculation is considerably enhanced by
the convention of regarding a predicate on positions as a partial identity relation;
the relation obtained by restricting the domain of a relation, R say, to positions
satisfying a predicate, p say, is then simply the relation p•R. Similarly, R•p is the
relation obtained by restricting the range of relation R to positions satisfying
predicate p. In this way, properties (3), (4) and (5) become:

W = W •All.M.(dom.W ) , (8)
[lose ≡ All.M.win] , and (9)
[win ⇒ Some.M.lose] . (10)

We record some simple properties of Some and All for later use. (The rules
given here are used more than once. Other rules that are used once only are
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stated at the appropriate point in a calculation.) A property of All and rng is
that, for all relations R and all predicates p,

[All.R.p ≡ All.R.(rng.R⇒p)] . (11)

The function Some is monotonic in its first argument. That is, for all relations R
and S, and all predicates p,

[Some.R.p⇒ Some.S.p] ⇐ R⊆S . (12)

(The function All is antimonotonic in its first argument. But, we don’t use this
rule.) The predicate transformers Some.R and All.R are monotonic. That is, for
all relations R, and predicates p and q,

[Some.R.p ⇒ Some.R.q] ⇐ [p⇒ q] , and (13)
[All.R.p ⇒ All.R.q] ⇐ [p⇒ q] . (14)

Consequently, for all relations R, All.R ◦ Some.R and Some.R ◦ All.R are also
monotonic. (We use “◦” for the composition of functions.)

A crucial observation is that, for all relations R, Some.R and All.R are
conjugate predicate transformers. That is,

All.R = ¬ ◦ Some.R ◦ ¬ . (15)

(This is just De Morgan’s rule.) A simple consequence is that the predicate
transformers All.R ◦ Some.R and Some.R ◦ All.R are also conjugate.

3 Fixed Points

The main significance of the monotonicity properties (13) and (14) is the guar-
anteed existence of the least and greatest fixed points of compositions of these
predicate transformers (where predicates are ordered as usual by “only-if” —
i.e. implication everywhere— ).

In this section, we first give a very brief summary of fixed-point calculus
(subsection 3.1) before motivating a possible relationship between the winning
and losing positions in a game, and fixed points of the predicate transform-
ers Some.R ◦ All.R and All.R ◦ Some.R (subsection 3.2). That these predicate
transformers are conjugates leads us to give a brief summary of the proper-
ties of fixed points of conjugate (monotonic) predicate transformers (subsec-
tion 3.3). The section is concluded by an analysis of moves of different type
(subsection 3.4). Taken as a whole, the section establishes strong evidence for
the claim that the winning and losing positions are characterised as least fixed
points, but does not prove that this is indeed the case.
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3.1 Basic Fixed-Point Calculus

We assume that the reader is familiar with fixed-point calculus. The fixed points
we consider are of monotonic functions from relations to relations, and from
predicates to predicates (so-called predicate transformers). The ordering on re-
lations is the subset ordering —a relation is a set of pairs— , and the ordering
on predicates is “only-if” (i.e. implication everywhere).

We use μ to denote the function that maps a monotonic endofunction to
its least fixed point, and ν to denote the function that maps a monotonic end-
ofunction to its greatest fixed point. So, for example, μ(All.R ◦ Some.R) de-
notes the least fixed point of the predicate transformer All.R ◦ Some.R, and
ν(All.R ◦ Some.R) denotes its greatest fixed point. Sometimes, we need to be
explicit about the ordering relation (for example, in the statement of the rolling
rule below). If so, we write it as a subscript to μ or ν.

For predicate transformers, the basic rules of the fixed-point calculus are as
follows. The least fixed point μf of the monotonic predicate transformer f is a
fixed point of f :

[μf ≡ f.μf ] , (16)

that is “least” (i.e. “strongest”) among all prefix points of f : for all predicates p,

[μf⇒ p] ⇐ [f.p⇒ p] . (17)

The dual rules for the “greatest” (i.e. “weakest”) fixed point are obtained by
replacing “μ” by “ν”, and “⇒” by “⇐”.

Rules (16) and its dual are called the computation rules, and rules (17) and
its dual are called the induction rules.

The rolling rule is used several times. Suppose f is a monotonic function to A,
ordered by ≤, from B, ordered by �, and suppose g is a monotonic function to B
from A. Then, f◦g is a monotonic endofunction on A, and g◦f is a monotonic
endofunction on B. Moreover,

μ≤(f◦g) = f .μ�(g◦f) . (18)

3.2 Winning and Least Fixed Points

Eliminating lose from (9) and (10), we get:

[win ⇒ (Some.M ◦ All.M) .win] .

Consequently, by fixed point induction,

[win ⇒ ν(Some.M ◦ All.M)] .

Note that nowhere does this calculation exploit property (2) —the relation
W •M is well-founded— of a winning strategy W . By doing so, we can strengthen
the property, replacing “greatest” by “least”. The key is to use a fixed-point
characterisation of well-foundedness: a relation R is well-founded exactly when
the least fixed point of the predicate transformer All.R is everywhere true (see
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eg. [DBvdW97]). Formally, suppose W is a winning strategy, and suppose p is
an arbitrary predicate. We calculate a condition on p, in terms of the predicate
transformers Some.M and All.M, that guarantees [dom.W ⇒ p] as follows.

[dom.W ⇒ p]

⇐ { (2) — W •M is well-founded, fixed point induction (17) }
[All.(W •M).(dom.W ⇒p) ⇒ (dom.W ⇒ p)]

= { aiming to remove leftmost “(dom.W⇒)” , apply (11) }
[All.(W •M).(rng.(W •M)∧dom.W ⇒ p) ⇒ (dom.W ⇒ p)]

= { (3) — in particular,

[rng.(W •M)∧dom.W ≡ rng.(W •M)] }
[All.(W •M).(rng.(W •M)⇒ p) ⇒ (dom.W ⇒ p)]

= { (11) }
[All.(W •M).p ⇒ (dom.W ⇒ p)]

= { Leftmost “(dom.W⇒)” has now been removed;

now introduce Some:

for all R, [dom.R ≡ Some.R.true], calculus }
[All.(W •M).p ∧ Some.W.true ⇒ p]

= { All distributes through composition }
[All.W.(All.M.p) ∧ Some.W.true ⇒ p]

⇐ { for all R, p and q,

[All.R.p ∧ Some.R.q ⇒ Some.R.(p∧ q)] }
[Some.W.(All.M.p) ⇒ p]

⇐ { W ⊆M — (1), Some is monotonic — (12) }
[(Some.M ◦ All.M).p ⇒ p] .

We conclude that [dom.W ⇒ p] if p is any prefix point of Some.M ◦ All.M. Since,
μ(Some.M ◦ All.M) is the least prefix point of Some.M ◦ All.M, we conclude that

[win ⇒ μ(Some.M ◦ All.M)] . (19)

A simple calculation gives the corresponding property of lose:

μ(All.M ◦ Some.M)

= { rolling rule: (18) }
All .M . μ(Some.M ◦ All.M)
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⇐ { (14) and (19) }
All.M.win

= { (4), definition of All }
lose .

That is,
[lose ⇒ μ(All.M ◦ Some.M)] . (20)

3.3 Conjugate Monotonic Predicate Transformers

We remarked earlier that Some.M ◦All.M is conjugate to All.M ◦Some.M. In
this section, we give a brief summary of fixed-point theory applied to conjugate,
monotonic predicate transformers.

Suppose f and g are conjugate, monotonic predicate transformers. Then,

¬ ◦ g = f ◦¬ ∧ ¬ ◦ f = g ◦¬ . (21)

Negation is a monotonic function from predicates ordered by “only-if” to pred-
icates ordered by “if”. So, by the rolling rule (18) for fixed points,

[¬μf ≡ νg] . (22)

An easy consequence of (22) is the following lemma.

Lemma 23 If f and g are conjugate, monotonic predicate transformers, the
predicates μf , μg and νf ∧ νg are mutually distinct:

[¬(μf ∧μg) ∧ ¬(μf ∧ (νf ∧ νg)) ∧ ¬(μg ∧ (νf ∧ νg))]

and together cover all positions:

[μf ∨ μg ∨ (νf ∧ νg)] .

�

3.4 Application to Win-Lose Equations

Since Some.M ◦ All.M and All.M ◦ Some.M are conjugate, monotonic predicate
transformers, (19) and lemma 23 suggest that the winning positions are given
by the predicate

μ(Some.M ◦ All.M) ,

the losing positions are given by

μ(All.M ◦ Some.M) ,

and the stalemate positions are given by

ν(Some.M ◦ All.M) ∧ ν(All.M ◦ Some.M) .
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We abbreviate μ(Some.M ◦ All.M) to N and μ(All.M ◦ Some.M) to P . We also
abbreviate ¬N ∧¬P to O.

In the standard game-theory nomenclature [BCG82], “O” is short for “open”,
“N” is short for “next player wins” and “P” is short for “previous player wins”.
We use the nomenclature here without interpretation in order to emphasise that
we have yet to establish that N describes the winning positions, P describes the
losing positions, and O describes the stalemate positions.

The following lemma characterises the moves that are possible and not pos-
sible between the different types of position. (We use “⊥⊥” to denote the empty
relation.)

Lemma 24

(a) From O, there is always a move to O: [O ⇒ Some.M.O] .
(b) Every move from O to ¬O is to N : O •M •¬O = O•M•N .
(c) Moves from ¬O to O must start at N : ¬O •M •O = N •M•O .
(d) From N , there is always a move to P : [N ⇒ Some.M.P ] .
(e) Every move from P is to N : P•M = P•M•N .
(f) Consequently, there are no moves from P to O: P•M•O = ⊥⊥ ,
(g) and there are no moves between P and itself: P•M•P = ⊥⊥ .
(h) Every move to P is from N : M•P = N •M•P .
(i) Consequently, there are no moves to P from O: O•M•P = ⊥⊥ .

�

Figure 2 summarises the discussion so far. The three disjoint predicates on
positions, P , N and O, are shown as “clouds”. A solid arrow indicates the
(definite) existence of a move of a certain type. A dotted arrow indicates the
possible existence of a move of a certain type. So, the two solid arrows indicate
that, for every O-position, there is a move to an O-position, and, for every N -
position, there is a move to a P-position. The dotted arrows indicate that there
may be moves from some O-positions to N -positions, from some N -positions to
O-positions or N -positions, and from some P-positions to N -positions. Just as
important, the absence of arrows indicates the impossibility of certain moves.
No moves are possible from P-positions to O-positions or P-positions, and no
moves are possible to P-positions from O-positions or P-positions.

Suppose that N does indeed characterise the winning positions. Then,
lemma 24 establishes that O characterises the stalemate positions. After all,
from O it is always possible to remain in O. Moving out of it would place the
opponent in an N -position, which we have assumed is a winning position. So,
from O, the best strategy for both players is to remain in O, waiting for the
opponent to make a mistake, and thus continuing the game indefinitely. This is
what is meant by “stalemate”.

4 Constructing a Winning Strategy

We now turn to the converse of (19). The proof is constructive: we exhibit an
algorithm that constructs a winning strategy. Our algorithm is motivated by the
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O

N P

Fig. 2. Moves between P-, N - and O-positions. Solid lines mean there is a move,
dotted lines mean there may be a move

following property of the moves from N to P . (Note that N •M•P is the set of
moves from an N -position to a P-position.)

[N •M•P ≡ 〈μR :: M •All.M.(dom.R)〉] . (25)

The fixed-point characterisation suggests how to proceed. We assume that the
number of positions is finite and consider an algorithm that incrementally com-
putes a winning strategy W . Initially, W is set to the empty relation (which
is easily seen to be a winning strategy). Subsequently, W is augmented by ex-
ploiting the fact that positions satisfying All.M.(dom.W ) are losing positions.
Specifically, moves from positions not in the domain of W to positions satisfying
All.M.(dom.W ) are added to W . Formally, we introduce the function f from
relations to relations defined by, for all relations R,

f.R = ¬(dom.R) •M •All.M.(dom.R) , (26)

and the function g defined by, for all relations R,

g.R = R∪ f.R . (27)

Then, the algorithm is as follows:

{ number of positions is finite }
W := ⊥⊥ { ⊥⊥ denotes the empty relation }

; { Invariant: WinningStrategy.W }
do ¬(W = g.W ) → W := g.W

od

{ WinningStrategy.W ∧ [dom.W =win=N ] } .

Note that the function g is not monotonic. (Take, for example, M to be the
relation {(a, b) , (a, c)}, R to be the empty relation and S to be {(a, b)}. Then,
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R⊆S. But, g.R=M, whereas g.S =S. That is, ¬(g.R⊆ g.S).) So, although the
algorithm computes a fixed point of g, standard fixed-point theory does not
predict its existence. Nor can the rules of standard fixed-point calculus be used
to reason about a fixed point of g.

The assumption that the number of positions is finite guarantees termination
because each iteration either adds at least one position to the domain of W or
truthifies the termination condition, and there is an upper bound on the number
of positions.

In the case that the number of positions is infinite, the algorithm can some-
times be used to determine whether a given position is a winning or losing
position, by repeatedly executing the loop body until the position is added to
the domain of W (in which case it is a winning position) or to the range of W
(in which case it is a losing position). However, examples of games are easily
constructed for which some winning positions are not eventually added to the
domain of W , so the procedure does not constitute a semi-decision procedure
for enumerating the winning positions. (The claim made by the authors in the
draft paper is thus wrong.)

The invariant property is simply that W is a winning strategy. Crucial to
establishing the converse of (19) is the claim that, on termination,

[dom.W =win=N ] .

That is, a maximal winning strategy has been constructed (i.e. [dom.W =win])
and the winning positions are precisely characterised by the least fixed point of
the predicate transformer Some.M ◦ All.M (i.e. [win=N ]).

To establish the conditional correctness of the algorithm, we must verify
the invariant property. The invariant is obviously truthified by the assignment
W := ⊥⊥. To establish that it is maintained by the loop body, it suffices to
verify three properties:

g.W ⊆ M ≡ W ⊆M , (28)

WellFounded.(g.W •M) ⇐ WinningStrategy.W , (29)

g.W = g.W •All.M.(dom.(g.W )) ⇐ WinningStrategy.W . (30)

(Compare (28) with (1), (29) with (2), and (30) with (8), the point-free form of
(3).)

Property (28) is obviously true. To prove (29), we use the theorem that,
for all relations R and S, R∪S is well-founded if R is well-founded, S is well-
founded, and S•R=⊥⊥. (This is a special case of a general theorem on the
well-foundedness of the union of well-founded relations [DBvdW97].) So,

WellFounded.(g.W •M)

⇐ { above mentioned theorem, g.W = W ∪f.W }
WellFounded.(W •M) ∧ WellFounded.(f.W •M) ∧
W •M • f.W •M = ⊥⊥

= { W •M is well-founded, since WinningStrategy.W }
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WellFounded.(f.W •M) ∧ W •M • f.W •M = ⊥⊥ .

Continuing with each conjunct individually,

WellFounded.(f.W •M)

= { fixed-point characterisation of well-founded [DBvdW97] }
〈νX :: f.W •M •X〉 = ⊥⊥

⇐ { for all R, 〈νX ::R•X〉 = R•R• 〈νX ::R•X〉
⊥⊥ is zero of composition }

f.W •M • f.W = ⊥⊥
⇐ { definition of f , ⊥⊥ is zero of composition }

All.M.(dom.W ) • M • ¬(dom.W ) = ⊥⊥
⇐ { All.M.(dom.W ) • M = All.M.(dom.W ) • M • dom.W

⊥⊥ is zero of composition }
dom.W • ¬(dom.W ) = ⊥⊥

= { composition of predicates is their conjunction }
true .

The proof that W •M • f.W •M = ⊥⊥ is similar.
Property (30) is proved as follows.

g.W •All.M.(dom.(g.W ))

⊇ { g.W ⊇W ; dom and All.M are monotonic }
g.W •All.M.(dom.W )

= { g.W = W ∪ f.W , distributivity }
W •All.M.(dom.W ) ∪ f.W •All.M.(dom.W )

= { by assumption, WinningStrategy.W .

So, by (8), [W ≡ W •All.M.(dom.W )].

Also, f.W = f.W •All.M.(dom.W ) as composition

of partial identity relations is idempotent }
W ∪f.W

= { definition of g }
g.W .

We have thus proved that

g.W •All.M.(dom.(g.W )) ⊇ g.W
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(under the assumption that W is a winning strategy). Equality of the left and
right sides (that is (30)) follows from the fact that All.M.(dom.(g.W )) is a partial
identity relation.

We now turn to the postcondition. We know that WinningStrategy.W is an
invariant. So, at all stages, including on termination, [dom.W ⇒ win]. We show
that the converse implication follows from the fact that, on termination, W is
a fixed point of g. (Note that g does not have a unique fixed point: M•P is also
a fixed point of g. We leave the proof to the reader.)

We have, for all relations R,

R = g.R

= { set calculus, definition of g }
¬(dom.R) •M •All.M.(dom.R) ⊆ R

⇒ { dom is monotonic }
[dom.(¬(dom.R) • M •All.M.(dom.R)) ⇒ dom.R]

= { for all predicates p and q,

[dom.(p •M •All.M.q) ≡ p ∧ (Some.M ◦All.M).q] }
[¬(dom.R) ∧ (Some.M ◦All.M).(dom.R) ⇒ dom.R]

= { predicate calculus }
[(Some.M ◦All.M).(dom.R) ⇒ dom.R]

⇒ { fixed-point induction, definition of N }
[N ⇒dom.R] .

That is, for all relations R,

(R = g.R) ⇒ [N ⇒dom.R] . (31)

Combining (31) with (19), we get that, on termination,

[(win⇒N ) ∧ (N ⇒ dom.W )] .

But, since W is a winning strategy, by definition of win, [dom.W ⇒ win]. Thus,
by antisymmetry of implication, on termination,

[dom.W =N =win] .

5 Conclusion

There is a very large and growing amount of literature on game theory —too
much for us to try to summarise here— and fixed-point characterisations of
winning, losing and stalemate positions are likely to be well-known. Nevertheless,
the properties we have proved are often justified informally, or simply assumed.
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For example, Schmidt and Ströhlein [SS93] state lemma 24, but they provide
no formal justification. Berlekamp, Conway and Guy [BCG82, chapter 12] assert
that every position is inN , P or O, and describe the algorithm for calculating P-
positions. But, their account is entirely informal (in the spirit of the rest of the
book, it has to be said).

Surprisingly, exploitation of the simple fact that the predicate transformers
All.M and Some.M are conjugate seems to be new; if it is not, then it appears
to be not as well-known as it should be. Also, our focus on winning strategies
rather than winning positions appears to be novel; we have yet to encounter any
publication that formalises the notion of a winning strategy.

However, it would be wrong to claim that this paper presents novel results.
But that is not our goal in writing the paper. Our goal is to use simple games
to explain, in a calculational framework, the all-important concepts of least and
greatest fixed points to students of computing science. Of course, we would not
present this paper, as written here, to our students —concrete examples like
those discussed by Berlekamp, Conway and Guy are vital— but it is on the
extent to which our paper succeeds in providing a basis for teaching material
that we would wish the paper to be judged.
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Abstract. We present a new algorithm for checking the shape-safety
of pointer manipulation programs. In our model, an abstract, data-less
pointer structure is a graph. A shape is a language of graphs. A pointer
manipulation program is modelled abstractly as a set of graph rewrite
rules over such graphs where each rule corresponds to a pointer manipu-
lation step. Each rule is annotated with the intended shape of its domain
and range and our algorithm checks these annotations.
We formally define the algorithm and apply it to a binary search tree in-
sertion program. Shape-safety is undecidable in general, but our method
is more widely applicable than previous checkers, in particular, it can
check programs that temporarily violate a shape by the introduction of
intermediate shape definitions.

1 Introduction

In imperative programming languages, pointers are key to the efficiency of many
algorithms. But pointer programming is an error-prone weak point in software
development. The type systems of most current programming languages cannot
detect non-trivial pointer errors which violate the intended shapes of pointer
data structures. From a programming languages viewpoint, programmers need
means by which to specify the shapes of pointer data structures, together with
safety checkers to guarantee statically that a pointer program always preserves
these shapes.

For example, Figure 1 defines a simple program for insertion in binary search
trees, written in a pseudo-C notation. Ideally the type system of this language
should allow a definition of BT to specify exactly the class of binary trees, and the
type checker would verify that whenever the argument t is a pointer to a binary
tree and insert returns, the result is a pointer to a binary tree. Such a system
would guarantee that the program does not create any dangling pointers or
shape errors such as creating sharing or cycles within the tree and that there are
no null pointer dereferences. It would not guarantee the stronger property that
insert does insert d properly at the appropriate place in the tree because that
is not a pointer safety issue.

The method developed in our Safe Pointers by Graph Transformation
project [SPG] is to specify the shape of a pointer data-structure by graph reduc-
tion rules, see Section 2 and [BPR03b]. Section 3 models the operations upon the
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c© Springer-Verlag Berlin Heidelberg 2004
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BT *insert(datum d, BT *t) = {

a~:= t;

while branch(a) && a->data != d do

if a->data > d

then a~:= a->left

else a~:= a->right;

if leaf(a)

then *a := branch{data=d, left=leaf, right=leaf};

return(t)

}

Fig. 1. Binary search tree insertion program

data structure by more general graph transformation rules. Section 5 describes
our language-independent algorithm for checking shape preservation, which is
based on Fradet and Le Metayer’s algorithm [FM97, FM98]. It automatically
proves the shape safety of operations such as search, insertion and deletion in
cyclic lists, linked lists and binary search trees. It can also handle operations that
temporarily violate shapes if the intermediate shapes are specified, see Section 4.
Section 6 considers related work and concludes.

This paper formalises the overview we gave in [BPR03a], a much more de-
tailed explanation including the proofs omitted from this paper and a number
of alternative checking algorithms is provided by the technical report [Bak03].

2 Specifying Shapes by Graph Reduction

A shape is a language of labelled, directed graphs. This sections summarises our
method of specifying shapes (see [BPR03b]) and presents an example specifica-
tion of binary trees.

A graph G = 〈VG, EG, sG, tG, lG,mG〉 consists of: a finite set of nodes VG;
a finite set of arcs EG; total functions sG, tG : EG → VG assigning a source and
target vertex to each arc; a partial node labelling function lG : VG → CV ; and
a total arc labelling function mG : EG → CE . Graph G is an abstract model of
a pointer data structure which retains only the pointer fields. Each node models
a record of pointers. Nodes are labelled from the node alphabet CV to indicate
their tag. Graph arcs model a pointer field of their source node; their label,
drawn from the arc alphabet CE indicates which pointer field. The label type
function type : CV → ℘(CE) specifies that if node v is labelled l and the source
of arc e is v then the label of e must be in type(l) and e must be the only such
arc. Together, 〈CV , CE , type〉 form a signature Σ and G is a Σ-graph.

Graphs may occur in rewrite rules or as language (shape) members. Language
members are always Σ-total meaning that every node v is labelled with some l
and the labels of the arcs whose source is v together equal type(l); so they model
closed pointer structures with no missing or dangling pointers.
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A graph morphism g : G→ H consists of a node mapping gV : VG → VH and
an arc mapping gE : EG → EH that preserve sources, targets and labels: sH ◦
gE = gV ◦ sG, tH ◦ gE = gV ◦ tG, mH ◦ gE = mG and lH(gV (v)) = lG(v) for all
nodes v where lG(v) �= ⊥. An isomorphism is a morphism that is injective and
surjective in both components and maps unlabelled nodes to unlabelled nodes.
If there is an isomorphism from G to H they are isomorphic, denoted by G ∼= H .
Applying morphism g : G→ H to graph G yields a graph gG where: VgG = gV VG

(i.e. apply gV to each node in VG); EgG = gEEG; sG(e) = n ⇔ sgG(gE(e)) and
similarly for targets; mG(e) = m⇔ mgG(gE(e)) = m; lG(n) = l ⇔ lgG(gV (n)) =
l.

A graph inclusion H ⊇ G is a graph morphism g : G→ H such that g(x) = x
for all nodes and arcs x in G.

A rule r = 〈L ⊇ K ⊆ R〉 consists of three graphs: the interface graph K
and the left and right graphs L and R which both include K. Intuitively, a rule
deletes nodes and arcs in L − K, preserves those in K and allocates those in
R − K. Our pictures of rules show the left and right graphs; the interface is
always just their common nodes which are indicated by numbers.

Graph G directly derives graph H through rule r = 〈L ⊇ K ⊆ R〉, injective
morphism g and isomorphism i, written G ⇒ H or G ⇒r,g,i H , if the diagram
below consists of pushouts (1) and (2) and an i arrow (see [HMP01] for a full
definition of pushouts).

L ⊇ K ⊆ R
g ↓ (1) ↓ (2) ↓
G ⊇ D ⊆ H ′ i→ H

Injectivity means that distinct nodes in L must be distinct in gL; the pushout
construction means that deleted nodes, those in gL− gK, cannot be adjacent to
any arcs in D if the derivation exists (the dangling condition).

If H ∼= G or H is derived from G by a sequence of direct derivations using
rules in set R we write G⇒∗

R H or G⇒∗ H . If no graph can be directly derived
from G through a rule in R we say G is R-irreducible.

A GRS (graph reduction specification) S = 〈Σ,R,Acc〉 consists of a signa-
ture Σ, a set of Σ-total rules R and a Σ-totalR-irreducible accepting graph Acc.
It defines a language L(S) = {G | G⇒∗

R Acc}.
So a GRS is a reversed graph grammar: Acc corresponds to the start graph

and R corresponds to reversed production rules. The rules are Σ-total meaning
that if G ⇒R H then G is a Σ-total graph iff H is a Σ-total graph. So GRSs
are guaranteed to define languages of pointer structure models.

A GRS S is polynomially terminating if there is a polynomial p such that for
every derivation G ⇒R G1 ⇒R · · · ⇒R Gn, n ≤ p(#VG + #EG). It is closed if
G ∈ L(S) and G⇒R H implies H ∈ L(S). A PGRS is a polynomially terminat-
ing and closed GRS. Membership of PGRS languages is decidable in polynomial
time; this and sufficient conditions for closedness, polynomial termination and
Σ-totality are discussed in [BPR03b].
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ΣBT = 〈 {R, B, L}, {o, l, r},
{R 	→ {o}, B 	→ {l, r}, L 	→ {}}〉

AccBT = LR
o

BtoL :

B1

L L

l r ⇒
L1

Fig. 2. A PGRS of rooted binary trees, BT.

For example, a rooted binary tree is a graph containing one root node la-
belled R and a number of other nodes labelled B(ranch) or L(eaf). Branch nodes
have l(eft) and r(ight) outgoing arcs, the root has one o(rigin) outgoing arc and
leaf nodes have no outgoing arcs. Branches and leaves all have one incoming arc,
the root has no incoming arcs and every node is reachable from the root. If every
branch contains a data item, the leaves contain no data and the data is ordered
it is a binary search tree.

The data-less shape is specified by the PGRS BT in Fig. 2. The BT signature
allows nodes to be labelled R, B or L, where R-nodes have an o-labelled outgoing
arc, B-nodes have two outgoing arcs labelled l and r, and L-nodes have no
outgoing arcs. The BT accepting graph AccBT is the smallest possible tree and
every other tree reduces to it by repeatedly applying the reduction rule BtoL to
its branches. No non-tree reduces to AccBT because BtoL is matched injectively
and cannot be applied if deleted nodes are adjacent to arcs outside the left-hand
side of the rule, see [BPR03b] for an example. BT is polynomially terminating
and closed because BtoL is size reducing and non-overlapping. See [BPR03b] for
full details.

3 Graph Transformation Models of Pointer Programs

Textbooks on data structures often present pointer programs pictorially and then
formalise them as imperative programs. In our approach a pictorial presentation
is a formal graph-transformation model of a program.

A model pointer program in the sense of this paper is a set of rules with
a strategy for their application (see [HP01] for more on the the syntax and
semantics of such programs). Programs may temporarily violate the shape of
a graph so the rule construction is not as restricted as the Σ-total reduction
rules.

The rules in Fig. 3 model all the pointer manipulation steps in a binary search
tree insertion program such as that in Figure 1. They manipulate graphs over
two signatures, AT is an extension of BT which allows A-labelled nodes with
two outgoing arcs labelled a and o. The idea is to model insertion by replacing
the R-labelled tree root with an A-labelled auxiliary root, moving the a-arc to the
insertion position and changing the tree structure at that point appropriately.
So the control strategy is to apply the Begin rule once, then apply GoLeft and
GoRight any number of times, then apply either Insert or Found. The seman-
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.

Begin : BT × AT = 1R
o ⇒ 1A

o

a

GoLeft : AT × AT =

A1 B 2

3

a

l
⇒

A1 B 2

3

a l

GoRight : AT × AT =

A1 B 2

3

a

r
⇒

A1 B 2

3

a
r

Found : AT × BT =
{1=2,1�=2}

1 A B 2
o a

⇒ 1 R B 2
o

Insert : AT × BT =
{1=2,1�=2}

1 A L 2
o a

⇒
1 R B 2

L L

o

l r

Fig. 3. Transformation rules modelling binary search tree insertion. In Found and
Insert, nodes 1 and 2 may either be distinct or identical

tics of our program is the following binary relation →ins on BT graphs, which
represents every possible insertion of every possible element in every possible
tree.

→ins= (⇒{Begin}) ◦ (⇒∗
{GoLeft,GoRight}) ◦ (⇒{Insert,Found})

A simple type-checker verifies that the declared range shape of Begin matches
the domain shape of GoLeft and GoRight and that the declared range shape
of GoLeft and GoRight matches their domain shape and the domain shape
of Insert and Found. Shape checking aims to prove the individual rule shape
annotations.

The Begin rule relabels the root A and introduces an auxiliary pointer a to
the origin; this is a simple model of procedure call. Then, if the branch pointed to
by a contains the datum to insert, the procedure should just return, removing a
and relabelling the root back to R, which is done by Found. If a points to a leaf
the datum is not present in the tree so a new branch should be allocated to
hold it and the procedure should return, this is done by Insert. If a points to
a branch and the datum to insert is less than the branch datum, a should move
to insert in its left child, this is done by GoLeft; GoRight is similar.
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.

ΣAT = ΣBT ∪ 〈 {A}, {a},
{A 	→ {a, o}}〉

RAT = {BtoL, BtoLl, BtoLr}

AccAT = LA

o

a

BtoLl :

A1 B 2

L L

l ra ⇒
A1 L 2

a

BtoLr :

B1 A 2

L L

l r a ⇒
L1 A 2

a

Fig. 4. PGRS of rooted binary trees with an auxiliary pointer, AT

A slightly simpler model of tree insertion is possible by giving the auxil-
iary pointer a separate parent from the origin (see [BPR03b]) but this version
illustrates the ability of our method to check shape-changing rules.

4 Specifying Intermediate Shapes

The insertion rules of Fig. 3 temporarily violate the BT shape by relabelling
the root and introducing an auxiliary pointer a. Temporary shape violation is
essential in many pointer algorithms such as red-black tree insertion or in-place
list reversal. Our approach to such algorithms is to define their intermediate
shapes by PGRSs, annotate each of their rules with the intended shapes of their
domain and range, and check these shape-changing rules.

Another approach would be to separate the heap-resident branch and leaf
nodes from the stack-resident root nodes in our graphs. This way the tree inser-
tion rules can be treated as non heap-shape changing but this approach would not
allow the list reversal or red-black insertion examples to be treated as non-shape
changing; in general, specifying intermediate shapes seems a better solution.

The rules in Fig. 3 are annotated with the intended shape of their domain and
range: during the search phase the shape should be rooted binary trees where
the root node is labelled A and has an auxiliary arc a pointing somewhere in
the tree, in addition to the origin arc. This shape AT is specified formally by the
PGRS in Fig. 4. The new rules BtoLl and BtoLr reduce branches if one of their
children is the target of the auxiliary pointer a, which they move up the tree.
Thus the smallest AT-graph, which is the accepting graph, has one leaf pointed
to by both arcs of the root A.

5 Checking Shape Safety

An annotated rule t : S × T is shape-safe if for every derivation G ⇒t H ,
G ∈ L(S) implies H ∈ L(T ).
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Our checking algorithm builds an ARG (abstract reduction graph), which is
a finite representation of graphs in L(S) and the domain of⇒t and rewrites this
ARG to a normal form (Section 5.2). Then it builds another ARG to represent
graphs in L(T ) and the range of⇒t and tests whether this includes the left ARG
(Section 5.3). To help represent infinite languages finitely, ARGs only include
basic contexts (Section 5.1); the ARG inclusion test proves shape-safety for basic
contexts; the congeniality test extends the safety result to all of L(S) in the
domain of ⇒t (Section 5.4).

The algorithm is necessarily incomplete because shape safety is undecidable
in general. This follows from [FM97] which reduces the inclusion problem for
context-free graph languages to a variant of shape safety. In practice, ARG
construction may not terminate and if it does then some safe rules may fail the
tests. The closedness property of PGRSs helps to improve ARG construction
and the success rate of the algorithm.

5.1 Graph Contexts

An ARG represents all the contexts for the left (or right) graph of a rule. In-
tuitively, if G ∈ L(S) ∩ dom(⇒t) then G is the left graph of t glued into some
graph context C. We denote this by C�L�. The ARG represents the set of all such
contexts C as a kind of graph automaton: the derivation C�L�⇒∗ AccS can be
broken down into a sequence of derivations C1�L1� ⇒ L2, . . . , Cn�Ln� ⇒ AccS

where Ci is the smallest context needed for the ith derivation to take place and C
may be obtained by gluing all the Ci together. So the ARG is an automaton
whose nodes are the Li’s of all such possible derivation sequences and whose arcs
are labelled with the Ci necessary for the derivation from source to target.

There are two issues addressed in this section before the formal definition
of ARGs: 1. All the represented contexts must be valid graphs; our definition
of graph contexts ensures this. 2. The ARG must be finite; this is not always
possible but it is often achievable by restricting the ARG to represent basic
contexts only.

A context is a graph in which some nodes are internal. Internal nodes must be
labelled and have a full set of outarcs, their inarcs cannot be extended when the
context is extended. This restriction prevents ARGs representing invalid graphs,
which otherwise would arise, for example if nodes allocated during a derivation
are then glued into a context which must exist before those nodes.

Formally, a Σ-context is a pair C = (G, I) where G is a Σ-graph and I ⊆ VG

is a set of internal nodes such that ∀v ∈ I.lG(v) �= ⊥ ∧ {mg(e) | sG(e) = v} =
type (lG(v)). The boundary of C, boundary(C) = VG−I, is all the external nodes
of C. Equality, intersection, union and inclusion extend to contexts from graphs
in the obvious way. A reduction rule is converted to a pair of contexts by the
following function:
ruletocxts(〈L ⊇ K ⊆ R〉) = ((L, VL − VK), (R, VR − VK)).

A context morphism g : (G, I) → (H, J) is a graph morphism g : G →
H which preserves internal nodes and the indegree of internal nodes: gV I ⊆
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J and v ∈ I implies indegreeG(v) = indegreeH(g(v)) where indegreeA(v) =
#{e|tA(e) = v}.

A direct derivation of context D from C through rule r and morphisms g, h
is given by C ⇒r,g,h D where r = 〈L ⊇ K ⊆ R〉 and the following diagram is
two pushouts and h is a context isomorphism.

(L, VL − VK) ⊇ (K, ∅) ⊆ (R, VR − VK)
g ↓ ↓ ↓
C ⊇ B ⊆ D′ h→ D

A direct derivation preserves all the external nodes of C: only internal nodes
can be deleted and allocated nodes are internal. C�D� means glue D into C. It
is defined if the following diagram is a pushout: the arrows are context inclusion
morphisms; C ∩D is discrete, unlabelled and all its nodes external; and D and
C�D� are contexts.

C ∩D → D
↓ ↓
C ⊆ C�D�

The pushout construction means that C�D� includes everything in C and D
and nothing else (and only nodes internal in C or D are internal in C�D�); the
context inclusions guarantee that every internal node of D has exactly the same
inarcs and outarcs in C�D�; the restrictions on C ∩D guarantee that C is the
smallest context needed to form C�D�. Note that internal nodes of D cannot
occur in C but external nodes of D can be made internal in C�D� by being
internal in C; and C does not have to be a proper context as its internal nodes
can lack some of the inarcs or outarcs they have in C�D�. So �� is associative
but not commutative.

A useful property is that �� cannot prevent reducibility by breaking the dan-
gling condition, so if C ⇒ D then X�C�⇒ X�D�.

In a basic direct derivation of context C glued in context X , there must
be a non-trivial overlap between C and X . Formally, basic(X�C� ⇒r,g,id D) if
r = 〈L ⊇ K ⊆ R〉; context X is minimal, X�C� = gL∪C; the derivation exists,
X�C�⇒r,g,id D; and the overlap is non-trivial, gL ∩ C �= gK ∩ C.

A non-basic derivation leaves C unchanged (but the reduction rule left graph
may overlap some of C). Every derivation of the form X�C� ⇒∗ Acc can be
reordered and split into two consecutive derivations X�C� ⇒∗ Y �C� ⇒∗ Acc
where the direct derivations in the first sequence are all non-basic and those
in the second sequence are all basic. The left ARG represents all such Y ; the
inclusion test checks that the transformation is safe for all graph contexts of the
form Y �C� and the shape congeniality test extends the result to all graphs of
the form X�C�.
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.

ARG(C, S) = BuildCXT (D, D , S) where D = reduce(C,⇒S)
BuildCXT (C, A,S = 〈Σ,R,Acc〉) =
for each(D, X) ∈ ( {(reduce(D,⇒R), X) | r ∈ R, basic(X�C� ⇒r,g,id D)}

∪{(X�C�, X) | X�C� ∼= Acc, C �∼= Acc})/ ∼=
do if ∃C′ ∈ VA, context isomorphism i.D = iC′ then A := A ∪ C

X−→ C′

else BuildCXT (D, A ∪ C
X−→ D , S)

return A
reduce(C,⇒) = if C ⇒ C′ then reduce(C′,⇒) else C

Fig. 5. Context-based ARG construction algorithm

5.2 Abstract Reduction Graphs

An ARG A = 〈V,E,m, s, t〉 is a directed graph comprising a set of contexts V
(the nodes); a set of arcs E; an arc labelling function m : E → Context and arc
source and target functions s, t : E → V .

For transformation rule t : S×T , where ruletocxts(t) = (C,D), the left ARG,
ARG(C, S) is produced by the algorithm in Fig. 5.

Intuitively, an ARG is built by starting with node C. For every context X (up
to isomorphism, denoted / ∼= in Fig. 5) such that X�C� has a basic derivation
to D or X�C� is Acc, we add an arc from C to node D, or node Acc, labelled X
(the boxed expressions in Fig. 5 denote graphs pictorially). The process repeats
on these new nodes. In general, BuildCXT is non-terminating so safety check-
ing often fails with certain GRSs. The report [Bak03] considers conditions for
termination — a terminating, or size-reducing, GRS is not sufficient.

The closedness property of PGRSs allows us to reduce the contexts D —
and the initial context C — before adding it to the ARG (and makes reduce
deterministic). This reduces ARG size and improves the likelihood of BuildCXT

terminating.
Raw ARGs can be very large and they can include garbage paths that do

not lead to the accepting graph. Therefore we use a system of ARG normalisa-
tion rules to eliminate excess nodes by merging and deleting arcs where possible.
Fig. 6 shows an ARG: the left node is the context C; the right node is the accept-
ing graphs of AT; positively numbered graph nodes are external; Unnumbered
or negatively numbered graph nodes in ARG labels are internal. So for example,
the top loop arc in this ARG means that gluing the central node into the loop
label forms a context from which we can derive the central node (after renaming
the boundary node 2 to 3).

Every path from C to AccS in A = ARG(C, S) represents a context of C. The
context-paths of A are cxtpaths(A) = {p ∈ paths(A)|sp = C ∧ tp = AccS} where
the paths in graph A are all sequences of arcs such that the target of each arc is
the source of its successor in the sequence, paths(G) = {〈ei〉ni=1|ei ∈ EA ∧ 1 ≤
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Fig. 6. Normalised ARG for the left hand side of Found (nodes 1 and 2 distinct)

i < n⇒ tA(ei) = sA(ei+1)}; the source of a path p = 〈ei〉ni=1 is sp = sA(e1) and
the target of p is tp = tA(en).

The context represented by a context-path p may be extracted by the follow-
ing function which glues the arc labels together and uses a renaming morphism
α to ensure that the right nodes are identified at each gluing.

cof 〈〉 = ∅
cof 〈C X,g−→ D〉+ p = gαC,X,g,D,PP �X�
whereD = reduce(X�C�,⇒)

P = cof p
αC,X,σ,D,Y : (Rng(σ)−Dom(σ)) ∪ (V EY − V ED)→

(V E − V EC∪X∪D)− Rng(σ)

The example ARG in Fig. 6 represents all the graphs depicted in Fig. 7:
starting from an instance of the Found rule left graph we can reduce the branch
pointed to by a to a leaf with one BtoL derivation then any number of BtoLl or
BtoLr derivations (following the cycle in the centre of the ARG) move the a-arc
up until it points to a child of the root branch; finally a BtoLl or BtoLr derivation
at the root results in the accepting graph. So the basic contexts include the path
from the a-arc up to the origin; the reduction of the other sub-trees to leaves
are always part of the non-basic derivations.

The ARGs generated by our algorithm have the following properties. ARG
context-path completeness says every basic context is represented by some
context-path: if G ∼= X�C� and G ⇒∗

S AccS then there is a path p ∈
cxtpaths(ARG(C, S)).G ⇒∗

S cof p�C� ⇒∗
S AccS . ARG context-path soundness

says every context-path represents some basic context: if ruletocxts(r) = (C,D)
and G ⇒∗ cof p�C� and p ∈ cxtpaths(ARG(C, S)) then G ⇒∗

S AccS and
G ∈ dom(⇒r).
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5.3 ARG Inclusion

To check the shape-safety of a transformation for all basic contexts we can con-
struct the ARG of its right graph then check that every context represented by
the left ARG is represented by the right ARG. In practice this is undecidable
so we ask whether the right ARG includes the left ARG. A more powerful algo-
rithm uses the left ARG as a guide for the construction of the right ARG such
that the construction succeeds if the inclusion exists.

Let A = ARG(L, S) and B = ARG(R, T ). Then B includes A, B
⊃∼ A, if

there is:
1. A total injective morphism m : V EA → V EB such that (i). m(L) = R and
(ii). m(AccS) = AccT ,
2. A total function β : VA → (V → V ) assigning a node morphism to each node
of A such that (i). β(v) : boundary(v)→ boundary(m(v)) is a total bijection and
(ii). β(L) is an identity,
3. A total function σ : EA → (V E → V E) assigning a graph isomorphism to each
arc e = C

X−→ C′ of A, where m(e) = D
Y−→ D′, such that (i). σ(e)X = Y , (ii).

σ(e)|C = β(C) and (iii). σ(e)|C′′ = hαhβ(C′)α−1
g g−1|C′′ where reduce(X�C�,⇒S

) = gC′ and reduce(Y �D�,⇒S) = hD′ and C′′ = gαgC
′, αg = αC,X,g,C′,C′ and

αh = αD,Y,h,D′,D′ .
Fig. 8 shows a right ARG of the Found rule. This includes the left ARG

in Fig. 6: there is an obvious isomorphism between these ARGs; the boundary
nodes of corresponding contexts are the same; the context labels of corresponding
arcs are the same (though their internal node and arc ids may differ). So all the
contexts represented by the left ARG are represented by the right ARG too.

In general, we have the result that if A = ARG(L, S) and B = ARG(R, T )
and B

⊃∼ A and p ∈ cxtpaths(A) then there is a q ∈ cxtpaths(B) such that
cof p�L� ∼= cof q�L�.

5.4 GRS Congeniality

To complete the shape-safety proof we need to extend the result from the basic
contexts to all contexts. Formally we say that GRSs S and T are congenial
for transformation t if whenever X�C� ⇒∗

S Y �C� then X�D� ⇒∗
T Y �D� where

(C,D) = ruletocxts(t) and no reduction in the ⇒∗
S sequence is basic.
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Fig. 8. Normalised ARG for the right hand side of Found (nodes 1 and 2 distinct)

The following principles are used to check congeniality. For every rule r =
〈L ⊇ K ⊆ R〉 ∈ RS :
1. r ∈ RT and K is discrete and unlabelled and every node in VK is a source or
target in L.
2. r /∈ RT and r can only be used in basic reductions of C.

These principles suffice for our example: in Begin, GoLeft and GoRight the
rule range shape includes all the reduction rules of the domain shape, and they
satisfy principle 1 above. So every reduction of any context to a basic context
is still possible after application of these rules. The Found and Insert rules are
more difficult because the BtoLl and BtoLr reduction rules are not part of BT
so we need to use principle 2: as the Found and Insert left graphs both include
the a-arc of the root node, every overlap with these reduction rules must be
basic, otherwise the graph would have two roots and could not be in L(AT ).

Thus all the insertion rules are shape safe and so insertion is shape safe.

6 Related Work and Conclusion

Our checking algorithm automatically proves the shape safety of operations such
as search, insertion and deletion in cyclic lists, linked lists and binary search
trees. It is more widely applicable than Fradet and Le Metayer’s original algo-
rithm [FM97, FM98] because our checking method is strictly more powerful and
our ARGs are more precise through the use of graph contexts. In Fradet and
Le Metayer’s framework shape specifications are restricted to context-free graph
grammars, this means that ARG construction is guaranteed to terminate and
they do not need the congeniality condition (but checking is still undecidable).
However their checking method is not applicable to shape changing rules such
as the tree insertion algorithm here.
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Context-exploiting shapes are generated by hyperedge-replacement rules that
are extended with context [DHM03]. This paper shows that there is a reason-
able (and decidable) class of shaped transformation rules that preserve context-
exploiting shapes. Hence there is no need for type checking if shapes and trans-
formations are restricted to these classes. It is unclear at present how severe this
restriction is and how it compares to PGRSs with arbitrary transformations.

Other approaches to shape safety are more distant from our work as they are
based on logics or types. The logic of reachability expressions, or shape analysis,
[BRS99, SRW02] can be used for deciding properties of linked data structures
expressed in a 3-valued logic. The PALE [MS01] tool can check specifications
expressed in a pointer assertion logic, an extension of the earlier graph types
specification method [KS93]. The logic of bunched implications [IO01] can be
used as a language for describing and proving properties of pointer structures.
Alias Types [WM01] are a pseudo-linear type system which accept shape safe
programs on structures such as lists, trees and cycles. Role analysis [KLR02]
checks programs annotated with role specifications which restrict the incoming
and outgoing pointers of each record type and specify properties such as which
pointer sequences form identities. Generally speaking, these approaches cannot
or do not deal with context-sensitive shapes.

We can specify shapes beyond the reach of context-free graph grammars, such
as red-black trees [BPR03b]. However, our current checking method is often
non-terminating on such shapes. Essentially the problem occurs when a GRS
has rules that can cause context D to be larger than context C in some basic
derivation X�C�⇒ D, and this growth is repeatable without limit, causing ARG
construction to non-terminate. This situation often occurs with non-context-free
GRSs such as balanced trees, preventing us from checking operations on such
shapes.

The main areas for further work are to develop languages for safe pointer
programming based on our existing specification and checking methods, and to
overcome some of the limitations of the current approach to enable the automatic
checking of operations on non-context-free shapes.
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Abstract. Programming in the large is generally supported by tools al-
lowing to design software in a graphical manner. 2D representations of
object-oriented classes and their relations, such as e.g. UML diagrams,
serve for automatically generating code frames and hence allow to ma-
nipulate code by manipulating these diagrams. We focus on 3D represen-
tations of various relations between classes implemented in Java. Editing
these diagrams requires not only to retain correct Java code. Moreover,
layout is given a meaning, and thus graphical constraints need to be con-
sidered as well to describe both the syntax and semantics of our graphi-
cal language underlying 3D representations. We model these constraints
with relational algebra, and contribute to the practical employment of
relational methods in computer science. The RelView system is used to
efficiently check these constraints during editing operations to determine
syntactically valid diagrams.

1 Introduction

Visualizing software design is most commonly done by means of UML. Classes
and their relations, for example, are visualized through UML class diagrams.
Other engineering sciences often use 3D CAD systems, but three dimensions
are rarely used in the visualization of large software systems. In contrast to the
products constructed in classical engineering, the software artifacts are abstract
as they do not have a substantial physical corpus. No natural 3D representa-
tion of software exists, thus making it difficult to find suitable visual concepts.
Additionally, the visualization of large systems raises many problems due to the
limitations of the display in space and resolution.

We, however, aim at exploiting three dimensions to support comprehension
and overview of the design of large software systems. Thereby, we do not merely
convert UML class diagrams into 3D. As the main emphasis, we concentrate on
the differences between two and three dimensions. The benefits of a 3D layout
for comprehending the static structure of large object-oriented software systems
more quickly and easily are discussed in [1]. In [3], we report on this experience
based on a first prototype implemented in the course of a Master’s thesis [8]
for visualizing relations between Java classes as 3D diagrams. In [2], finally, we
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report on the next step, viz the editing of diagrams, which shifts 3D visualizations
to a 3D software modelling language.

We declaratively define our visual language by means of predicates such that
a 3D diagram is a term of the language – we say: is valid – if all predicates are
satisfied. Editing is seen as term replacement, i.e., editing may transfer valid
diagrams into other valid diagrams. In constructive approaches to language def-
inition using, for example, structural induction or production rules, a word or
term is contained in a language if it can be constructed in a specific way. Our ap-
proach simulates this process by editing operations obeying certain constraints.
This means that the validity of 3D diagrams is proved by checking the constraints
imposed on the visual language. As a consequence, speaking about editing oper-
ations is a crucial and vital aspect for a predicate-based approach for describing
3D visual languages.

To keep both the set of constraints formulated by predicates and editing
thereupon manageable, we adopt the approach proposed in [13]. This approach
is technically based on a formal structure that separates the abstract syntax
graph (ASG) of the visual language from the spatial relations graph (SRG) con-
taining visual elements and their relations displayed graphically. For the latter
a physical layout is used which contains all technical information needed to dis-
play diagrams on the computer screen. This formal ASG/SRG structure reflects
the differences between abstract and concrete syntax. The underlying Java code
is needed to generate a 3D diagram. In turn, Java code has to be generated from
a valid diagram. Hence, the source code represents some data visualized three-
dimensionally. We obtain an abstract syntax graph of the Java code as usual.
The ASG simultaneously represents the abstract inner logical structure of a 3D
diagram by means of a graph. It interprets a diagram using only its syntactical
structure; no information about its layout is needed. The physical layout as-
sembles what geometric elements are displayed on a screen together with their
individual location, size, color, and so on. The spatial relations graph abstracts
from physical layout by introducing graphical items related to geometric ele-
ments in the physical layout. The SRG serves as an intermediate data structure
describing how graphical items are related to each other. With these relations,
a concrete syntax is introduced. We understand an SRG of such a visualization
as a graphical interpretation of the underlying Java source code.

In the present paper, we focus on a relation-algebraic formalization of con-
straints concerning the 3D arrangements and their relations to Java. The Kiel
RelView system allows to efficiently check them after editing operations. Hence,
we obtain a decision basis for distinguishing valid from invalid manipulations.
The paper is organized as follows. Section 2 introduces some Java class relations
of interest and their 3D representations by means of the ASG; Section 3 discusses
editing constraints of our 3D diagrams by means of the SRG, and relates them
to the ASG; Section 4 gives a relation-algebraic formalization of constraints and
discusses the employment of RelView, thereby focusing on sample constraints
and their efficient testing. The paper concludes in Section 5 and sketches some
related work.
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2 Java Class Relations and Their 3D Representations

Based on abstract syntax, we introduce some Java class relations of interest in
the following. Then we show how to represent them three-dimensionally. At the
end of the section we also sketch the underlying physical layout and its purpose.

2.1 The Abstract Syntax

Java software is statically structured by packages, interfaces and classes. Pack-
ages assemble classes, interfaces and (sub-)packages within a strict hierarchy.
Interfaces define types and consist only of method signatures and constant at-
tributes. As they do not have any implementations, multiple inheritance between
interfaces is allowed. Only simple inheritance is allowed between classes, but a
class can implement several interfaces at once, and implementation can be de-
ferred to sub-classes. Further static relationships are, for instance, locality, asso-
ciation and aggregation, the uses relation, and the implements relation. These
latter relations and others are of no concern for the present paper.

We write R : X ↔ Y if R is a relation between the two sets X and Y ,
and Rx,y if R contains the pair (x, y). In summary, we investigate three different
relations of interest, viz:

cH : C ↔ C class hierarchy
iH : I ↔ I interface hierarchy
pC : C ∪I ∪P ↔ P package containment

Here C , I , and P are the sets of all classes, interfaces, and packages, resp.
of the Java code under consideration. We have cHx,y if x is a sub-class of y.
The relation iH is defined in the same way. Finally, pCx,p holds if the class (or
interface, or package) x is contained in the package p.

Notice that we have to deal with two kinds of information stored in the
abstract syntax graph of the underlying Java code: information about classes,
interfaces, and packages, i.e., about elements of the abstract syntax graph, and
derived information about hierarchies or package containment. The latter are not
elements of the abstract syntax graph but must also be displayed graphically.
To keep track of these relations in our 3D diagrams, we use different geometric
arrangements for each relation, thereby visually clearly separating them from
each other.

2.2 The Concrete Syntax

In this section, we introduce the concrete syntax of our 3D diagrams by means
of pictorials. We visualize Java classes and interfaces by boxes and spheres,
respectively. Pipes connect them and model different kinds of associations which
are not of importance in the present paper. Fig. 1 shows some connected entities
arranged as so-called webs.
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Fig. 1. Some boxes, spheres, and pipes arranged as a web

Fig. 2. Some cone trees

To represent class hierarchies, we use cone trees as presented in [15]. Cone
trees relate graphical objects in a tree-like manner (see the example in Fig. 2).
The root of each sub-tree forms the top of a semi-transparent cone and the root’s
direct children are arranged around the cone’s base. A superclass is always dis-
played in a cone’s root. This structure is applied recursively. Individual rotation
of each cone allows to bring certain information into the foreground without
losing context.

We use information cubes as introduced in [14] to display package hierar-
chies, i.e. to model package containment. Information cubes glue together related
information and may contain arbitrary arrangements, in particular sub-cubes,
webs, or cone trees. Cubes are semi-transparent and allow visual access to the
information within. An example is depicted in Fig. 3.

Interface hierarchies are displayed using the walls [11]. Walls form 2D planes
as shown in Fig. 4, where we present walls of interfaces and classes, resp. Us-
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Fig. 3. Some information cubes

Fig. 4. Walls of interfaces and classes

ing the effect of depth, perspective distortion offers a broad view on entities
assembled within the wall.

2.3 The Physical Layout

We assume a 3D coordinate system underlying our diagrams. The coordinate
system is seen as independent from coordinates given by a computer screen to
technically display the diagrams. This allows an observer to fly through a di-
agram or, for example, to zoom into information cubes without changing the
physical properties of the diagram or its elements. We refer to this 3D coordi-
nate system, which allows us to unambiguously determine the position of each
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geometric entity, by means of the following relation:

point : POINT ↔ ENTITY points of an entity

Here POINT is the set of all 3D coordinates (points), and ENTITY is the set of
all geometric entities. We assume that different geometric entities always have
different point sets and can thereby unambiguously be identified.

With the help of point we can easily define relations such as inside, outside,
or overlaps on ENTITY . We will use inside in Sect. 3:

insidee,e′ :⇐⇒ ∀ p : pointp,e → pointp,e′

outsidee,e′ :⇐⇒ ∀ p : pointp,e → ¬pointp,e′

overlapse,e′ :⇐⇒ ∃ p : pointp,e ∧ pointp,e′

These element-wise definitions say (cf. [16]) that inside equals the right resid-
ual point \ point. Using inside, also the above mentioned demand that different
geometric entities always have different point sets can easily be described by
relation-algebraic means. It is equivalent to inside being anti-symmetric, i.e., to
the inclusion inside∩ insideT ⊆ with as identity relation on the set ENTITY
and insideT as transpose of inside. Similarly, outside equals point \ point, the right
residual of point with its negation, and overlaps is given as the composition
pointT; point.

Further relations like leftOf and rightOf can be determined by the x-
axis, the y-axis yields e.g., above and below, whereas the z-axis leads
to inFrontOf, behind etc. Notice that these relations are independent from the
observer’s viewpoint and are only associated with the 3D coordinate system.

3 Editing under Relation-Based Invariants

Having introduced the language of 3D diagrams for representing Java class dia-
grams, we now concentrate on the manipulation of diagrams. First, we introduce
some relations which relate the bricks of our visual language to Java code. Based
on them, we then formulate a list of properties which have to be kept invariant
to yield valid diagrams.

3.1 Relating Geometric Entities with Java Code

The meaning of a 3D diagram is the Java code it represents. We must distin-
guish 3D editing operations changing this Java code from manipulations leaving
the semantic background untouched. In [1], we identified several levels of such
manipulations and distinguished 1) operations changing the model neither syn-
tactically nor semantically (such as changing the user’s viewpoint, zooming in
and out, flying through the model, fading in and out some details, and rearrang-
ing the 3D model for better layout), 2) operations changing the diagram but
not its underlying Java code (such as changing some color, changing an entity’s



68 Rudolf Berghammer and Alexander Fronk

size), and 3) operations changing the meaning (such as extracting an entity from
an information cube and moving it into another cube, or changing the label of
a box, i.e., changing the name of the class represented by this box).

Level independently, both properties of Java code, such as acyclic inheritance
hierarchies, as well as certain geometrical invariants describing Java independent
properties of 3D diagrams have to hold as soon as code is generated from a 3D
diagram. In the remainder of this section, we discuss some of them (cf. also [2]).
To be technically precise, we call cones, cubes and walls the displayable entities
of a 3D diagram, and boxes and spheres the atomic displayable entities. Let C ,
I , and P be as in Section 2, and TREE , CUBE , WALL, BOX , and SPHERE
be the pairwise disjoint sets of cone trees, cubes, walls, boxes, and spheres, resp.
Following Section 2 again, we denote the set of all displayable entities, i.e., the
union of TREE , CUBE , WALL, BOX , and SPHERE , as ENTITY . To relate
geometric entities to Java code, i.e., to relate the SRG and the ASG, we consider
the following relations:

C : BOX ↔ C class as box
I : SPHERE ↔ I interface as sphere

P : CUBE ↔ P package as cube
tM : TREE ↔ C tree memberships
wM : WALL ↔ I wall membership
cM : CUBE ↔ C ∪I ∪P cube membership

The relations C, I, and P are univalent and total. Using the usual notation for
functions, C(b), I(s), and P(c) is the Java code graphically represented by a box b,
a sphere s, or a cube c, resp. The relation tM relates a cone tree t to a class x
if the box representing x is a vertex of t. The relations wM and cM are defined
analogously.

3.2 The Relation-Based Invariants

The following properties serve as constraints when manipulating 3D visualiza-
tions. Their maintenance needs to be checked during editing to determine valid
3D diagrams from which Java code can be generated. The proper set of such
invariants describing the syntax of our 3D-diagrams is established by translat-
ing Java code issues into graphical properties concerning the SRG. We focus on
a small selection of them to explain our approach.

1. Whenever a class represented by a box b is a member of a package p rep-
resented by a cube c, the box must be inside the cube or, recursively, of a
cube representing a sub-package of p. Using the relations introduced so far
and function notation for C and P, this property reads as

∀ b, c : cMc,C(b) ↔ insideb,c ∨ ∃ c′ : cMc,P(c′) ∧ insideb,c′ . (1)



Applying Relational Algebra in 3D Graphical Software Design 69

2. Each box b is contained in at most one cube c, i.e., each Java class is a mem-
ber of at most one package. An obvious formalization of this property using
the cardinality operator on sets is

∀ b : |{c : cMc,C(b)}| ≤ 1 . (2)

3. Each geometric entity e displayed inside a wall w must be a sphere represent-
ing an interface (this invariant holds for cone trees and boxes analogously).
Hence, we demand that

∀ e, w : insidee,w → e ∈ SPHERE ∧ ∃ i : i = I(e) . (3)

4. Each wall w must at least contain two spheres to establish a hierarchy (this
invariant holds for cones and cubes analogously). The obvious formalization
of this fact uses again the cardinality operator. We get

∀w : |{i : wMw,i}| ≥ 2 . (4)

5. Each sphere s displayed within a wall w must have at least one connection
to any other sphere s′ inside this wall. This implies that s′ is also displayed
within w, and the relation wM associates w to the interfaces represented by s
and s′. This demand is formalized by

∀ s, w : insides,w → wMw,I(s) ∧ ∃ s′ : insides′,w ∧ wMw,I(s′) . (5)

6. For layout purposes, we require that each cone tree t has to be depicted
completely within a cube c, i.e., the entire class hierarchy described by t is
part of the package c stands for. This demand leads to the formula

∀ t, c : (∃ b : tMt,C(b) ∧ insideb,c) → insidet,c . (6)

4 Mechanizing the Checking of Invariants

In this section, we translate the invariants of the last section into relation-
algebraic versions, i.e., into formulae over relational expressions. Then we intro-
duce the tool RelView and show how it can be used for checking the invariants.

4.1 Translating Invariants into Relation-Algebraic Formulae

For constructing relational expressions, we use the empty relation ⊥⊥, the uni-
versal relation ��, the identity relation , and the basic operations of relational
algebra, viz union R ∪ S, intersection R ∩ S, negation R, transposition RT, and
composition R;S.

We start the translation with formula (1) of Section 3. Using pure relational
notation, cMc,C(b) is equivalent to ∃x : Cb,x ∧ cMc,x, and cMc,P(c′) is equivalent
to ∃ p : Pc′,p ∧ cMc,p. Hence, formula (1) rewrites to

∀ b, c : (∃x : Cb,x ∧ cMc,x) ↔ insideb,c ∨ (∃ c′ : ∃p : Pc′,p ∧ cMc,p ∧ insideb,c′) .
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Next, we apply transposition, followed by composition. This yields

∀ b, c : (C; cMT)b,c ↔ insideb,c ∨ (inside; P; cMT)b,c .

Now we exploit union and equality of relations obtaining as a relation-algebraic
version of (1) the equation

C; cMT = inside ∪ inside; P; cMT . (1′)

To transform (2) into a relation-algebraic version, we again replace cMc,C(b)

by ∃x : Cb,x ∧ cMc,x and use composition, yielding

∀ b : |{c : (C; cMT)b,c}| ≤ 1 .

Hence, (2) holds, if and only if C; cMT is univalent. It is well known how to
express univalence as a relation-algebraic formula (see [16]). In our case we get

cM; CT; C; cMT ⊆ . (2′)

For formula (3), we exploit that SPHERE is a subset of ENTITY , and,
hence, there exists an injective function inj : SPHERE ↔ ENTITY , viz the
identity. Using inj, formula (3) becomes

∀ e, w : insidee,w → ∃ s : (injs,e ∧ ∃ i : i = I(s)) .

A little reflection shows that this formula is equivalent to

∀ e, w : insidee,w → ∃ s : (injTe,s ∧ ∃ i : Is,i ∧ ��i,w) .

Now we can use composition followed by the definition of relational inclusion
and obtain the desired relation-algebraic version of (3) as

inside ⊆ injT; I;�� . (3′)

The univalent part R ∩R; of a relation R contains a pair (x, y) if and only
if R associates with x no further element (see [16]). Using this fact, it is obvious
how to translate formula (4) into a relation-algebraic form. We get

wM ∩ wM; = ⊥⊥ . (4′)

Replacing wMw,I(s) by ∃ i : Is,i ∧ wMw,i, and wMw,I(s′) by ∃ i : Is′,i ∧ wMw,i,
formula (5) becomes

∀ s, w : insides,w → (∃ i : Is,i ∧ wMw,i) ∧ ∃ s′ : (insides′,w ∧ ∃ i : Is′,i ∧ wMw,i) .

Now we delete the existential quantifications ∃i by introducing composition and
transposition, and replace logical conjunction by relational intersection. We get

∀ s, w : insides,w → (I; wMT)s,w ∧ ∃ s′ : (inside ∩ I; wMT)s′,w .
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To remove the remaining existential quantification of s′, we add the conjunct
��s,s′ before (inside ∩ I; wMT)s′,w and then use composition. The result is

∀ s, w : insides,w → (I; wMT)s,w ∧ (��; (inside ∩ I; wMT))s,w .

Finally, the definition of intersection followed by that of inclusion transforms
formula (5) into the relation-algebraic form

inside ⊆ I; wMT ∩��; (inside ∩ I; wMT) . (5′)

Transforming formula (6) into a relation-algebraic version works as follows.
We replace tMt,C(b) by ∃x : Cb,x ∧ tMt,x, yielding

∀ t, c : (∃ b, x : Cb,x ∧ tMt,x ∧ insideb,c) → insidet,c ,

which in turn is equivalent to

∀ t, c : (∃x : tMt,x ∧ ∃ b : CT
x,b ∧ insideb,c) → insidet,c .

From this formula we obtain the relation-algebraic form

tM; CT; inside ⊆ inside , (6′)

if we replace the two existential quantifications by two compositions, and there-
after the universal quantification by relational inclusion.

4.2 Using RelView for Checking Invariants

RelView (see [5, 4] for more details) is a computer system for calculating with
relations and relational programming representing all data as relations. Because
RelView computations frequently use very large relations, for instance, mem-
bership, inclusion, and size comparison on powersets, the system uses a sophis-
ticated and very efficient implementation of relations [6] via reduced ordered
binary decision diagrams (ROBDDs).

The RelView system can manage as many relations simultaneously as mem-
ory allows. The user can manipulate and analyze them by pre-defined operations
and tests, user-defined relation-algebraic expressions, functions, and programs as
well. Many relational constants and operations on relations are available in the
language of RelView, especially the basic operations of relational algebra, viz
^ (transposition), - (negation), | (union), & (intersection), and * (composition).
The pre-defined tests include incl, eq, and empty for testing inclusion, equal-
ity, and emptiness of relations, respectively. This functionality can be accessed
through command buttons and simple mouse-clicks. But the usual way is to
combine them into expressions, functions, or programs. Currently, we are wrap-
ping the entire RelView functionality into a Java library to make it available
for use within other tools and in domains open to relational modelling. One
such domain is checking properties of three-dimensional graphical languages as
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presented in this paper. The tool we built is realized as a plug-in of the develop-
ment environment Eclipse [7] and exploits the functional core of RelView [12]
for testing invariants.

Due to the expressiveness of its language and the efficient ROBDD imple-
mentation of relations, the RelView system is an excellent tool for checking
invariants as defined in Section 3 by evaluating their relation-algebraic versions.
For example, equation (1′) looks in the syntax of RelView as follows:

eq(C*cM^,inside| inside* P * cM^) . (1′′)

Checking invariant (1), hence, means to evaluate (1′′) and to look whether its
value is true, which in RelView is represented by an universal relation on
a singleton set. (See [4] for more details on the relational modelling of truth
values and their operations). Due to its equivalence to the relation-algebraic
formula (4′), invariant (4) holds if and only if the value of

empty(up(wM)) (4′′)

is true, where the user-defined RelView-function up(R) = R & -(R * -I(R))
computes the univalent part of a relation.

Even large Java systems mean no problem for RelView. For instance, in [3]
the Java API of JDK 1.1.8 is analyzed. Its 679 source files contain 150,289 lines
of code which lead to 767 elements (609 classes, 134 interfaces, 24 packages). All
relationships between these elements summarize to 5,287 pairs. Relations of this
size are efficiently checkable in RelView.

5 Conclusion and Related Work

We have shown how relational algebra can be put to use for checking the syntax of
three-dimensional representations of relations between Java classes. The syntax
is constituted by language-based properties, such as cyclic inheritance is not
allowed, and geometrical constraints, such as cone trees must be displayed either
totally inside a cube or totally outside. We defined them in a predicate logical
style and transformed them into an efficiently testable relation-algebraic version.
The relations together with their language based properties establish both the
syntax and semantics of our 3D diagrams. For example, moving a wall is safe as
long as two walls do not intersect. Hence, dragging a wall has to be verified after
dropping it at some place. This is done by checking constraints. By relating the
SRG to the ASG we determine the Java code underlying the verified diagram.
Relational algebra is thus used to both efficiently check syntax and semantics of
manipulations carried out on Java code graphically displayed in 3D.

There are some other approaches which apply relational algebra for analyz-
ing and modifying software. In this context, Grok [10] should be mentioned. In
contrast to RelView, it has specifically been tailored for the use of relational al-
gebra in software architecture and maintenance. Hence, it allows to solve many
tasks in this application domain more easily than RelView. However, com-
pared to the ROBDD-representation of relations in RelView, the Grok-system
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uses a very simple data structure for relations. If non-relational constructs like
loops are frequently needed within a Grok-program, manipulations are executed
slowly in the case of very large input relations (see [9]).
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Québec, QC, G1K 7P4 Canada

{Hans.Bherer,Jules.Desharnais}@ift.ulaval.ca
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1 Introduction

A Discrete Event System (DES) is a dynamic system whose evolution is governed
by the instantaneous occurrence of physical events. DES arise in many areas
such as robotics, manufacturing, communication networks, and transportation.
They are often modelled by languages or automata over an alphabet of symbols
denoting the events. In 1987, Ramadge and Wonham initiated a very successful
approach to the control of DES [10, 13], which was subsequently extended by
themselves and others. Textbooks or course notes on the subject include [1, 7, 12].

In this paper, we present a new view of the concept of controllability used
in discrete control theory by adopting a formalization based on Kleene Algebra
(KA). This allows us to formulate new problems (and solve them) by incorporat-
ing additional parameters in the formalization. Moreover, the new results hold
for models other than languages, namely path algebras and algebras of relations.
Finally, because the results are proved in a calculational style based on an ax-
iomatization of KAs, they can more easily be checked than those of standard
presentations.

In Sect. 2, we present the basic notions of control theory and a sample of
results drawn from [11] and Chap. 3 of [7]. This material concerns control theory
under complete observation. Sect. 3 presents the necessary background on KA.
Sect. 4 contains the KA formalization of the concept of controllability and related
results. And there is a short conclusion.

2 Standard DES Control Theory under Complete
Observation

Assume a finite set Σ of events that occur in a DES to be controlled, called the
plant. The plant is described by two languages P and Pm over Σ, such that Pm ⊆
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P = PR(P ) �= ∅, where PR(P ) denotes the prefix closure of P . The language
Pm is called the marked language of the plant, while P is called the generated
language. By definition, any generated language P is prefix-closed, i.e., PR(P ) ⊆
P (equivalently, PR(P ) = P ). One may think of Pm as the language accepted by
a (not necessarily finite) automaton according to the standard definition, while P
is the language accepted by the same automaton, except that all its states are
accepting; note that the latter language is prefix-closed.

There is a subset Σu ⊆ Σ of uncontrollable events, whose complement Σc
def=

Σ−Σu contains the controllable events. A controller (or supervisor) is a function
f :P → 2Σc . For a sequence s ∈ P , f(s) ⊆ Σc is the set of controllable events
that are disabled by the controller after the occurrence of s. The generated
language P f and the marked language P f

m of the plant controlled by supervisor f
are defined as follows:1

ε ∈ P f ,
∀(s, σ | s ∈ Σ∗ ∧ σ ∈ Σ : s ∈ P f ∧ sσ ∈ P ∧ σ �∈ f(s) ⇒ sσ ∈ P f ) ,

P f
m

def= P f ∩ Pm .

(1)

In other words, if a sequence s belongs to the supervised behaviour P f , and
the plant generates the sequence sσ, and the event σ is not prohibited by the
supervisor after s, then sσ belongs to the supervised behaviour. The equation
P f

m = P f ∩ Pm means that the supervisor is nonmarking, that is, it does not
contribute to marking sequences of the supervised marked language.

A supervisor is said to be nonblocking iff PR(P f
m) = P f .

Example 1. Consider the following automaton with marked language Pm and
generated language P as indicated (regular expressions are used to simplify the
description of languages). The automaton models a simple (unrealistic) machine.
The marked language consists of sequences of events that bring the machine
in the idle state after completion of a part or after being repaired. Starting
and repairing the machine can be controlled, but production of a part once the
machine has started cannot be controlled and, of course, breaks cannot either.
Hence, Σu = {p, b}.
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Σ = {s, p, b, r}
Pm = (sp + sbr)∗

P = PR((sp + sbr)∗)

Σu = {p, b}

I : idle
W : working
D : down
s : start cycle
p : produce part
b : break
r : repair

1 Quantifiers have three arguments: a list of variables, the domain over which the
quantification applies, and the quantified expression; for instance, ∀(x | P : Q) is
read “for all x satisfying P , Q holds”, or “for all x, P ⇒ Q”, while ∃(x | P : Q) is
read “there exists an x satisfying P and Q”. When the second argument is true, it
is omitted.
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Suppose that the specification of the controller f is

f(u) =
{
{r} if u = vsb for some v ∈ P
∅ otherwise .

The role of the controller is to prevent repairs (the owner of the machine goes
bankrupt and cannot afford a repair). Then the generated and marked language
of the controlled system are the following.

P f = (sp)∗ + (sp)∗s + (sp)∗sb
P f

m = (sp)∗

Since PR(P f
m) = (sp)∗ + (sp)∗s �= P f , the supervisor is blocking.

Now, let S be a language intended as the specification of a DES. We want
to implement specification S by adding a controller to the plant described by P
and Pm. The question is then whether there exists a controller such that the con-
trolled system has behaviour S. The following definitions will help characterize
situations where such a supervisor exists.

Definition 2. Given Σu and a generated language P , a language S is said to
be controllable2 (with respect to P and Σu) iff PR(S)Σu ∩ P ⊆ PR(S).

This means that if a prefix s of a controllable language is extended by an
uncontrollable event u, and the sequence su is generated by the plant, then su
is a prefix of the controllable language. Note that S is controllable iff PR(S) is
controllable.

Definition 3. Given the marked language Pm, a language S ⊆ Σ∗ is said to be
Pm-closed iff PR(S) ∩ Pm ⊆ S (equivalently, PR(S) ∩ Pm = S ∩ Pm).

This is a form of relative closure (closure relative to Pm).

Theorem 4. Let a DES with generated language P and marked language Pm be
given. Let S ⊆ Σ∗ be a specification.

1. There exists a supervisor f such that P f = S iff ∅ �= S = PR(S) ⊆ P and S
is controllable.

2. There exists a nonblocking supervisor f such that P f
m = S iff ∅ �= S =

PR(S) ∩ Pm and S is controllable.

When the conditions of Theorem 4 do not hold and a supervisor cannot be
found, one can still look for approximations to the desired language (i.e., the
specification) for which a supervisor can be found. Theorem 5 presents results in
this respect. The following convention is used in the statement of the theorem:

– SUPX(S) denotes the supremal sublanguage of S (i.e., the greatest language
included in S) satisfying property X .

2 Even though it is the plant that we want to control, it is the specification that is
deemed to be controllable or not; this terminology is traditional [7, 11].
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– INFX(S) denotes the infimal superlanguage of S (i.e., the least language
containing S) satisfying property X .

– Property X can be C (controllability with respect to P ), P (prefix closure), R
(Pm relative closure), or a combination of these.

– The notation A denotes the complement of A with respect to Σ∗, while
A−B

def= A ∩B. We also use the right-detachment operator " [9], defined as
follows: for two languages A and B, A"B def= {s | ∃(t | t ∈ B : st ∈ A)}.

Theorem 5. Let Σu, a generated language P , a marked language Pm and a spec-
ification S ⊆ P be given.

1. SUPC(S) exists. If S is prefix-closed3, then SUPC(S) can be computed as the
limit of the following iteration:
– S0

def= S,
– Si+1

def= Si − ((P − Si)"Σu)Σ∗ = Si ∩ ((P ∩ Si)"Σu)Σ∗.
2. INFC(S) need not exist.
3. SUPPC(S) = S − ((P − S)"Σ∗

u )Σ∗ = S ∩ ((P ∩ S)"Σ∗
u )Σ∗.

4. INFPC(S) = PR(S)Σ∗
u ∩ P .

5. SUPRC exists. If S is prefix-closed4, then SUPRC can be computed as the
limit of the following iteration:
– S0

def= S − (Pm − S)Σ∗ = S ∩ (Pm ∩ S)Σ∗,

– Si+1
def= Si − ((P − Si)"Σu)Σ∗ = Si ∩ ((P ∩ Si)"Σu)Σ∗.

6. INFRC(S) need not exist.

Example 6. Consider the following automaton.

��
������1
b ��

a

��

������
��
�	

2

a

�� Σ = {a, b}
Pm = a∗ba∗

P = PR(a∗ba∗)
Σu = {b}

1. S = a∗ is not controllable, since

PR(S)Σu ∩ P = a∗b ∩ PR(a∗ba∗) = a∗b �⊆ a∗ = PR(S)

To enforce S, the controller would have to disable b, but b is not control-
lable. Using Theorem 5(1), one finds that SUPC(S) = ∅. But since by defini-
tion P f �= ∅ (see (1)), there is no controller for SUPC(S). However, INFC(S)
exists; it is easy to see that INFC(S) = INFPC(S) = a∗(ε + b).

2. S = ba + aba is controllable, since PR(S)Σu ∩ P = (ε + b + ba + a + ab +
aba)b ∩ PR(a∗ba∗) = b + ab ⊆ ε + b + ba + a + ab + aba = PR(S). By
Theorem 4, there exists a supervisor f such that P f = PR(S), since PR(S)
is controllable and ∅ �= PR(S) ⊆ P . However, there is no supervisor f such
that P f

m = S, since PR(S) ∩ Pm = b + ba + ab + aba �= S.
3 This restriction is not explicitly given in [7] and may be implicit from the context;

a non-prefix-closed S can also be used if P − Si is replaced by P − PR(Si) in the
definition of Si+1.

4 Same comment as for SUPC.
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3 Kleene Algebra Basics

We use the following definition from [4], which follows Conway [2], since we
want to admit general recursive definitions, not just the Kleene star. There are
different definitions, such as that in [6], for instance.

Definition 7. A (standard) Kleene algebra (KA) is a sextuple (K,≤, 0,�, ·, 1)
satisfying the following properties:

1. (K,≤) is a complete lattice with least element 0 and greatest element �.
The supremum of a subset L ⊆ K is denoted by �L. The supremum of two
elements x, y ∈ K is denoted by x + y.

2. (K, ·, 1) is a monoid.
3. The operation · is universally disjunctive (i.e., it distributes through arbitrary

suprema) in both arguments.

Because the lattice of a KA is complete, and because + and · are monotonic,
we can recover the Kleene star by defining a∗ def= μ(x |: a·x + 1). Since + and ·
are continuous, we also have

a∗ =
⊔

(i | i ≥ 0 : ai) ,

where a0 = 1 and ai+1 = a ·ai.
In the sequel, we assume KAs to be Boolean (i.e., the underlying lattice is

a Boolean algebra), with meet and complement denoted by � and , respec-
tively5. This allows the definition of the left and right detachment operators [9]
(relative converses in [5]) by the following axiom of exchange:

a #c � b = 0 ⇔ a ·b � c = 0 ⇔ c"b � a = 0 . (2)

Models of Boolean KAs include algebras of languages over Σ∗ for an alphabet
Σ (this is the setting of Sect. 2), algebras of path sets in a directed graph [8],
algebras of concrete relations and abstract relation algebras. For languages,

A"B = {s | ∃(t | t ∈ B : st ∈ A)} ,
A#B = {t | ∃(s | s ∈ A : st ∈ B)} .

(3)

For relations, A"B = A ·B� and A#B = A�·B, where A� is the converse of A.
Here is a sample of relevant laws.

Theorem 8. Let a, b, c ∈ K and X ⊆ K.

1. 0·a = a ·0 = 0 (zero of ·).
2. 1·a = a ·1 = a (identity of ·).
3. �·� = �.
4. a ≤ b ⇒ a ·c ≤ b·c and a ≤ b ⇒ c·a ≤ c·b (monotonicity of ·).
5. a ≤ b ⇒ a∗ ≤ b∗ (monotonicity of ∗).
6. a"0 = 0"a = 0 (zero of " ).
7. a"1 = a (right unit of " ).
8. a ≤ b ⇒ a "c ≤ b"c and a ≤ b ⇒ c"a ≤ c"b (monotonicity of " ).
9. (�X)"a = � (X"a) and a"(�X) = � (a"X) (disjunctivity).
5 The precedence of the operators, from lowest to highest, is (+,�), ( · , �, �), .
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4 Formalizing Controllability Properties
with Kleene Algebra

We now formalize the notion of controllability with Kleene algebra. This is done
in the following definition. We then explain how to understand the definition
and how it is linked to Definition 2.

Definition 9. Let p, r, s, u ∈ K. We say that s is r-controllable with respect
to p and the uncontrollable element u, notated CTR(s, p, r, u), iff

(s"r)·u � p"r ≤ s"r. (4)

We now make a few remarks on this definition. Unless otherwise indicated,
we assume a KA of languages, to facilitate the connection with Definition 2.

1. In a KA of languages, a"� is the set of prefixes of a (i.e., a"� = PR(a)),
as one can check from (3). To make the correspondence with Definition 2
more exact, we would define controllability by (s"�) · u � p"� ≤ s"�
(i.e., �-controllability). The drawback is that in an algebra of relations,
any relation s is �-controllable for any p, u. Indeed, for any relation s,
s"� = s ·�� = s ·�, whence (s"�) ·u = s ·� ·u ≤ s ·� = s"�. Choos-
ing an arbitrary r provides greater generality. The expression s"r denotes
the set of prefixes of sequences of s that have sequences of r as suffixes.
Having r �= � means that there is a limited capability to look at prefixes (to
look in the past, so to speak).

2. The elements p and s correspond to the language P of the plant and specifi-
cation S of Sect. 2, except that p is not assumed to be prefix-closed; instead
of writing p in (4), we write p"r. The symbol “r” reminds of the “removing”
action of "r. In a faithful translation of Definition 2, we would have u = Σu.
But we can choose anything else.

The following theorem provides some basic properties of relation CTR.

Theorem 10. Let I be an arbitrary index set.

1. ∀(i | i ∈ I : CTR(si, p, r, u)) ⇒ CTR(
⊔

(i | i ∈ I : si), p, r, u)
and the implication is strict.

2. ∀(i | i ∈ I : CTR(s, pi, r, u)) ⇔ CTR(s,
⊔

(i | i ∈ I : pi), r, u).
3. ∀(i | i ∈ I : CTR(s, p, r, ui)) ⇔ CTR(s, p, r,

⊔
(i | i ∈ I : ui)).

4. CTR(0, p, r, u), CTR(s, 0, r, u), CTR(s, p, 0, u), CTR(s, p, r, 0).
5. CTR(p, p, r, u), CTR(s, p, r, 1), CTR(�, p, 1, u), CTR(�, p, r∗, u).
6. p1 ≤ p2 ⇒ (CTR(s, p2, r, u) ⇒ CTR(s, p1, r, u))

(anti-monotonicity of CTR with respect to its second argument).
7. u1 ≤ u2 ⇒ (CTR(s, p, r, u2) ⇒ CTR(s, p, r, u1))

(anti-monotonicity of CTR with respect to its fourth argument).
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Proof.

1. ∀(i | i ∈ I : CTR(si, p, r, u))
⇔ 〈 Definition of CTR (Definition 9) 〉
∀(i | i ∈ I : (si"r)·u � p"r ≤ si"r)

⇒ 〈 Monotonicity of � 〉⊔
(i | i ∈ I : (si"r)·u � p"r) ≤

⊔
(i | i ∈ I : si"r)

⇔ 〈 Distributivity of � over � 〉⊔
(i | i ∈ I : (si"r)·u) � p"r ≤

⊔
(i | i ∈ I : si"r)

⇔ 〈 Distributivity of · over � (Definition 7(3)) 〉⊔
(i | i ∈ I : si"r)·u � p"r ≤

⊔
(i | i ∈ I : si"r)

⇔ 〈 Distributivity of " over � (Theorem 8(9)) 〉
(
⊔

(i | i ∈ I : si)"r)·u � p"r ≤
⊔

(i | i ∈ I : si)"r
⇔ 〈 Definition of CTR (Definition 9) 〉

CTR(
⊔

(i | i ∈ I : si), p, r, u).
The following counterexample shows that the implication is strict: CTR(1 +
�,�, 1,�) holds, but CTR(1,�, 1,�) does not.

2. ∀(i | i ∈ I : CTR(s, pi, r, u))
⇔ 〈 Definition of CTR (Definition 9) 〉
∀(i | i ∈ I : (s"r)·u � pi"r ≤ s"r)

⇔ 〈 Property of � 〉⊔
(i | i ∈ I : (s"r)·u � pi"r) ≤ s"r

⇔ 〈 Distributivity of � over � 〉
(s"r)·u �

⊔
(i | i ∈ I : pi"r) ≤ s"r

⇔ 〈 Distributivity of " over � (Theorem 8(9)) 〉
(s"r)·u �

⊔
(i | i ∈ I : pi)"r ≤ s"r

⇔ 〈 Definition of CTR (Definition 9) 〉
CTR(s,

⊔
(i | i ∈ I : pi), r, u).

3. The proof is similar to the previous one.
4. All four properties follow directly from Definition 9 and Theorem 8(1,6).
5. CTR(p, p, r, u) and CTR(s, p, r, 1) are trivial. CTR(�, p, 1, u) follows from

Theorem 8(7), because s"r = �"1 = �. Due to 1 ≤ r∗ and monotonicity
of " (Theorem 8(8)), the case of CTR(�, p, r∗, u) is similar.

6. Assume p1 ≤ p2 and set I
def= {1, 2} in part 2 of this theorem.

7. Assume u1 ≤ u2 and set I
def= {1, 2} in part 3 of this theorem. ��

Next comes a generalization of the notion of Pm-closure (Definition 3).

Definition 11. Given r, t ∈ K, an element s ∈ K is said to be r-t-closed,
notated CLR(s, r, t), iff

s"r � t ≤ s .

Remark 12. There are two special cases of Definition 11 worth mentioning. The
first one is that CLR(s, r, 0) holds, which means that no closure constraint is
imposed. The second one is that CLR(s,�,�) is equivalent to prefix-closure of s.
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Lemma 13. Let I be an arbitrary index set. Then

∀(i | i ∈ I : CLR(si, r, t)) ⇒ CLR(
⊔

(i | i ∈ I : si), r, t)

and the implication is strict.

The proof of the lemma is omitted, since it is similar to that of Theorem 10(1).
In the next lemma, we give equivalent expressions for CTR(s, p, r, u) and

CLR(s, r, t). These will be used to describe maximal elements satisfying certain
properties in Corollary 15.

Lemma 14. 1. CTR(s, p, r, u) ⇔ s ≤ ((p"r � s"r)"u)·r.

2. CTR(s, p, r, u) ⇔ p ≤ ((s"r)·u � s"r)·r.
3. CTR(s, p, r, u) ⇔ u ≤ (s"r)#(p"r � s"r).
4. CLR(s, r, t) ⇔ s ≤ (t � s)·r.

Proof.

1. CTR(s, p, r, u)
⇔ 〈 Definition of CTR (Definition 9) 〉

(s"r)·u � p"r ≤ s"r
⇔ 〈 Shunting 〉

(s"r)·u � p"r � s"r ≤ 0
⇔ 〈 Exchange (2) 〉

s"r � (p"r � s"r)"u ≤ 0
⇔ 〈 Exchange (2) 〉

s � ((p"r � s"r)"u)·r ≤ 0
⇔ 〈 Shunting 〉

s ≤ ((p"r � s"r)"u)·r
2. CTR(s, p, r, u)
⇔ 〈 Definition of CTR (Definition 9) 〉

(s"r)·u � p"r ≤ s"r
⇔ 〈 Shunting 〉

(s"r)·u � p"r � s"r ≤ 0
⇔ 〈 Exchange (2) 〉

p � ((s"r)·u � s"r)·r ≤ 0
⇔ 〈 Shunting 〉

p ≤ ((s"r)·u � s"r)·r
3. CTR(s, p, r, u)
⇔ 〈 Definition of CTR (Definition 9) 〉

(s"r)·u � p"r ≤ s"r
⇔ 〈 Shunting 〉

(s"r)·u � p"r � s"r ≤ 0
⇔ 〈 Exchange (2) 〉
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u � (s"r)#(p"r � s"r) ≤ 0
⇔ 〈 Shunting 〉

u ≤ (s"r)#(p"r � s"r)
4. The proof is similar to the previous ones. ��

The following corollary shows how to find maximal elements below given ele-
ments s′, p′, u′. It also describes lattice structures below these maximal elements.
The notation ↓a, for a ∈ K, is defined by ↓a def= {x | x ≤ a}.

Corollary 15. Let s′, p′, u′ ∈ K.

1. The set of elements below s′ that are r-t-closed and r-controllable with respect
to p and u,

S′ def= {s | s ≤ s′ ∧ CLR(s, r, t) ∧ CTR(s, p, r, u)} ,

is a complete lattice with least element 0 and greatest element

SUPs′(p, r, u) def= ν(s |: s′ � (t � s)·r � ((p"r � s"r)"u)·r ) . (5)

The join �s′ in this lattice is that of the underlying KA (i.e., � ). For S ⊆ S′,
the meet �s′S is

�s′S =
⊔

(s | s ∈ S′ ∧ s ≤ S : s) ,

where the abbreviation s ≤ S means ∀(x | x ∈ S : s ≤ x).
2. Given s, r, u, the largest p such that CTR(s, p, r, u) is

pmax(s, r, u) def= ((s"r)·u � s"r)·r .

The largest element p below p′ such that CTR(s, p, r, u) is

SUPp′(s, r, u) def= p′ � pmax(s, r, u) . (6)

The set ↓SUPp′(s, r, u) is a complete lattice whose join is the same as that
of the underlying KA and whose meet is also the same when applied to
nonempty sets. Every p ∈ ↓SUPp′(s, r, u) satisfies CTR(s, p, r, u).

3. Given s, p, r, the largest u such that CTR(s, p, r, u) is

umax(s, p, r)
def= (s"r)#(p"r � s"r) .

The largest element u below u′ such that CTR(s, p, r, u) is

SUPu′(s, p, r) def= u′ � umax(s, p, r) . (7)

The set ↓SUPu′(s, p, r) is a complete lattice whose join is the same as that
of the underlying KA and whose meet is also the same when applied to
nonempty sets. Every u ∈ ↓SUPu′(s, p, r) satisfies CTR(s, p, r, u).
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Proof.

1. Define f(s) def= s′ � (t � s)·r � ((p"r � s"r)"u)·r. Function f is monotonic
and thus has the greatest fixed point given in (5), due to completeness of
the KA K. By Lemma 14(1,4), s ≤ f(s) ⇔ s ∈ S′. Thus, νf ∈ S′. For
S ⊆ S′, �S ∈ S′, by Theorem 10(1) and Lemma 13. Thus �s′S

def= �S
is the join on S′. Because S′ is a complete join semilattice with a greatest
element, it is a complete lattice. The expression for �s′S is then standard
lattice theory [3].

2. The expression for pmax(s, r, u) follows from Lemma 14(2). By Theo-
rem 10(6), every p ∈ ↓pmax(s, r, u) satisfies CTR(s, p, r, u)) and thus
SUPp′(s, r, u) is the largest p below p′ satisfying CTR(s, p, r, u). That
↓SUPu′(s, p, r) is a complete lattice with stated join and meet is standard
lattice theory [3].

3. The proof is the same as that for pmax and SUPp′ , but for using Lemma 14(3)
and Theorem 10(7). ��

Since the symbol p represents the plant, SUPp′(s, r, u) is the least constrained
(largest) plant p below p′ such that s is r-controllable with respect to p and u.
Similarly, SUPu′(s, p, r) is the largest uncontrollable element u such that s is r-
controllable with respect to p and u. These are new results we have not yet seen in
the literature, which is rather surprising, given that they seem useful in practice.
Indeed, if the specification s is not r-controllable with respect to p and u, one
should not be happy with an overrestricting specification SUPs′(p, r, u) if

– there is a possibility to modify the behaviour of the plant to get SUPp′(s, r, u)
and then compose the modified plant with a controller for SUPp′(s, r, u), or

– there is a possibility to reduce the uncontrollable events to SUPu′(s, p, r)
(e.g., by adding new actuators) and then compose the plant with a (now
derivable) controller.

Modifying the plant as required by these calculations may be costly or even
physically impossible. Nevertheless, it may sometimes be possible. In any case,
these calculations may be very useful at the design stage to explore various ways
to implement a specification.

Using Corollary 15, it is possible to retrieve the classical results presented in
Theorem 5(1,3,5) by using the instantiations s′ := S, p := P (remembering that
for a generated language p, p = p"�), r := � = Σ∗, u := Σu, and t := 0 = ∅
for calculating SUPC(S), t := � for SUPPC(S) and t := Pm for SUPRC(S).
The advantages of our highly parameterized approach are clearly visible here.

Corollary 15 presents results about the existence and value of largest elements
SUPs′(p, r, u), SUPp′(s, r, u) and SUPu′(s, p, r) below given elements s′, p′ and u′,
respectively, and such that controllability holds, i.e., CTR(SUPs′(p, r, u), p, r, u),
CTR(s, SUPp′(s, r, u), r, u) and CTR(s, p, r, SUPu′(s, p, r)) hold.

We now briefly look at the case of least elements above given elements. Let
INFs′(p, r, u), INFp′(s, r, u) and INFu′(s, p, r) denote the least elements (if they
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exist) above given elements s′, p′ and u′, respectively, and such that control-
lability holds, that is, CTR(INFs′(p, r, u), p, r, u), CTR(s, INFp′(s, r, u), r, u) and
CTR(s, p, r, INFu′(s, p, r)) hold. The case of INFp′(s, r, u) is easily solved us-
ing Corollary 15(2). If p′ ≤ pmax(s, r, u), then INFp′(s, r, u) = p′; otherwise,
INFp′(s, r, u) does not exist. The case of INFu′(s, p, r) is similar. The case of
INFs′(p, r, u) is more complex. The problem is that the meet of two control-
lable elements is not necessarily controllable, so that there is no analogue of
Theorem 10(1) for meets unless additional constraints are imposed6. One such
constraint is

(i | i ∈ I : si)"r = (i | i ∈ I : si"r) . (8)

In [7], two languages L1 and L2 satisfying PR(L1 ∩ L2) = PR(L1) ∩ PR(L2) are
said to be modular. This is why we say that a family of elements si ∈ K, for
i ∈ I, is r-modular if it satisfies (8).

Theorem 16. Let I be an arbitrary index set.

1. If the family {si | i ∈ I} is r-modular, then

∀(i | i ∈ I : CTR(si, p, r, u)) ⇒ CTR( (i | i ∈ I : si), p, r, u) .

2. If 1 ≤ r and, for all i ∈ I, si"r = si, then {si | i ∈ I} is r-modular.
3. If, for all i ∈ I, si"r∗ = si, then {si | i ∈ I} is r∗-modular.

Assuming prefix-closure of the form s"r∗ = s, one can then proceed as in
Corollary 15(1) and find an expression for an element INFs′(p, r, u) which is the
least prefix-closed and controllable element above s′. With the proper instantia-
tions, it is the possible to derive Theorem 5(4). If only r-t-closure or no closure
is assumed, such infimal elements need not exist (Theorem 5(2,6)).

5 Conclusion

We have presented a sample of results obtained by formalizing with Kleene
algebra the concept of controllability that is used in discrete control theory.
The formalization has more parameters than the standard approach, where one
considers r and u as given fixed parameters (and r = �), so that the focus is on
the variability of s. This means that most of the results of this paper where p
and u are considered as variables are new. A notable exception is [14], where
a real7 cost is associated to the control of an event, the idea being that actuators
have a price; the goal is then to minimize the cost of controlling a given plant.

In addition to making the parameterized approach natural, Kleene algebra is
well suited to the presentation of proofs in the calculational style, which makes
their verification much easier than classical proofs.

6 For instance (example drawn from [7]), take s1
def
= a + b + ab, s2

def
= a + ab + ba, p

def
=

(a∗ba∗)�� and u
def
= b on the alphabet Σ

def
= {a, b}. One can check that CTR(s1, p,�, u)

and CTR(s2, p,�, u) hold, but not CTR(s1 � s2, p,�, u).
7 In the sense that it is a real number.
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This is only a beginning and the approach seems promising. We are presently
investigating what is the best (most general) way to define a notion of controller
as a function f : K → K (see Sect. 2 for the standard definition). And the
generalization from languages to path algebras or relation algebras has yet to be
exploited.
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Abstract We investigate similarities between non-deterministic and
probabilistic ways of describing a system in terms of computation trees.
We show that the construction of traces for both kinds of relations follow
the same principles of construction. Representations of measurable
trees in terms of probabilistic relations are given. This shows that
stochastic relations may serve as refinements of their non-deterministic
counterparts. A convexity argument formalizes the observation that
non-deterministic system descriptions are underspecified when compared
to probabilistic ones. The mathematical tools come essentially from the
theory of measurable selections.

Keywords: Probabilistic relations, specification techniques (non-
deterministic, stochastic), representation theory.

1 Introduction

This paper investigates the relationship between trees and probabilistic relations.
Trees arise in a natural way when the behavior of a system is specified through
relations. Given a family (Rn)n∈N of non-deterministic relations Rn ⊆ X × X
over a state space X , Rn describes the behavior of the system at step n, so that
the current state xn may be followed by any state xn+1 with 〈xn, xn+1〉 ∈ Rn.
Rolling out the Rn yields a computation tree, the tree of traces that describe all
possible paths through the system. If, on the other hand, a system is described
through a sequence (Kn)n∈N of probabilistic relations Kn, then computing the
traces for Kn gives the probabilistic analogue of a computation tree. We are
interested in the relationship between the non-deterministic and the probabilistic
relations, seeing a probabilistic relation as a refinement of a non-deterministic
one: whereas a non-deterministic relation R specifies for a state x through the set
R(x) := {y|〈x, y〉 ∈ R} all possible subsequent states, a probabilistic relation K
attaches a weight K(x)(dy) to each next state y.
The problem discussed in this paper is, then, whether it is possible to find
a probabilistic refinement for a given computation tree T . Thus we investigate
the problem of finding for T a sequence (Kn)n∈N of probabilistic relations such
that after a computation history w ∈ T and a given state x at time n the set
{y|wxy ∈ T } of all possible next states for this computation is exactly the set
of states that are assigned positive probability by Kn(x). This problem is posed
in a setting which does not assume that the state space is finite or countable,

R. Berghammer et al. (Eds.): RelMiCS/Kleene-Algebra Ws 2003, LNCS 3051, pp. 86–98, 2004.
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rendering tools that work with discrete probabilities useless, and asking for new
approaches. If the question above is answered in the positive, then not only single
steps in a non-deterministically specified computation can be refined stochasti-
cally but also whole traces arising from those specifications have a probabilistic
refinement. This sheds further light on the relationship between stochastic and
non-deterministic relations (compare [2, 3]).
In fact, it can be shown that under some not too restrictive conditions a com-
putation tree has a probabilistic representation. The restrictions are topological
in nature: we first show (Proposition 5) that a probabilistic representation can
be established provided the set of all possible offsprings at any given time is
compact. This condition is relaxed to the assumption that the state space is
σ-compact, using a topological characterization of the body of a tree over the
natural numbers (Proposition 6).

Overview We introduce in the next section computation trees and define their
probabilistic counterparts. It is shown that a computation tree is spawned by
the traces of a sequence of non-deterministic relations. This also works the other
way around: each computation tree T exhibits a certain lack of memory in the
actions it describes, thus it generates a sequence of relations for which T is just
the corresponding tree. The probabilistic analogue is also studied: we show under
which conditions the probabilistic counterparts of computation trees are spawned
by probabilistic relations; it turns out that memoryless relations between X and
the set X∞ of all X-sequences characterize the situation completely. Section 3
introduces measurable trees as those class of trees for which a characterization
is possible. It gives the mentioned representations, first for the compact, then
for the σ-compact case. It turns out that the latter case is interesting in its own
right .

Acknowledgement The author is grateful to Georgios Lajios for his critical com-
ments. The referees’ suggestions and comments are also gratefully acknowledged.

2 Computation Trees

Denote for a set V by V ∗ as usual the free semigroup on V with ε as the
empty word; V ∞ is the set of all infinite sequences based on V . If v ∈ V ∗,
w ∈ V ∗ ∪ V ∞, then v � w iff v is an initial piece of w, in particular σ |k� σ for
all σ ∈ V ∞, k ∈ N, where (sn)n∈N |k:= s0 . . . sk is the prefix of (sn)n∈N of length
k + 1. Denote for M ⊆ V ∗ all words of length n by πn(M).
A tree T on V is a subset of V ∗ which is closed under the prefix operation, thus
w ∈ T and v � w together imply v ∈ T . The body [T ] of T [7] is the set of all
sequences on V each finite prefix is in T , thus

[T ] := {σ ∈ V ∞|∀k ∈ N : σ |k∈ T }.

Suppose we specify the nth step in a process through relation Rn ⊆ V × V .
Execution spawns a tree by rendering explicit the different possibilities opening
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up for exploitation. Put R := (Rn)n∈N
and

Tree (R) := {v ∈ V ∗|v0 ∈ dom(R0), vj ∈ Rj−1(vj−1) for 1 ≤ j ≤ |v|} ∪ {ε},

then Tree (R) is a tree with body

[Tree (R)] = {α ∈ V ∞|α0 ∈ dom(R0) & ∀j ≥ 1 : αj ∈ Rj−1(αj−1)}.

This is the computation tree associated with R; Tree (R) collects all finite,
[Tree (R)] all infinite traces.
In fact, each tree T spawns a sequence of relations: Define

RT
0 := V 2 ∩ T,

and inductively for k ≥ 1

〈xk, xk+1〉 ∈ RT
k ⇔ ∃〈x0, x1〉 ∈ RT

0 ∃x2 ∈ RT
1 (x1) . . .∃xk−1 ∈ RT

k−2(xk−2) :

xk ∈ RT
k−1(xk−1) ∧ x0x1 . . . xkxk+1 ∈ T.

Example 1. Let T := {ε}∪H12, where Hk is the tree underlying a heap of size k,
the nodes being the binary representations of the corresponding numbers. Then

RT
0 = {〈1, 0〉, 〈1, 1〉},

RT
1 = {〈0, 0〉, 〈0, 1〉, 〈1, 0〉, 〈1, 1〉},

RT
2 = RT

1 .

We see that
Tree
((

RT
n

)
n∈N

)
= {ε} ∪H15

holds, to that T is not generated from the relations RT .

The trees T which may be represented through Tree
((

RT
n

)
n∈N

)
are of interest,

they turn out to be memoryless in the sense that the behavior described by the
tree at time k + 1 depends directly only on the behavior at time k, once the
initial input is provided.
Let for the sets X,Y be A a subset of X , and f : X → 2Y be a set-valued map.
Then define

A ⊗ f := {〈a, b〉|a ∈ A, b ∈ f(a)}
as the product of A and f . It is clear that each subset M ⊆ X × Y can be
represented as a product M = πX [M ]⊗ fM with fM (a) := {b ∈ Y |〈a, b〉 ∈ M},
πX denoting the projection to X .
Using this product, we define memoryless trees through the following observa-
tion: πn+1(T ) can be decomposed as a product

πn+1(T ) = πn(T )⊗ Jn

with Jn : Xn → 2X . Thus the next letter xn in a word x0 . . . xn ∈ T is under this
decomposition an element of Jn(x0, . . . , xn−1), and the tree being memoryless
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means that the latter set depends on xn−1 only. Thus Jn is induced by a map
fn : X → 2X in the sense that

Jn(x0, . . . , xn−1) = fn(xn−1)

holds for all 〈x0, . . . , xn−1〉 ∈ Xn.

Definition 1. A tree T over V is called memoryless iff for each n ∈ N with
n ≥ 2 the set

πn+1(T )

can be written as
πn(T )⊗ Jn,

where Jn : Xn → 2X is induced by a map X → 2X .

This means that only the length of the history and the initial input determines
the behavior of a memoryless tree. Heaps, for example, are not always memory-
less:

Example 2. Let T be the tree according to Example 1, then using the notation
of the decomposition above

J1(1) = {0, 1}
J2(1, 0) = J2(11) = {0, 1}

J3(1, 0, 0) = J3(101) = {0, 1}
J3(1, 1, 0) = J3(110) = {0}
J3(1, 1, 1) = J3(111) = ∅.

Clearly, {ε} ∪Hk is memoryless iff k = 2t − 1 for some t.

It is not difficult to see that the tree Tree
(
(Rn)n∈N

)
is memoryless, and that for

a memoryless tree T with associated maps Jn : X → 2X the equality

RT
n−1 = {〈x, y〉|x ∈ dom(Jn), y ∈ Jn(x)}

for all n ≥ 2 holds.

Proposition 1. Let T be a tree over V . Then the following conditions are equiv-
alent:

1. T = Tree (R) holds for the sequence R =
(
RT

n

)
n∈N

of relations RT
n ⊆ V × V

defined through T .
2. T is memoryless.

In the remainder of the paper we will not distinguish relations from the associated
set valued maps. We will see soon (Prop. 2) that a similar notion will be helpful
to characterize the probabilistic analogue of trees.
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Turning to the stochastic side of the game, we denote for a measurable space X
by P (X) the set of a probability measures on (the σ-algebra of) X . We usually
omit mentioning the σ-algebra underlying a measurable space and talk about its
members as measurable subsets, or as Borel subsets, if X is a metric space, see
below.
Define for the measurable map f : X → Y and for μ ∈ P (X) the image of μ
under f by

P (f) (μ)(B) := μ(f−1[B]),

then P (f) (μ) ∈ P (Y ).
A probabilistic relation K : X � Y between the measurable spaces X and Y [1, 5,
3, 2] is a measurable map K : X → P (Y ), consequently it has these properties:

1. for all x ∈ X , K(x) is a probability measure on Y ,
2. for all measurable subsets B of X , x %→ K(x)(B) is a measurable real-valued

map on X , where measurability of real functions always refers to the Borel
sets in R.

If μ ∈ P (X) ,K : X � Y , define for the measurable subset A ⊆ X × Y

(μ⊗K)(A) :=
∫

X

K(x)(Ax) μ(dx)

with
Ax := {y ∈ Y |〈x, y〉 ∈ A}.

Consequently, μ⊗K ∈ P (X × Y ) .
A Polish space X is a completely metrizable separable topological space; as usual,
we take the Borel sets as the σ-algebra on a Polish space. If X is Polish, so are [6]
P (X) under the topology of weak convergence, X∗ under the topological sum
of (Xn)n∈N, and X∞ under the topological product (where the open sets are
generated by sets of the form

∏
n∈N

An, with all An ⊆ X open, and all but
a finite number equal X).
The topology of weak convergence on P (X) is the smallest topology for which
the evaluation maps μ %→

∫
X
f dμ are continuous for every bounded and contin-

uous function f : X → R.
An important example of a Polish space is furnished by the Baire space N :=
N

∞, where the natural numbers N have the discrete topology, so that each subset
of N is open; N carries the product topology. Closed subsets of N may be
characterized in terms of trees:

Lemma 1. A set D ⊆ N is closed iff D = [T ] for some tree T over N. The body
[T ] of a tree T over N is a Polish space.

Proof. The first assertion follows from [7, Prop. 2.2.13]. Since closed subsets
of Polish spaces are Polish again in their relative topology, the second part is
established.
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One immediate consequence of working in a Polish space is that disintegration
of measures is possible: Suppose μ ∈ P (X1 ×X2) is a probability measure on
the product of the Polish spaces X1 and X2. Then there exists a probability μ1

on X1 and a probabilistic relation K : X1 � X2 such that μ = μ1 ⊗K holds.
Fix for the rest of the paper X as a Polish space. The product Xn is always
equipped with the product topology, the free monoid X∗ has always the topolog-
ical sum, and P (X) always the topology of weak convergence as the respective
topologies.
Now suppose that a sequence K := (Kn)n∈N

of probabilistic relations Kn : X �
X is given. Define inductively a sequence Kn

0 : X � Xn+1 by setting K0
0 := K0,

and for x ∈ X,A ⊆ Xn+2 measurable

Kn+1
0 (x)(A) :=

∫
Xn+1

Kn+1(xn)({xn+1|〈x0, . . . , xn+1〉∈A})Kn
0 (x)(d〈x0 , . . . xn〉)

= (Kn
0 (x)⊗Kn+1) (A).

Let Kn probabilistically specify the nth state transition of a system, then the
probability that the sequence 〈x1, . . . xn〉 is an element of A is given by Kn

0 (x)(A),
provided the system was initially in state x.
It is not difficult to see that the sequence (Kn

0 )n∈N forms a projective system
in the following sense: for the measurable subset A ⊆ Xn+1 and for x ∈ X the
equality

Kn+1
0 (x)(A ×X) = Kn

0 (x)(A)

holds for each n ∈ N. This is the exact probabilistic counterpart to the property
that a tree is closed with respect to prefixes.
Denote the resp. projections (xn)n≥0 %→ 〈x0, . . . , xn〉 by projn+1. Standard argu-
ments [6, V.3] show that there exists a uniquely determined probabilistic relation

K∞
0 : X � X∞

such that for all x ∈ X the equality

P (projn+1) (K∞
0 (x)) = Kn

0 (x)

holds. Thus K∞
0 (x)(A) is the probability that the infinite sequence σ of states

the system is running through is an element of A, provided the system starts
in x. Averaging out the starting state x through an initial probability μ ∈ P (X),
i.e. forming

Tree (K)μ (A) :=
∫

X

K∞
0 (x)(A) μ(dx)

yields a probability measure on X∞. This is the probabilistic analogue to the
body [R] of the tree formed from the sequence R of non-deterministic relations.
We have shown how to reverse this construction in the non-deterministic case by
showing that each tree T yields a sequence of relations R with T = Tree (R). In-
vestigating similarities between non-deterministic relations and their probabilis-
tic counterparts, the question arises whether this kind of reversal is also possible
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for the probabilistic case. To be more specific: Under which conditions does there
exist for a probability measure ν∞ ∈ P (X∞), a sequence K = (Kn)n∈N

of prob-
abilistic relations Kn : X � X and an initial probability μ ∈ P (X) such that
the representation ν∞ = Tree (K)μ holds?
Since in this case μ = P (proj0) (ν∞) must hold, the question is reduced to
conditions under which we can construct for a probabilistic relation L : X � X∞

a sequence K of probabilistic relations X � X such that L = K∞
0 .

Definition 2. A transition probability L : X � X∞ is called memoryless iff
the projection

P (projn+1) (L(x))

can be written for each n ∈ N, x ∈ X as a disintegration

P (projn) (L(x)) ⊗ Jn

with Jn : X � X, where Jn is independent of x.

The reader may wish to compare the definition of a memoryless probabilistic re-
lation to that of a memoryless tree in Def. 1. Similarly, a comparison of Prop. 1
for the set valued case with Prop. 2 addressing the probabilistic case may be il-
luminating. Memoryless transition probabilities characterize those relations that
arise through refinements.

Proposition 2. Let L : X � X∞ : be a probabilistic relation. Then the fol-
lowing conditions holds: There exists a sequence K = (Kn)n∈N

of probabilistic
relations Kn : X � X such that L = K∞

0 iff L is memoryless.

Thus there are in fact striking similarities between non-deterministic relations
and their probabilistic counterparts, when it comes to specify reactive, i.e., long
running behavior. Both generate memoryless trees, and from these trees the sin-
gle step behavior can be recovered. This is always true for the non-deterministic
case (since we consider here only possibilities without attaching any constraints),
it is possible in the probabilistic case under the condition that probabilities on
product spaces can be suitably decomposed.
The next section will deal with a transfer between non-deterministic and prob-
abilistic relations: Given is a tree, can we generate it probabilistically?

3 Representing Measurable Trees

A stochastic representation K of a non-deterministic relation R should have the
following properties: we have K(x)(R(x)) = 1 for each x, indicating that a state
transition in state x is guaranteed to lead to a state in R(x), and we want the
latter set to be exactly the set of all target states. This latter condition on exact
fitting of R(x) is a bit cumbersome to formulate if the space X is not finite or
countable. But the topological structure on X comes in helpful now. We want
R(x) to be the smallest set of all states for which each open neighborhood U has
positive probability K(x)(U).
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This is captured through the support of a probability: Given μ ∈ P (X) , define
supp(μ) as the smallest closed subset F ⊆ X such that μ(F ) = 1, thus

supp(μ) :=
⋂
{F ⊆ X |F is closed and μ(F ) = 1}.

It can be shown that μ(supp(μ)) = 1, and x ∈ supp(μ) iff μ(U) > 0 for each
neighborhood U of x. So this is exactly what we want.

Definition 3. Let Y be a measurable space, and Z be a Polish space, R ⊆ Y ×Z
a non-deterministic relation, and K : Y � Z a probabilistic one. Then

R |= K ⇔ ∀y ∈ Y : R(y) = supp(K(y)).

We say that K represents R.

These are some elementary properties of the representation:

Example 3. Assume Ri |= Ki for i = 1, 2, where Ri ⊆ X × Y, then

R1 ∪R2 |= K1 ⊕p K2.

Here the union is taken element wise, 0 ≤ p ≤ 1, and

(K1 ⊕p K2) (x)(A) := p · k1(x)(A) + (1 − p) ·K2(x)(A)

is the convex combination of K1 and K2.

This will be generalized considerably in Proposition 7.
Measurable relations will provide a link between non-deterministic and stochastic
systems, as we will see. Let us fix some notations first.
Assume that Y is a measurable, and that Z is a Polish space. A relation R ⊆
Y × Z induces as above a set-valued map through

Y ' y %→ R(y) := {z ∈ Z|〈y, z〉 ∈ R} ∈ 2Z.

If R(y) always takes closed and non-empty values, and if the (weak) inverse

(∃R)(G) := {y ∈ Y |R(y) ∩G �= ∅}

is a measurable set, whenever G ⊆ Z is open, then R is called a measurable
relation on Y × Z.
It is immediate that the support yields a measurable relation for a probabilistic
relation K : Y � Z: put

RK := {〈y, z〉 ∈ Y × Z|z ∈ supp(K(y))},

then
(∀RK)(F ) = {y ∈ Y |K(y)(F ) = 1}
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is true for the closed set F ⊆ Z, and

(∃RK)(G) = {y ∈ Y |K(y)(G) > 0}

holds for the open set G ⊆ Z. This set is measurable. It is also plain that R |= K
implies that R has to be a measurable relation. Given a set-valued relation R,
a probabilistic relation K that satisfies R can be found. For this, R has to take
closed values, and a measurability condition is imposed; from [3] we get:

Proposition 3. Let R ⊆ Y × Z be a measurable relation for Z Polish. If Z is
σ-compact, or if R(y) assumes compact values for each y ∈ Y , then there exists
a probabilistic relation K : Y � Z with R |= K.

Compactness plays an important role in the sequel, so we state the representation
only for this case, leaving aside a more general formulation. The representation of
non-deterministic by stochastic relations presented here is used in [4] to construct
the probabilistic refinement of a Kripke model.
We are interested in trees. The notion of a measurable tree is introduced as an
analogue to measurable relations.

Definition 4. The tree T ⊆ X∗ is called a measurable tree iff the following
conditions are satisfied:

1. T is memoryless,
2. [T ] �= ∅,
3. T • := {〈v, x〉 ∈ X∗×X |vx ∈ T } constitutes a measurable relation on X∗×X.

The last condition implies that T •(v) is a closed subset of X for all v ∈ T .
The condition [T ] �= ∅ makes sure that ∀v ∈ T : T •(v) �= ∅, so that the tree
continues to grow, hence T has the proper range for a measurable relation. Since
T • constitutes a measurable relation the graph of which is just T , it follows that T
is a measurable subset of X∗. The first condition constraints our attention to
memoryless trees; this is not too restrictive because a tree that is represented
through a stochastic relation is memoryless in view of Prop. 1.
We start with a simple observation: If all relations Rn are measurable relations,
then Tree (R) is a measurable tree:

Lemma 2. Construct Tree (R) from the sequence R = (Rn)n∈N
as above, then

Tree (R) ⊆ X∗ is a Borel set, provided each Rn ⊆ X×X is. Moreover, Tree (R) =
{〈v, x〉|v ∈ Tree (R) , x ∈ X so that vx ∈ Tree (R)} is a measurable relation,
provided each Rn is.

Since a probabilistic relation generates a measurable relation, this has as an easy
consequence:

Proposition 4. Let (Kn)n∈N be a sequence of probabilistic relations Kn : X �
X. Then Tree

(
(supp(Kn))n∈N

)
constitutes a measurable tree.

We can show now that under a compactness condition a measurable tree may
be generated from some probabilistic refinement.



Tracing Relations Probabilistically 95

Proposition 5. Let T be a measurable tree on X, and assume that T ∩Xk is
compact for each k ≥ 0. Then there exists a sequence (Kn)n≥0 of probabilistic
relations Kn : X � X such that

T = Tree
(
(supp(Kn))n∈N

)
holds.

The proof of this statement makes substantial use of some non trivial properties
of Borel sets in Polish spaces.

Proof.

1. Define the sequence (RT
k )k≥0 of relations for T as above, then there exists

for each k ≥ 1 a measurable subset Dk ⊆ X such that

RT
k : Dk → K(X)

is a measurable map. This will be shown now. Fix k ≥ 0, and let (xn)n≥0 ⊆
RT

k+1(x
′) be a sequence, thus we can find vn ∈ T ∩ Xk with vnx

′xn ∈
T ∩ Xk+2. Since the latter set is compact, we can find a convergent sub-
sequence (vn�

x′xn�
)�≥0 and vx′x ∈ T with vn�

x′xn�
→ vx′x, as  → ∞.

Consequently, RT
k+1(x

′) is closed, and sequentially compact, hence compact,
since X is Polish. Thus RT

k+1(x) ∈ K(X), provided the former set is not
empty. The domain Dk of RT

k is

Dk = πX [{〈v, x〉 ∈ T ×X |T (vx) �= ∅}]
= πX [{〈v, x〉 ∈ T ×X |T (vx) ∩X �= ∅}] .

If we can show that (∀RT
k+1)(F ) is Borel in X whenever F ⊆ X is closed,

then measurability of Dk will follow (among others).
2. In fact, if F ⊆ X is closed, then the compactness assumption for T implies

that
{〈v, x〉 ∈ T ×X |T (vx) ∩ F �= ∅}

is closed, consequently,

H(F ) := {〈v, x〉 ∈ T ×X |T (vx) ⊆ F}

is a Gδ set, since F is one. Hence H(F ) is Borel. Because the section H
(F )
x

is compact for each x ∈ X , the Novikov Theorem [7, Th. 5.7.1] implies now
that

πX

[
H(F )
]

= (∀RT
k+1)(F )

is measurable.
3. The map RT

k+1 : Dk → K(X) is measurable for each k ≥ 0. Because RT
k+1

takes compact and nonempty values in a Polish space we can find by Prop. 3
a probabilistic relation Kk+1 : X � X such that RT

k+1 |= supp(Kk+1). Hence

T = Tree
(
(supp(Kn))n∈N

)
is established.
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This result makes the rather strong assumption that each slice T ∩ Xn of the
tree at height n is compact. A little additional work will show that this may
be relaxed to σ-compactness. For this fix a measurable tree T over a σ-compact
Polish space X (so X may be represented as

X =
⋃
n∈N

Xn,

where each Xn is compact) such that T ⊆ X∗ is closed. Define for α = n0 . . . nk−1

∈ N
k the compact set

Xα := Xn0 × · · · ×Xnk−1 ,

and put
S := {α ∈ N

∗|T ∩Xα �= ∅}.
Clearly, S is a tree over N. Now let σ ∈ [S], and set

Tσ := {v ∈ X∗|v ∈ T ∩Xσ||v|}.

From the construction it is clear that

T =
⋃

σ∈[S]

Tσ

holds, the bar denoting topological closure.
Since Tσ∩Xn is compact for each n ∈ N, T ⊆ X∗ is closed, and T is a measurable
tree over X , the condition of Prop. 5 is satisfied. Thus there exist probabilistic
relations (Kn,σ)n∈N such that

Tσ = |(supp(Kn,σ))n∈N|

is true.
A representation of T will be obtained by pasting the relations (Kn,σ)n∈N along
their index σ. Since [S] may be uncountable, we have probably more than count-
ably many of these families of probabilistic relations, so gluing cannot be done
through simply summing up all members. The observation that the body [S]
of tree S is a Polish space will come in helpful now: we construct a probability
measures on the set of indices and integrate the (Kn,σ) with this measure.
The following Lemma helps with the construction. Call a probability measure
on a Polish space thick iff it assigns positive probability to each non-empty open
set. Construct for example on the real line the probability measure

A %→
∫

A

f(x) dx

with a strictly increasing and continuous density f : R → R+, then this consti-
tutes a thick measure. But it can be said more:

Lemma 3. Let P be a Polish space. There exists a thick measure μ� ∈ P (P ).
Assume that Q is a Polish space, and that φ : P → P (Q) is continuous,
where P (Q) is endowed with the topology of weak convergence. Define μ•(A) :=∫

P
φ(p)(A) μ�(dp). Then supp(μ•) =

⋃
p∈P supp(φ(p)) holds.
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Note that the continuity condition imposed above for φ : P → P (Q) is satisfied
whenever the set {p ∈ P |φ(p)(U) > 0} is open for an open U ⊆ Q. It turns out
that

[S] ' σ %→ Kn,σ ∈ P (X)

has this property for fixed n ∈ N, since it is a continuous map, when [S] has
the topology inherited from the Baire space N , and P (X) carries the weak
topology.
Because the body of tree S is a Polish space by Lemma 1, we obtain the gener-
alization of Prop. 5.

Proposition 6. Let T be a measurable tree on the σ-compact Polish space X
such that T ⊆ X∗ is closed. Then there exists a sequence (Kn)n≥0 of probabilistic
relations Kn : X � X such that

T = Tree
(
(supp(Kn))n∈N

)
holds.

The proof takes a thick probability on [S] and pastes the (Kn,σ) along σ, making
heavy use of the construction in Lemma 3, because σ %→ Kn,σ(x) is always
continuous. This is so since Tσ ∩Xn depends only on σ |n, hence only on a finite
number of components of σ.
In the theory of convex cones, the integral over a probability measure is often
interpreted as the generalization of a convex combination. We state as a gener-
alization of Example 3 the following continuous version:

Proposition 7. Let P be a Polish space, and assume that for a family (Rp)p∈P

of relations Rp ⊆ X × X indexed by P the stochastic representation Rp |= Kp

holds. Let μ� ∈ P (P ) be a thick probability measure on P. Assume that the
family of probabilistic relations Kp : X � X has the additional property that
p %→ Kp(x) is weakly continuous for each x ∈ X. Then

⋃
p∈P

Rp |= λxλA.

∫
P

Kp(x)(A) μ�(dp)

holds.

4 Conclusion

We show that there are some interesting similarities between non-deterministic
and probabilistic ways of describing a system in terms of computation trees. We
first relate that the construction of traces for both kinds of relations exhibit the
same principles of construction (which could be described in terms of monads,
but this does not happen here). Then we give representations of measurable trees
in terms of probabilistic relations under some topological conditions.
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Abstract. We present an extension of Kleene algebra (KA) that can
be used for modeling a record based view of pointer structures. This is
achieved by transferring some concepts of fuzzy relation theory to KAs.
The defined framework enables us to maintain within a single extended
Kleene algebra several equally shaped KAs modeling distinct record se-
lectors.

Keywords: Kleene algebra, embedding, pointer algebra, pointer struc-
tures.

1 Introduction

Pointer algorithms are of great importance in the world of programming. Al-
though very error-prone, they are of special interest because of their performance.
In modern programming languages, direct pointer manipulations are forbidden,
but this only shifts the problem to a higher level of abstraction. Every object-
oriented programming language has to manipulate a large net of connected ob-
jects. Even those more abstract pointer structures do not support or simplify
the formal reasoning about correctness of the used algorithms. On the system
side the problem continues. Modern programming languages support the user
with automatic memory management. This requests a garbage collection mech-
anism that also has to handle potentially extremely interlinked object sets on
the heap. To formally solve these problems we introduce a Kleene algebra-based
axiomatization of a pointer algebra that enables us to formulate properties of
pointer structures and formally derive pointer algorithms.

Kleene algebra [3], the algebra build from the regular operations join, com-
position and finite iteration, has turned out to be an appropriate tool for the
development of graph algorithms and the formalization of graphs. Nevertheless,
in all Kleene algebra-based considerations, only unlabeled graphs are treated,
which results in a separate treatment of distinctly labeled link structures. This
is not an appropriate solution for reachability considerations via more than one
or all differently labeled edges. This paper presents a calculus based on Kleene
algebra that manages to cope with pointer structures represented by labeled
graphs. This is achieved by porting results from abstract fuzzy relation theory
to Kleene algebra.

R. Berghammer et al. (Eds.): RelMiCS/Kleene-Algebra Ws 2003, LNCS 3051, pp. 99–111, 2004.
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Fig. 1. Example of composition

Fuzzy relation algebra is an abstraction of relation algebra where relations
are expressed in a graded way. Comparable to membership grades in fuzzy set
theory, object relations are expressed in different gradations. A generalization
of these are L-fuzzy relations where the relation grades form a lattice L. If this
lattice is atomic we can interpret L-fuzzy relations as consisting of arrows labeled
with a set of atoms from L. This again can be seen as an abstract view of labeled
graphs which has been shown to be a useful model for a record based view of
pointer structures [14].

The idea of the presented formalization is that join represents the union.
Composition of two labeled graphs G1 and G2 connects nodes S and T with label
μ exactly if there is an μ-labeled edge from S to U in G1 and from U to T in G2

(Figure 1). So composition should yield all equally labeled paths of length two
where the first step is performed in G1 and the second step in G2. Algebraically,
graphs only consisting of equally labeled self-links are scalars and equally labeled
completely connected graphs correspond to ideals (Figure 2). In graph theory,
intersection with these ideals is used to have access to μ-labeled subgraphs.
As there is no meet in Kleene algebra, we establish a bijective correspondence
between scalars and ideals and use composition with scalars to achieve the same
result.

There still remains the question why we do not use fuzzy relation algebra
straight away. Almost all areas that have to be treated formally demand a pow-
erful but also concise calculus. As these two desires affect each other we are
forced to find a compromise between them. Kleene algebras have turned out to
be an algebraic system that is simple in its treatment on the one hand and of
high expressive power on the other. It has been shown that many algebraic prob-
lems previously treated with a relational framework do not really need a converse
operation and make do with sequential composition, choice, iteration and some
minor extensions [1, 2, 5, 17].

This paper is structured as follows: Section 2 defines Kleene algebra, exten-
sions and operators. A short overview shows in Section 3 which extra axioms
are needed to establish a bijection between scalars and ideals. In Section 4 the
notion of crispness is introduced and it is explained how L-fuzzy relations can
be used to model pointer structures. Section 5 shows how the previously de-
fined framework can be used to algebraically treat pointer structures. Finally,
Section 6 summarizes and points out future work.
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2 Extensions of Kleene Algebra

This section presents extensions of Kleene algebra and all the operations that
are used to achieve an embedding of several Kleene algebras, each modeling
a uniquely labeled graph, into one Kleene element. A complete axiomatization
with all used extensions is given in Definition 10. As basis we use the axiomati-
zation as given by Kozen [13].

Definition 1 (Kleene Algebra). A Kleene algebra (K,+, ·, 0, 1,∗ ) is an idem-
potent semiring with star, viz. (K,+, 0) and (K, ·, 1) are monoids, + is commuta-
tive and idempotent, composition distributes through joins and 0 is an annihilator
for composition. For star the following properties are postulated:

1 + a∗ · a = a∗ (l-star)
1 + a · a∗ = a∗ (r-star)

b + a · c ≤ c→ a∗ · b ≤ c (l-star-ind)
b + c · a ≤ c→ b · a∗ ≤ c (r-star-ind)

Like in Kleene algebra with tests [13] we also need a Boolean sort which here
represents the nodes in a graph. In contrast to Kozen we identify the tests with
the set of predicates P = {s : s ≤ 1} and demand that they form a Boolean
algebra (P ,+, ·,¬, 0, 1), with ¬ denoting the complement in P . We will denote
predicates by symbols s and t. This approach is a special view of dynamic alge-
bra [16], embedding the Boolean sort into the KA such that the module function
coincides with the image operation presented in Definition 4. The composition
with a predicate can be interpreted as restriction of the graph to a set of nodes.

A helpful tool to gain knowledge about the internal structure of elements but
nevertheless staying in an abstract framework is residuation. Residuals charac-
terize largest solutions of certain linear equations and are defined by Galois
connections:

Definition 2 (Residuals). b ≤ a\c def⇔ a · b ≤ c
def⇔ a ≤ c/b

We will call a Kleene algebra where all residuals exist a residuated KA. In con-
trast to our earlier approaches, we do not assume anymore the existence of
arbitrary residuals. The reasons are, first, that existence of residuals is a rather
strong demand and, second, that for our purpose we only need residuals with
respect to predicates. These can be defined using a greatest element �. There-
fore we assume subsequently that the KAs considered have a top element. Note
that in all residuated KAs there is a top element, viz. 0\0.

Lemma 1. In residuated KAs the residuals of predicate s can be expressed as

s\a = a + ¬s · � a/s = a +� · ¬s (1)

Proof. We only show the first equality. Assume a residuated KA, then

“≥”: a + ¬s · � ≤ s\a⇔ s · (a + ¬s · �) ≤ a⇔ s · a ≤ a
“≤”: s\a = s · (s\a) + ¬s · (s\a) ≤ a + ¬s · � �
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So, subsequently we only assume (non-residuated) KAs extended with � and use
\ as well as / as abbreviation defined by terms (1). In this structure, Lemma (1)
implies the Galois connections with respect to predicates, so that subsequently
we can use all standard results about residuals restricted to predicates.

Lemma 2. s · a ≤ b⇔ a ≤ s\b and a · s ≤ b⇔ a ≤ b/s

Proof. Assume s · a ≤ b. Then a = s · a+¬s · a ≤ b+¬s · � = s\b. Now assume
a ≤ s\b. Then s · a ≤ s · (s\b) = s · (b + ¬s · �) = s · b ≤ b �

For an abstract treatment of domain and codomain we use predicates defined
equationally based on an axiomatization given in [4].

Definition 3 (Domain). The domain � of an element is required to satisfy:

a ≤ �a · a �(s · a) ≤ s

Codomain � is defined symmetrically. For practical applications these two laws
have to be supplemented by a law called left-locality (�(a · b) = �(a · �b)). This
describes the fact that calculation of the domain of a composition only depends
on the domain of the right argument. We will show that locality follows from
a later added extension and therefore do not demand this law right here.

To work with pointer structures one needs two other essential operations. To
follow the links we require a possibility to calculate all the direct successors of
a node. This is achieved by the image operator : that calculates the successors of
a set of nodes. To be able to modify a pointer structure we also need an update
operator | that selectively alters links. Both can be defined using the framework
presented so far:

Definition 4 (Image/Update).

s : a def= (s · a)� b | a def= b + ¬�b · a

We assume that · binds stronger than : or | and they again bind stronger than
+. Abstract properties of the image operator are investigated in the setting
of Kleene modules in [9]. Since the image operator is build from two mono-
tone functions, that both distribute through joins, these properties are directly
inherited. The induction principle for the star operator in Kleene algebra (Def-
initions l-star-ind and r-star-ind), can be lifted to the image under a starred
Kleene element.

Lemma 3. s + t : a ≤ t⇒ s : a∗ ≤ t

The properties of selective updates are shown in detail in [6].

3 Ideals and Scalars

Since we are interested in a record based view of pointer structures, a single
sort of links is not sufficient. We need distinct selectors for each record com-
ponent. A record-based pointer structure then can be represented by a labeled
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Fig. 2. Representation of scalars and ideals

graph. Each node is identified with the address of a record whereas links marked
with selector names represent the record components. The basic trick to model
labeled graphs is to identify each label with a relation grade of an L-fuzzy re-
lation. These grades form a lattice L which can be interpreted as the lattice
of selector handles. Although the reader may think of a matrix algebra with
matrix entries from set L as a sort of standard model, our approach is more gen-
eral. Goguen categories [18], an extension of Dedekind categories, also known as
locally complete division allegories in [10], have shown to be a suitable axioma-
tization for L-fuzzy relations. To represent labeled graphs we port some results
from Dedekind categories to KAs.

The access to differently labeled links or subgraphs is based on a bijective
connection between ideals and scalars, which does not hold in all Kleene algebras.

Definition 5 (Ideal). A right ideal is an element j ∈ K that satisfies j = j ·�.
Symmetrically we define the notion of a left ideal. An ideal then is an element
that is a left and a right ideal (that fulfills � · j · � = j).

An ideal corresponds to a completely connected graph where all arrows are
identically labeled with the same selector (see Figure 2). Each of these graphs
plays the rôle of a top element in the sublattice for a fixed selector.

Definition 6 (Scalar). An element α ∈ P is called a scalar iff α · � = � · α.

The set of scalars will be denoted by S. Scalars are similar to ideals except that
they are not completely connected. There are only pointers from each node to
itself (Figure 2). Scalars not only commute with top but also show some other
nice commutativity properties:

Lemma 4. Let α ∈ S and a ∈ K. Then α\a = a/α and α · a = a · α

In the sequel we denote ideals by j and scalars by α, β. We now show in a short
overview how the bijective correspondence between scalars and ideals can be
established in KAs. The two mutually inverse functions that relate ideals and
scalars bijectively in a Dedekind category with � denoting the meet are [12]:

iSJ (α) = α · � iJS(j) = j � 1 (2)
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The bijection follows from the validity of the modular laws in Dedekind cate-
gories. In fact, one only needs the weaker versions that use � as the conversed
element so that the converse is not needed explicitly in the proof (we assume
that · binds stronger than �):

� · a � b ≤ � · (a �� · b) a · � � b ≤ (a � b · �) · � (3)

Although we got rid of conversion, there is no meet operation in KA. But we can
find a remedy by replacing the meet with domain. In the case that the restricted
modular laws (3) hold, there is a closed formula for domain:

�a = a · � � 1 (4)

As a consequence iJS on ideals simplifies to

iJS(j) = j � 1 = j · � � 1 = �j
This is an operation also present in Kleene algebra. Now we can give axioms not
using meets that are weaker than the modular laws but also imply Equation (4):

Lemma 5. In Dedekind categories the following conditions are equivalent:
1. �a ≤ a · �
2. �a · � = a · �
3. �a = a · � � 1

It is easy to show that 1. and 2. are equivalent even in KAs with � and domain.
Symmetrically, the corresponding formulas for codomain are equivalent. Moti-
vated by Equation 5.1 we call the equations of Lemma 5 and the corresponding
codomain versions subordination of domain and codomain, respectively. Under
the assumption of subordinated domain and codomain we can define the two
mappings from (2) in KA with top and domain/codomain by

iSJ (α) = α · � iJS(j) = �j
Indeed both functions are injective and the bijection between ideals and scalars
can be shown by: iJS(iSJ (α)) = iJS(α · �) = �(α · �) = α

iSJ (iJS(j)) = iSJ (�j) = �j · � = j · � = j
In the sequel we will assume an extended Kleene algebra which is a KA with
top, domain and codomain as well as subordination of domain and codomain.

As we mentioned earlier, locality follows from subordination. So for example
left-locality holds in Kleene algebra extended with one of the equations from
Lemma 5:
Lemma 6. Assume subordination of domain. Then �(a · �b) = �(a · b)
Proof. �(a · �b) ≤ �(a · b · �) = �(�(a · b) · �) = �(a · b), and the opposite direction
holds in all Kleene algebras. �

Conversely, right-locality follows from one of the properties that hold symmet-
rically for codomain. So a KA with subordinated domain and codomain shows
locality. Locality of composition is directly inherited by the image operator. The
corresponding equality is:
Lemma 7. Locality of the image operator (s : a) : b = s : (a · b).
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Fig. 3. Example graph and application of ↑ and ↓

4 Formalizing Crispness

To formalize L-fuzzy relations, a notion of crispness is needed. Crispness de-
scribes the total absence of uncertain information. So a crisp relation relates two
elements a hundred percent or not at all. To model crispness we define two new
operators ↑ and ↓ that send an element to the least crisp element it is included
in and to the greatest crisp element it includes, respectively. The effect of these
operations carried over to labeled graphs is depicted in Figure 3.

In the original graph on the left side a crisp connection exists from node A
to node B as they are connected by all types of links. Applying ↑ results in the
graph in the middle, where all previously partially linked nodes are linked totally.
Application of ↓ yields the graph on the right side in which only the previously
crisp parts remain. As ↑ and ↓ produce related least and greatest elements, we
can use a Galois connection to define them. The following equations have to
hold:

Definition 7 (Up and Down).

1. (↑,↓) form a Galois connection, viz: a↑ ≤ b⇔ a ≤ b↓

2. (a · b↓)↑ = a↑ · b↓ and (a↓ · b)↑ = a↓ · b↑
3. If α is a scalar and α �= 0, then α↑ = 1

From the Galois connection there follows immediately distributivity of the lower
adjoint ↑ through joins and the cancellation laws. Further ↑ and ↓ show the
following properties:
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Lemma 8.

1. 1↑= 1
2. a↓↑ = a↓ and a↑↓ = a↑

3. a↑↑ = a↑ and a↓↓ = a↓

4. a ≤ a↑ and a↓ ≤ a
5. a↑ = a⇔ a↓ = a

6. 0↑ = 0 and �↑ = �
7. (a) a↑ = 0⇔ a = 0

(b) a↓ = � ⇔ a = �
(c) s↓ = 1⇔ s = 1

8. (a · b↑)↑ = a↑ · b↑ = (a↑ · b)↑

We can now define crisp elements as those that are not changed by ↑:

Definition 8 (Crisp). An element a ∈ K is called crisp, if a↑ = a.

Crisp elements are closed under join and composition. All the constants 0,1 and
� are crisp.

To retrieve a desired element from a graph we need a unique identifier for
the embedded subgraphs. To achieve this, scalars which represent the labeling
of links are used as handles to access the subgraphs labeled with these marks.
Then we have to calculate a sort of projection that provides the embedded
parts. By validity of α\a = a+¬α ·� we can see that the residual under a scalar
completes the graph with links labeled with marks that are not in α. So two
nodes are completely connected in α\a if and only if they were at least linked
before via all pointers described by α. Application of ↓ yields a graph completely
connecting all the nodes that were previously connected at least via the α links.
By restricting this result to α we get a graph consisting of all the α-links of the
original graph. So we define the projection function:

Definition 9 (Projection). Pα(a) = α · (α\a)↓

Calculation of the image of m under Pα(a) gives us the α-successor of m. The
sets Kα = {α · (α\a)↓ | a ∈ K} of all elements of a scalar α form a Kleene
algebra (Kα,+, ·, 0, α,∗ ) itself 1. The ideal j = α · � corresponding to α is the
top element. This shows that the Kleene algebras for each selector are embedded
into the KA.

For some proofs we additionally need a property called the resolution form
of a fuzzy relation.

a ≤
∑
α∈S

Pα(a) (fuzzy-res)

This demand is quite natural and essentially says that a fuzzy relation is covered
by the union of all its projections. To summarize we define:

Definition 10 (Enriched KA). An enriched Kleene algebra (EKA) is
a Kleene algebra (K,+, ·, 0, 1,∗ ) where the set of predicates forms a Boolean
lattice, a top element �, subordination of domain/codomain and ↑, ↓ satisfying
the axioms in Definition 7 and Equation fuzzy-res.

EKAs are our basis to calculate with properties of pointer structures and
labeled graphs.
1 To be correct, α has to be atomic in the set of scalars [8].
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5 Pointer Algebra

This section shortly explains how enriched Kleene algebra elements can be uti-
lized to define operations of a pointer algebra. It is shown that we can express
all the operations defined and used in [14]. Some nice and important rules are
mentioned. More properties and all the proofs can be found in [8].

As there is no separate sort for addresses, we have to model them as particular
elements of the Kleene algebra. In an unlabeled graph they could be represented
by predicates which, in turn, are nodes with only a single self-link. For labeled
graphs crisp predicates have to be used. These are nodes that have self-pointers
with all possible labels.

Definition 11 (Address). A crisp element m ≤ 1 is called an address.

In the sequel we will use letters m and n to denote addresses. As addresses are
crisp they are closed under join and composition. Additionally they are closed
under complement and so form a lattice.

An important requirement for pointer algorithms is the existence of a special
address ) that models a terminal element for data structures. In contrast to
Hoare and Jifeng [11] who propose to model it by an address with all links
pointing to itself we choose ) to be a special node from which no links start.
This is a natural condition for ) expressing that ) can not be dereferenced. So
for all elements a that represent stores it has to hold that there is no image
of ) under a which is expressed by ) : a = 0. We will refer to a pair (m, a)
consisting of an entry address m and a store a by the notion pointer structure.
The most important properties in pointer structures are based on reachability
observations. We are especially interested in addresses or nodes reachable from
a set of starting addresses as well as in the corresponding part of the store. So
we define two reachability operators. The first calculates all reachable addresses
starting from m in store a. The second operator restricts the store to the part that
contains all the links and addresses that are reachable from the entry address.
This is a sort of projection of the accessible part of the store.

Definition 12 (Reach/From). reach(m, a) def= m : (a↑)∗

from(m, a) def= reach(m, a) · a

We immediately notice that reach by definition is a closure operator in its first
argument. Likewise from forms an interior operator in the second argument. Both
operators are connected since equivalence of the from part implies equivalent sets
of reachable nodes. The opposite direction does not have to hold because there
can be different stores with the same reachability behaviour.

Lemma 9. from(m, a) = from(m, b)⇒ reach(m, a) = reach(m, b)

This shows that the from operator really singles out the accessible part of the
store. So the reachable addresses of the live part are exactly the ones reachable
in the original store:
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Corollary 1. reach(m, from(m, a)) = reach(m, a)

On the other hand, if we know which addresses are allocated, we are able to
define a complementary operator to reach that calculates all the used but not
reachable records in a pointer structure. Therefore we define recs that returns
the allocated addresses of a which are all the elements a pointer link starts from.

Definition 13. recs(a) def= (�a)↑

As � and ↑ can be commuted, this is equivalent to recs(a) = �(a↑). It also imme-
diately follows that the allocated records of from(m, a) are all allocated records
that are reachable.

Corollary 2. recs(from(m, a)) = reach(m, a) · recs(a)
The allocated but non-reachable records are all those in recs without the reach-
able ones. This is an abstract description of garbage nodes (cells that were in
use but are no longer reachable from the roots) in the store.

Definition 14. noreach(m, a) def= recs(a) · ¬reach(m, a)

The previously noticed relation between reach and from (Lemma 9) immediately
can be applied to noreach . So we get an alternative definition for noreach.

Lemma 10. noreach(m, a) = recs(a) · ¬recs(from(m, a))

Most simplifications during reasoning about pointer structures is based on local-
ization properties. So for example parts of the memory do not have any effect for
the calculation of pointer structure operators if certain addresses are not reach-
able. Many of the interesting laws need such a non-reachability precondition and
serve to simplify reach or from expressions. Thus, we define the predicate � that
expresses that none of the nodes in n is reachable from pointer structure (m, a):

Definition 15. (m, a) � n
def= reach(m, a) · n = 0

If we assume that the allocated records of a distinct part in a composed store are
not reachable one can ignore these regions in reachability calculations. Mostly
this is applied on joined and updated stores:

Lemma 11. Assume (m, a) � recs(b), then

1. reach(m, a + b) = reach(m, a)
2. reach(m, b | a) = reach(m, a)

3. from(m, a + b) = from(m, a)
4. from(m, b | a) = from(m, a)

The proofs are rather simple using image induction (Lemma 3) whereas in [14]
fixed point induction over a suitable predicate is needed.

More interesting predicates of pointer structures are sharing and acyclicity.
Using these preconditions even more sophisticated laws can be shown. We say
two pointer structures do not show sharing if there are no common addresses
reachable. As exception we allow sharing of ), since this address is used as anchor
element in all inductively defined data structures.
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Definition 16. ¬sharing(m,n, a)⇔ reach(m, a) · reach(n, a) ≤ )

For the definition of acyclicity we have investigated and examined several char-
acterizations in [8]. The most suitable is a predicate called progressively finite
on graphs. This is equivalent to acyclicity if the graph is finite. As pointer struc-
tures in real programs should be finite, we can choose progressive finiteness as
a characterization for acyclicity.

Definition 17. A store a is called acyclic, if ∀m ∈ P . m ≤ m : a↑
+ → m ≤ 0

With the assumption of acyclicity we can show stronger properties of pointer
algebra operations.

To have the possibility to define single links from one address to another
we can also define a ministore (m α→ n) = Pα(m · � · n) that models α-linked
addresses from m to n. Using such a ministore and the update operator we are
able to describe single changes of the pointer structure. In particular we can
show some of the most sophisticated rules that are needed to derive algorithms
on pointer structures with selective updates. We abbreviate the α-successor of
m in store a by aα(m) def= m : Pα(a). With this we immediately get:

Corollary 3. Set c = (m α→ n) | b. Then

1. (n, b) � m⇒ from(n, c) = from(n, b)
2. α · β = 0 ∧ (bβ(m), b) � m⇒ from(cβ(m), c) = from(bβ(m), b)

The proofs are direct consequences of Lemma 11 and properties of ministores.
For the second proposition one needs to show that cβ(m) = bβ(m) which follows
from α · β = 0. In a C-like notation with implicit store the first proposition can
be written:

from(p->α) = from(q) holds after assignment p->α=q, if address p is not
reachable from address q.

This says that if the α-successor of a pointer structure p is set to q then, under
the given reachability conditions, selection of the α-successor yields a reachable
substructure equal to q.

6 Summary and Outlook

We have presented a formalization of pointer structures and operations in an
extended Kleene algebra. This algebra models records and links between them.
Such a model has proved to be a useful tool for formally deriving pointer algo-
rithms from an abstract specification [7, 14]. There, the framework is used for
ensuring correctness and optimizing the resulting algorithms. A big challenge for
the calculus is a formal treatment of a garbage collector. Although this has been
done several times before, this will be a testbed for analyzing how powerful and
concise the algebra presented here is.
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Concerning the particular axiomatization, the following can be observed. Be-
cause of the Horn formulas for star induction rule and in the Galois connection
for the definition of ↑ and ↓, the defined class of algebras forms a quasi-variety.
Nevertheless there are equational axiomatizations for action logic [15], which cor-
responds to KAs with existing residuals. There, also induction is defined purely
equationally. We have here also used an equational characterization to define do-
main and codomain in contrast to previous axiomatizations that used a Galois
connection. Last but not least we also can give an equational characterization of
the up and down operators, which means that the whole algebra can be defined
as a variety.
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[9] T. Ehm, B. Möller, and G. Struth. Kleene modules. This volume, 2003. 102
[10] P. J. Freyd and A. Scedrov. Categories, Allegories, volume 39 of North-Holland

Mathematical Library. North-Holland, Amsterdam, 1990. 103
[11] C.A.R. Hoare and H. Jifeng. A trace model for pointers and objects. In R. Guer-

raoui, editor, ECCOP’99 - Object-Oriented Programming, 13th European Confer-
ence, Lisbon, Portugal, June 14-18, 1999, Proceedings, volume 1628 of Lecture
Notes in Computer Science, pages 1–17. Springer-Verlag, 1999. 107



Pointer Kleene Algebra 111

[12] Y. Kawahara and H. Furusawa. Crispness and representation theorems in
Dedekind categories. Technical report DOI-TR 143, Kyushu University, 1997.
103

[13] D. Kozen. Kleene algebra with tests. ACM Transactions on Programming Lan-
guages and Systems, 19(3):427–443, May 1997. 101
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Abstract. We propose axioms for Kleene modules (KM). These struc-
tures have a Kleene algebra and a Boolean algebra as sorts. The scalar
products are mappings from the Kleene algebra and the Boolean algebra
into the Boolean algebra that arise as algebraic abstractions of relational
image and preimage operations. KM is the basis of algebraic variants of
dynamic logics. We develop a calculus for KM and discuss its relation
to Kleene algebra with domain and to dynamic and test algebras. As an
example, we apply KM to the reachability analysis in digraphs.

1 Introduction

Programs and state transition systems can be described in a bipartite world
in which propositions model their static properties and actions or events their
dynamics. Propositions live in a Boolean algebra and actions in a Kleene algebra
with the regular operations of sequential composition, non-deterministic choice
and reflexive transitive closure. Propositions and actions cooperate via modal
operators that view actions as mappings on propositions in order to describe
state-change and via test operators that embed propositions into actions in order
to describe measurements on states and to model the usual program constructs.

Most previous approaches show an asymmetric treatment of propositions
and actions. On the one hand, propositional dynamic logic (PDL) [9] and its
algebraic relatives dynamic algebras (DA) [12, 17, 19] and test algebras (TA) [17,
19, 22] are proposition-based. DA has only modalities, TA has also tests. Most
axiomatizations do not even contain explicit axioms for actions: their algebra
is only implicitly imposed via the definition of modalities. On the other hand,
Kleene algebra with tests (KAT) [14]—Kleene algebra with an embedded Boolean
algebra—is action-based and has only tests, complementarily to DA. Therefore,
action-based reasoning in DA and TA and proposition-based reasoning in KAT is
indirect and restricted. In order to overcome these rather artificial asymmetries
and limitations, KAT has recently been extended to Kleene algebra with domain
(KAD) with equational axioms for abstract domain and codomain operations [6].
This alternative to PDL supports both proposition- and action-based reasoning
and admits both tests and modalities. The defining axioms of KAD, however, are
quite different from those of DA and TA. Therefore, what is the precise relation
between KAD and PDL and its algebraic relatives? Moreover, is the asymmetry
and the implicitness of the algebra of actions in DA and TA substantial?

R. Berghammer et al. (Eds.): RelMiCS/Kleene-Algebra Ws 2003, LNCS 3051, pp. 112–124, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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We answer these two questions by extending the above picture with a fur-
ther intermediate structure (c.f. Figure 1). As already observed by Pratt [19],
the definition of DA resembles that of a module in algebra, up to implicitness of
the algebra of actions, in which the scalar products define the modalities. When
DA was presented, this was reasonable, since there was no satisfactory axioma-
tization of Kleene algebra. So Pratt could only conjecture that a Kleene module
(KM) with a Kleene algebra as scalar sort and a Boolean algebra as the other
would yield a more natural and convenient axiomatization of DA. Depending on
more recent developments in Kleene algebra, our axiomatization of KM verifies
Pratt’s conjecture and shows that the implicitness of Kleene algebra in DA is in
fact unnecessary. KM is also used as a key for answering the first question and
establishing KAD as a natural extension of previous approaches.

Our Contributions. First, we axiomatize and motivate the class KM as
a straightforward adaptation of the usual modules from algebra [11]. We show
that the scalar products abstractly characterize relational image and preimage
operations. We outline a calculus for KM, including a duality between left and
right scalar products in terms of a converse operation and a discussion of separa-
bility, that is, when actions are completely determined by their effects on states.
We provide several examples of KM. We also relate our approach to a previous
one based on a second-order axiomatization of the star [12].

Second, we relate KM and DA. We show that KM subsumes DA and, us-
ing a result of [19], that the equational classes of separable KM and separable
DA coincide. This answers Pratt’s conjecture. Consequently, the axioms of sep-
arable KM are complete with respect to the equational theory of finite Kripke
structures.

Third, we relate KAD with KM and TA. We identify KAD with a subclass of
TA, but obtain a considerably more economic axiomatization of that class. We
show that the equational classes of separable KAD and separable TA coincide,
improving a previous related result [10]. Consequently, the axioms of separable
KAD are complete for the equational theory of finite Kripke (test) structures;
the equational theory of separable KAD is EXPTIME-complete.

Fourth, we present extensions of KM that subsume TA, its above-mentioned
subclass and KAD. This clarifies a related axiomatization [10].

Fifth, we demonstrate the expressiveness gap between KM and KAD by defin-
ing a basic toolkit for dynamic reachability analysis in directed graphs with
interesting applications in the development and analysis of (graph) algorithms.

More generally, our technical comparison establishes KAD as a versatile al-
ternative to PDL. Its uniform treatment of modal, scalar product and domain
operators supports the interoperability of different traditional approaches to pro-
gram analysis and development, an integration of action- and proposition-based
views and a unification of techniques and results from these approaches.

Related Work. We can only briefly mention some closely related work. Our
semiring-based variants of Kleene algebra and KAT are due to Kozen [13, 14].
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DA has been proposed by Pratt [19] and Kozen [12] and further investigated,
for instance, in [17, 18]. TA has been proposed by Pratt [19] and further in-
vestigated in [17, 22]. With the exception of [12], these approaches implicitly
axiomatize the algebra of actions, the explicit Kleene algebra axioms for DA
in [12] contain a second-order axiom for the star. More recently, Hollenberg [10]
has proposed TA with explicit Kleene algebra axioms. This approach is similar,
but less economic than ours. The related class of Kleenean semimodules has re-
cently been introduced by Leiß [15] in applications to formal language theory,
with our Boolean algebra weakened to a semilattice. Earlier on, Brink [2] has
presented Boolean modules, using a relation algebra instead of a Kleene alge-
bra. A particular matrix-model of KM has been implicitly used by Clenaghan [4]
for calculating path algorithms. In the context of reachability analysis, concrete
models of Kleene algebras or relational approaches have also be used, for in-
stance, by Backhouse, van den Eijnde and van Gasteren [1], by Brunn, Möller
and Russling [3], by Ravelo [21] and by Berghammer, von Karger and Wolf [20].
Ehm [7] uses an extension of KM for analyzing pointer structures.

In this extended abstract we can only informally present selected technical
results. More details and in particular complete proofs of all statements in this
text can be found in [8].

2 Kleene Algebra

A Kleene algebra [13] is a structure (K,+, ·, ∗, 0, 1) such that (K,+, ·, 0, 1) is an
(additively) idempotent semiring and ∗, the star, is a unary operation defined
by the identities and quasi-identities

1 + aa∗ ≤ a∗, (∗-1)
1 + a∗a ≤ a∗, (∗-2)

b + ac ≤ c⇒ a∗b ≤ c, (∗-3)
b + ca ≤ c⇒ ba∗ ≤ c, (∗-4)

for all a, b, c ∈ K. The natural ordering ≤ on K is defined by a ≤ b iff a+ b = b.
We call (∗-1), (∗-2) the star unfold and (∗-3), (∗-4) the star induction laws.

KA denotes the class of Kleene algebras. It includes, for instance, the set-
theoretic relations under set union, relational composition and reflexive transitive
closure (the relational Kleene algebra), and the sets of regular languages (regular
events) over some finite alphabet (the language Kleene algebra).

The additive submonoid of a Kleene algebra is also an upper semilattice with
respect to ≤. Moreover, the operations of addition, multiplication and star are
monotonic with respect to ≤. The equational theory of regular events is the
free Kleene algebra generated by the alphabet [13]. We will freely use the well-
known theorems of KA (c.f. [8] for a list of theorems needed). In particular, the
star unfold laws can be strengthened to equations.

Kleene algebra provides an algebra of actions with operations of non-deter-
ministic choice, sequential composition and iteration. It can be enriched by
a Boolean algebra to incorporate also propositions.

A Boolean algebra is a complemented distributive lattice. By overloading, we
write + and · also for the Boolean join and meet operation and use 0 and 1 for
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the least and greatest elements of the lattice. ′ denotes the operation of comple-
mentation. BA denotes the class of Boolean algebras. We will consistently use
the letters a, b, c . . . for Kleenean elements and p, q, r, . . . for Boolean elements.
We will freely use the theorems of Boolean algebra in calculations.

A first integration of actions and proposition is Kleene algebra with tests.
A Kleene algebra with tests [14] is a two-sorted structure (K,B), where K ∈ KA
and B ∈ BA satisfies B ⊆ K and has minimal element 0 and maximal element 1.
In general, B is only a subalgebra of the subalgebra of all elements below 1
in K, since elements of the latter need not be multiplicatively idempotent. We
call elements of B tests and write test(K) instead of B. For all p ∈ test(K) we
have that p∗ = 1. The class of Kleene algebras with tests is denoted by KAT.

3 Definition of Kleene Modules

In this section we define the class of Kleene modules. These are natural variants
of the usual modules from algebra [11]. We replace the ring by a Kleene algebra
and the Abelian group by a Boolean algebra.

Definition 1. A Kleene left-module is a two-sorted algebra (K,B, :), where K ∈
KA and B ∈ BA and where the left scalar product : is a mapping K × B → B
such that for all a, b ∈ K and p, q ∈ B,

a : (p + q) = a : p + a : q, (km1)
(a + b) : p = a : p + b : p, (km2)

(ab) : p = a : (b : p), (km3)

1 : p = p, (km4)
0 : p = 0, (km5)

q + a : p ≤ p⇒ a∗ : q ≤ p. (km6)

We do not distinguish between the Boolean and Kleenean zeroes and ones.
KMl denotes the class of Kleene left-modules. In accordance with the relation-
algebraic tradition, we call scalar products of KMl also Peirce products. We assign
priorities ′ higher than : higher than + and −.

Axioms of the form (km1)–(km4) also occur in algebra. For rings, an analog
of (km5) is redundant, whereas for semirings—in absence of inverses—it is inde-
pendent. Axiom (km6) is of course beyond ring theory. It is the star induction
rule (∗-3) with the semiring product replaced by the Peirce product and the
sorts of elements adjusted, that is b and c replaced by Boolean elements. We call
such a transformation of a KA-expression to a KMl-expression a peircing.

We define Kleene right-modules as Kleene left-modules on the opposite semir-
ing in the standard way (c.f [11]) by switching the order of multiplications. We
write p : a for right scalar products. A Kleene bimodule is a Kleene left-module
that is also a Kleene right-module. Left and right scalar products can be uniquely
determined by bracketing. We will henceforth consider only Kleene left-modules.

4 Example Structures

We now discuss the two models of Kleene modules that are most important for
our purposes, namely relational Kleene modules and Kripke structures. Further
example structures can be found in [6].
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Example 1. (Relational Kleene modules) Consider the relational Kleene algebra
REL(A) = (2A×A,∪, ◦, ∅, Δ, ∗), on a set A with 2A×A denoting the set of binary
relations over A and ∪, ◦, ∅ and Δ denoting set-union, relational composition, the
empty relation and the identity relation, respectively. Finally, for all R ∈ REL(A)
the expression R∗ denotes the reflexive transitive closure of R.

Of course also REL(A) ∈ KAT with test(REL(A)) being the set of all subre-
lations of Δ. This holds, since test(REL(A)) is a field of sets, whence a Boolean
algebra, with P ∩Q = P ◦Q and P ′ = Δ−P , the minus denoting set difference.
test(REL(A)) is isomorphic with the field of sets 2A under the homomorphic
extension of the mapping sending B to {(b, b) | b ∈ B} for all B ⊆ A.

The preimage of a set B ⊆ A under a relation R ⊆ A×A is defined as

R : B = {x ∈ A | ∃y ∈ B.(x, y) ∈ R}, (1)

The definition of image is similar. We extend this definition to REL(A) via the
above isomorphism. Then (REL(A), test(REL(A)), :), with : given by (1), is in
KMl. Therefore the KMl axioms abstractly model binary relations with a preim-
age operation. ��
Example 2. (Kripke Structure) By Example 1, there is an isomorphism between
the subsets of a set A and the set of subrelations of the identity relation Δ ⊆
A × A. A Kripke structure on a set A is a pair (K,B), where B is a field of
sets on A and K is an algebra of binary relations on A under the operations of
union, relational composition and reflexive transitive closure. Finally, a preimage
operation on (B,K) is defined by (1).

Every Kripke structure contains the identity relation, since it is presumed in
the definition of the reflexive transitive closure operation. However, it need not
contain the empty relation. Therefore, not every Kripke structure is a Kleene
left-module, but every Kripke structure with the empty relation is.

A Kripke test structure on A is a Kripke structure with the additional ope-
ration

?p = {(x, x) |x ∈ p},
for all p ∈ B. Kri and Krit denote the class of Kripke structures and Kripke test
structures, respectively. The Kripke structure (2A, 2A×A) is called the full Kripke
structure on A; it is isomorphic with REL(A) and has all Kripke structures on A
as subalgebras. ��

The fact that KMl contains relational structures and Kripke structures yields
a natural correspondence with the semantics of modal logics. More example
structures can be found in [6]. These examples are based on Kleene algebra with
domain. But by the subsumption result in Proposition 3 below, they can easily
be transfered to Kleene modules.

5 Calculus of Kleene Modules

In this section, we list some properties of Kleene modules that are helpful in an
elementary calculus. These properties are also needed in the syntactic compari-
son of KMl with other structures in Section 8.
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The first lemma provides some properties that do not mention the star.
Lemma 1. Let (K,B, :) ∈ KMl. For all a ∈ K and p, q ∈ B, the scalar product
has the following properties.

(i.) It is right-strict, that is a : 0 = 0.
(ii.) It is left- and right-monotonic.
(iii.) p ≤ 0⇒ a : p ≤ 0.
(iv.) a : (pq) ≤ (a : p)(a : q).
(v.) a : p− a : q ≤ a : (p− q).

Here, p− q = pq′. Remember that Peirce products are left-strict by (km4).
The following statements deal with peircing the star. The first lemma explains

why KMl has no peirced variants of (∗-1) and (∗-2) as axioms.
Proposition 1. Let (K,B, :) ∈ KMl. Let a ∈ K and p ∈ B.

(i.) p + a : (a∗ : p) = a∗ : p,
(ii.) p + a∗ : (a : p) = a∗ : p.

The following statement shows that quasi-identity (km6), although quite natural
as a peirced variant of (∗-3), can be replaced as an axiom by an identity.
Proposition 2. Let (K,B, :) ∈ KMl Then the quasi-identity (km6) and the
following identity are equivalent.

a∗ : p ≤ p + a∗ : (a : p− p). (2)

Proof. The Galois connection p−q ≤ r ⇔ p ≤ q+r implies that p ≤ q ⇔ p−q ≤ 0
and that the cancellation law p ≤ q + (p− q) holds.

(km6) implies (2). Let p = q. Then a : p + p = p and a∗ : (a : p + p) ≤ p.
Adding p + a∗ : (a : p− p) to both sides of this last inequality yields

p + a∗ : (a : p− p) ≥ p + a∗ : (a : p− p) + a∗ : (a : p + p)
= p + a∗ : ((a : p− p) + a : p + p)
≥ p + a∗ : (a : p)
= (1 + a∗a) : p
= a∗ : p.

The second step uses (km1). The third step uses the cancellation law and Kleene
algebra. The fourth step uses (km4) and (km2). The fifth step uses again Kleene
algebra.

(2) implies (km6). Let a : p+q ≤ p, whence a : p ≤ p and q ≤ p and therefore
a : p− p ≤ 0. Using right-monotonicity and (km5), we calculate

a∗ : q ≤ a∗ : p ≤ p + a∗ : (a : p− p) = p + a∗ : 0 = p.

��
In [8], we present various additional properties. We show, for instance, that (km6)
is also equivalent to a : p ≤ p⇒ a∗ : p ≤ p, which reflects an unpeirced theorem
of KA, and that (2) can be strengthened to an equality. All these properties can
easily be translated to theorems of propositional dynamic logic (c.f [9]), using
our consideration in Section 8. In particular, (2) translates to an axiom.
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6 Extensionality

In Kleene modules, the algebras of actions and propositions are only weakly
coupled. The finer the algebra of propositions, the more precisely can we mea-
sure properties of actions. In general, actions are intensional ; their behavior is
not completely determined by measurements on states. Set-theoretic relations,
however, are extensional, since they are sets. Set-theoretic extensionality can be
lifted to Kleene modules to enforce relational models. In analogy to dynamic
algebra [12, 19], we call (K,B, :) ∈ KM (left)-separable, if for all a, b ∈ K

∀p ∈ B.(a : p ≤ b : p)⇒ a ≤ b. (3)

SV denotes the separable subclass of an algebraic class V with appropriate
signature.

An adaptation of a three-element Kleene Algebra from [5] shows that separa-
bility is independent in KMl. (3) is equivalent to ∀p ∈ B.(a : p = b : p)⇒ a = b.
Moreover, converse implications also hold by monotonicity. The term separability
can be explained as follows: Assume (3) and let a �= b for some a, b ∈ K. Then
a : p �= b : p for some p ∈ B; the witness p separates action a from action b.

Besides this relational motivation, separability can also be introduced alge-
braically. In [8], we show that the relation � on (K,A, :) ∈ KMl defined by

a � b⇔ ∀p ∈ B.(a : p ≤ b : p),

for all a, b ∈ K is a precongruence on KMl, that is, the operation of addition, left
and right multiplication and star are monotonic with respect to �. Moreover,
the relation ∼ = � ∩ + is a congruence on KMl. Therefore, a Kleene module is
separable, iff ∼ is the identity relation.

The relation ∼ introduces a natural notion of observational equivalence. For
a set A, the preimage R : {p} of a singleton set {p} ⊆ A under a relation
R ⊆ A × A is the set of all q ∈ A with (q, p) ∈ R. Intuitively, R : {p} scans R
point-wise for its input-output behavior. Since relations are extensional, they are
completely determined by this scanning. In intensional models, one can distin-
guish between observable and hidden intrinsic behavior. The congruence ∼ then
identifies two relations up to intrinsic behavior and therefore via observational
equivalence. The freedom of choosing the algebra of propositions in KM with
arbitrary coarseness fits very well with this idea of measuring and identifying
actions in a more or less precise way.

7 Relatives of Kleene Modules

We now situate the class KMl within the context of Kleene algebra with domain
and algebraic variants of propositional dynamic logic. To this end, we define
the classes of dynamic algebras, test algebras à la Hollenberg, test algebras à la
Pratt and Kleene algebra with domain.

We obtain the class DA [19] of dynamic algebras from Definition 1 by requir-
ing an absolutely free algebra of Kleenean signature K (without 0 and 1) instead
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of a Kleene algebra, by removing (km4) and (km5), by adding right-strictness
(Lemma 1 (i)) and the peirced star unfold law of Proposition 1 and by replacing
(km6) by (2). Therefore, the algebra of actions is implicitly axiomatized in DA.

A test algebra à la Hollenberg [10] is a structure (K,B, :, ?), where K ∈ KA
and B ∈ BA and the operations : of Peirce product type and ? of type B → K
satisfies the axioms (km2), (km3), (km6) and

p? : q = pq, (4)
0? = 0, (5)

(p + q)? = p? + q?, (6)

(pq)? = (p?)(q?), (7)
(a : 1)?a = a. (8)

TAH denotes the corresponding class. We show in [8] that ? is an embedding
from B into K. In analogy to KAT, the symbol ? can therefore be made implicit;
the axioms (5)–(7) and the ? symbol in the axioms (4) and (8) can be discarded.
TAH then reduces to KAT with the remaining axioms. Note that the algebra of
actions is explicitly axiomatized in TAH .

We obtain the class TAP of test algebras à la Pratt [19] from DA by extending
the signature with ? and by adding the axiom (4). Therefore, the algebra of
actions is again implicitly axiomatized in TAP .

A Kleene algebra with domain [6] is a structure (K, δ), where K ∈ KAT and
the domain operation δ : K → test(K) satisfies, for all a, b ∈ K and p ∈ test(K),

a ≤ δ(a)a, (d1) δ(pa) ≤ p, (d2) δ(aδ(b)) ≤ δ(ab). (d3)

KAD denotes the class of Kleene algebras with domain. The impact of (d1), (d2)
and (d3) can be motivated as follows. (d1) is equivalent to one implication in
each of the statements

δ(a) ≤ p⇔ a ≤ pa, (llp) δ(a) ≤ p⇔ p′a ≤ 0. (gla)

which constitute elimination laws for δ. (d2) is equivalent to the other implica-
tions. (llp) says that δ(a) is the least left preserver of a. (gla) says that δ(a)′ is
the greatest left annihilator of a. Both properties obviously characterize domain
in set-theoretic relations. (d3) states that the domain of ab is not determined by
the inner structure of b or its codomain; information about δ(b) in interaction
with a suffices. All three axioms hold in relational Kleene algebra. Note that
in contrast to KMl, there is no particular axiom for the star. As Lemma 2 (vi)
below shows, a variant of the star induction law is a theorem of KAD.

As for Kleene modules, a codomain operation can be defined on the opposite
Kleene algebra. Moreover, domain has the following properties.

Lemma 2 ([6]). Let K ∈ KAD. For all a ∈ K and p ∈ test(A),

(i.) Strictness, δ(a) = 0⇔ a = 0.
(ii.) Additivity, δ(a + b) = δ(a) + δ(b).
(iii.) Monotonicity, a ≤ b⇒ δ(a) ≤ δ(b).
(iv.) Locality, δ(ab) = δ(aδ(b)).
(v.) Stability, δ(p) = p.
(vi.) Induction, q + δ(ap) ≤ p⇒ δ(a∗q) ≤ p.
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Fig. 1.

Of course, the preimage of a relation R under a set P can also be defined via
domain as δ(RP ). We use

a : p = δ(ap), (9) δ(a) = a : 1, (10)
for defining abstract preimage in KAD and abstract domain in KMl.

8 Main Results

Our main interest are subsumption relations between the classes introduced
in Section 7. Here, we show only the most important ones. A more complete
picture can be found in Figure 1. More relations and complete proofs can be
found in [8]. We proceed purely calculationally by deriving the axioms in the
subsumed class as theorems in the subsuming class. In particular, we use the
properties of Peirce products from Section 5, the properties of domain from
Section 7 and the translations (10), (9) between Peirce products and domain.

Proposition 3. TAH = KAD ⊆ KMl ⊆ DA.

Proof. We first show that KAD ⊆ TAH . It follows from the remaining inclusions
that all TAH axioms but (8) are theorems of KAD. Since ? is an embedding, (8)
can be written in the form (a : 1)a = a. Translating with (9), we see that one
inequality is (d1) while the other one holds, since δ(a) ≤ 1.

We now show that TAH ⊆ KAD, using (10) for translation. By the previous
part of the proof it remains to show that axioms (d2) and (d3) are theorems of
TAH . For (d2), we must show that (pa) : 1 ≤ p by (10). Using (km3) and (4),
which are axioms of TAH , and Boolean algebra, we calculate

(pa) : 1 = p : (a : 1) = p(a : 1) ≤ p.

For (d3), we must show that (a(b : 1)) : 1 = (ab) : 1. We calculate

(a(b : 1)) : 1 = a : ((b : 1) : 1) = a : ((b : 1)1) = a : (b : 1) = (ab) : 1.

The first step uses (km3). The second step uses (4), the third step uses Boolean
algebra, the fourth step uses again (km3).

We now briefly discuss the remaining inclusions. DA ⊆ KMl is immediate
from the definition of DA via theorems of KMl. KAD ⊆ KMl follows from (9) and
the results of Lemma 2. ��
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Proposition 3 shows that the axioms (km2) and (km6) are redundant in TAH .
The axioms (5)–(7) can be made implicit, using KAT for axiomatizing TAH . Our
axiomatization of KAD therefore reduces the number of axioms from eight to
three compared to [10]. The reduction to KAT leads to additional economy of
expression. Moreover, the axioms of KAD have a natural motivation as abstrac-
tions of set-theoretic domain operations, whereas the axiom (8), which does not
appear in the traditional axiomatizations of test algebra, is not motivated in [10].

The following consequences of Proposition 3 are not entirely syntactic. They
rely on previous semantic considerations [17, 19, 22]. As usual, we write HSP(V)
for the equational class or variety generated by a class V of algebras. This is
the class of homomorphic images of subalgebras of products of algebras in V,
according to Birkhoff’s theorem. The left equality of the following semantic result
is due to Pratt (Theorem 6.4. of [19]); the right equality is an adaptation by
Hollenberg of a semantic result by Trnková and Reiterman (Corollary 1 of [22]).

Theorem 1. HSP(SDA) = HSP(Kri) ⊇ HSP(Krit) = HSP(STAH).

Based on the left equality of Theorem 1, Pratt conjectures that HSP(SDA) may
be defined axiomatically by the dynamic algebra axioms [...] together with an
appropriate set of axioms for binary relations. At the time of writing, Kozen’s
axiomatization of KA did not yet exist. Hollenberg’s axiomatization of TAH

verifies Pratt’s conjecture with respect to TAP . We can show that KMl verifies
it with respect to DA. More interestingly, KAD also verifies it with respect to
TAP . But axiomatically, KAD is a considerable improvement over TAH .

Corollary 1. HSP(SKMl) = HSP(Kri) ⊇ HSP(Krit) = HSP(SKAD).

9 Reachability Analysis in Directed Graphs

To demonstrate the applicability of KM and KAD, we present an abstract toolkit
based on Kleene algebra for reachability analysis in digraphs. More details and
proofs can again be found in [8]. Our toolkit has interesting applications in
the development and analysis of graph algorithms, in the analysis of pointer
and object structures and in garbage collection algorithms. Here, elements of K
denote graphs and elements of test(K) denote sets of nodes.

The following concepts, for instance, can be defined in KM.

– reach(p, a) = p : a∗ and nreach(p, a) = reach(p, a)′ denote the set of nodes
that is reachable, respectably not reachable, from set p in a.

– reach-p(p, a, q) ⇔ q ≤ reach(p, a) and nreach-p(p, a, q) ⇔ q ≤ nreach(p, a)
denote that set q is reachable, respectably non-reachable, from set p in a.

– final(p, a) = reach(p, a)δ(a)′ denotes the final nodes with respect to reach-
ability via a from p. When a is a program and p a set of initial states, then
final(p, a) represents the solutions of a.

Note that nreach-p(q, a, p) reduces to paq ≤ 0 in KAD. The following concepts
must, however, be defined in KAD.



122 Thorsten Ehm et al.

– del(a, b) = δ(a)′b and ins(a, b) = a + del(a, b) can be used to model deletions
and insertions of edges in a graph.

– span(p, a) = reach(p, a)a denotes the subgraph of a that is spanned from p
via reachability.

All these definitions can easily be abstracted from the relational model. We can
use them for calculating many interesting graph properties in KM or KAD. For
instance, we can optimize reachability in KAD.

reach(p, a) = p + reach(p : a, p′a). (11)

Another example are optimization rules for reach and span.

nreach-p(p, a, δ(b))⇒ reach(p, a + b) = reach(p, a), (12)
nreach-p(p, a, δ(b))⇒ span(p, a + b) = span(p, a), (13)
nreach-p(p, a, δ(b))⇒ reach(p, ins(b, a)) = reach(p, a), (14)
nreach-p(p, a, δ(b))⇒ span(p, ins(b, a)) = span(p, a). (15)

These results are applied to pointer analysis in [7]. Also a reconsideration of the
previous approaches cited in the introduction seems promising.

10 Conclusion

We have presented an axiomatization of Kleene modules as a complementation
to Kleene algebra with domain. This allows a fine-grained comparison with al-
gebras related to propositional dynamic logic. Our results support a transfer
between concepts and techniques from set- and relation-based program devel-
opment methods and those based on modal logics. Although the striking corre-
spondence between scalar products, relational preimage operations and modal
operators is not entirely new, we find it still surprising.

In [8], we prove a series of further results. First, we relate KMl with Kleenean
semimodules [15], Boolean modules [2], the dynamic algebras of [12], monotonic
predicate transformer algebras and Boolean algebras with operators. In partic-
ular, subsumption of the latter shows that Peirce products induce modal (dia-
mond) operators. Second, we establish another duality between left- and right-
modules via the operation of converse. Third, we show that separable Kleene
bi-modules subsume SKAD. Fourth, our subsumption results allow a translation
of previous results for TA to KAD. In particular, the SKAD axioms are complete
with respect to the valid equations in Krit. Moreover HSP(SKAD) is EXPTIME-
complete. A similar transfer between DA and KMl is also possible.

At the theoretic side, our results are only first steps of the representation
theory for KMl and KAD. A deeper investigation of these semantic issues is
beyond the syntactic analysis of this paper. At the practical side, we have already
started considering applications in the development of algorithms (cf. [16]).
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Abstract. In this paper we show that the categories of Kleene algebras,
action algebras and action lattices are related by adjunctions using the
technique of finite limit sketches (FL sketches). This is an answer to one
of Kozen’s questions which has been open since 1994.

1 Introduction

In [9], Pratt introduced action algebras as an alternative to Kleene algebras [5, 6].
An action algebra is an idempotent semiring equipped with residuals and the
iteration operator ∗. Although, in action algebras, ∗ is characterised purely equa-
tionally, they are not closed under the formation of matrices. To make action al-
gebras obtain this good property, which is satisfied by Kleene algebras, Kozen [6]
has introduced the largest subvariety of action algebras that are closed under the
formation of matrices, called action lattices. They are action algebras forming
lattices.

There are several algebraic structures related to Kleene algebras [5, 6]. Kozen
has shown relationships between the categories of ∗-continuous Kleene alge-
bras [4, 5], closed semirings and Conway’s S-algebras in terms of adjunctions.
In [6] Kozen has posed the question:

is there such a relationship between Kleene algebras and action algebras,
or between action algebras and action lattices?

This paper gives an answer to this question.
For this purpose, we use knowledge of FL sketches in the sense of Barr and

Wells [1, 2]. It is well-known that an FL sketch homomorphism from an FL
sketch S to another FL sketch S′ induces a functor from the category of mod-
els of S′ to the category of models of S which has a left adjoint. So we show
that Kleene algebras, action algebras and action lattices can be described by
FL sketches. Then FL sketch homomorphisms between them will be described.
Therefore, the positive answer is derived immediately.

R. Berghammer et al. (Eds.): RelMiCS/Kleene-Algebra Ws 2003, LNCS 3051, pp. 124–136, 2004.
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2 FL Sketches

In this section we shall give an overview of FL sketches following Barr and
Wells [1, 2].

Definition 1 (Graph, Reflexive Graph). A graph G consists of a pair of
sets G0, G1 together with two functions src, trg: G1 → G0. Elements in G0, G1

are called nodes and edges, respectively. Functions src, and trg are called
source function, target function. Graphs are two-sorted algebras with two op-
erations. A homomorphism of graphs is defined to be a homomorphism of
two-sorted algebras. A reflexive graph G is a graph with a function i: G0 → G1

satisfying src◦ i = trg◦ i = idG0 . The function i is called loop function. A homo-
morphism of reflexive graphs is a homomorphisms of graphs which preserves
operation i.

An edge f whose source and target are a and b is denoted by f : a→ b.

Definition 2 (Diagram, Commutative Diagram, Cone). Let H and G be
a graph and a reflexive graph, respectively. A diagram in G of shape H is
a homomorphism D: H → G of graphs. D is called a commutative diagram
if H has two distinguished nodes s and d, two paths from s to d, and all edges
are part of either paths. If H is equipped with one distinguished node p and
a family of edges P = (Px: p → x | x ∈ H0 \ { p } ), and, for each edge f ∈ H1

which is not in the set {Px}x∈H0\{p} determined by P , neither the source nor
target is p, the triple (D: H → G, p, P ) is called a cone in G of shape H .
The distinguished node p is called the pivot and an edge Px of H is called a
projection. If each edge of H is a projection, the cone is called discrete.

If H is finite, the diagram D: H → G is called a finite diagram. Similarly we
use terms such as finite commutative diagrams, finite cones and so on. Note that
the term “commutative” has no meaning here except as part of our convention
since there is no composition of arrows in graphs.

Definition 3 (FL Sketch). An FL sketch (finite limit sketch) S is a triple
(G,C, Γ ) of a reflexive graph G, a set C of commutative diagrams in G, a set Γ
of finite cones in G. Edges of G are called operators in S.

FL sketches are also known as LE sketches (left exact sketches). An FL sketch
(G,C, Γ ) whose Γ consists of discrete cones is called an FP sketch (finite prod-
uct sketch). So, an FP sketch is an FL sketch.

Definition 4 (Models in Set, Homomorphism). Let S = (G,C, Γ ) be an
FL sketch. A reflexive graph homomorphism M from G to the underlying reflex-
ive graph of the category Set is called a model of S if the following conditions
hold:

– for each node a of G, M takes the loop i(a) to the identity map on M(a);
– for each commutative diagram D in C, M(D(fn))◦· · ·◦M(D(f1))◦M(D(f0))

= M(D(gm)) ◦ · · · ◦M(D(g1)) ◦M(D(g0)), where f0f1 · · · fn and g0g1 · · · gm

are the two distinguished paths of D;
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– and for each cone (γ: H → G, p, P ) in Γ , M ◦ γ is a limit cone in Set, for
each edge f : x → y ∈ H1 which is not a projection M(γ(Py)) = M(γ(f)) ◦
M(γ(Px)), and for each set A and a family of maps F = (Fx: A→M(γ(x)) |
x ∈ H0 \ {p}), there exists a unique map k: A → M(γ(p)) such that Fx =
M(γ(Px)) ◦ k.

A homomorphism α from M to M ′ is a G0-indexed family of maps (αx ∈
Set(M(x),M(x′)) | x ∈ G0) which satisfies M ′(f)αx = αyM(f) for each edge
f : x → y of G. The models of an FL sketch S and homomorphisms between
them give rise to a category which we shall denote by Mod(S).

By replacing Set above by any category Z with finite limits, we obtain a more
general definition of models, but we shall use only models in Set, so the above
definition suffices.

Definition 5 (n-ary Operator). Let f : a→ b be an operator in an FL sketch
S = (G,C, Γ ). If Γ contains a discrete cone (γ: H → G, p, P ) for which γ takes p
to a and all other nodes to b, f is called an n-ary operator on b in S, where n
is the number of elements of H0 \ { p }.

The arity is in general not uniquely determined. We shall use the term “arity”
for convenience, although it is not well-established notion.

If M is a model of S, the definition of models forces M(a) to be an n-fold
product of M(b) and M(f) to be a function M(f): M(b)n →M(b).

Definition 6 (Sketchable). A category C is FL sketchable if there exists an
FL sketch S, for which the category Mod(S) of models is equivalent to C.

FL sketches and equational Horn clauses have similar applications. Both are
means to express equations which are to hold only under some conditions. In
fact, Barr [3] showed the following theorem.

Theorem 1 (Barr [3]). The category of models of an equational Horn theory
is FL sketchable.

It is known that FP sketches have the same expressive power as purely equa-
tional theories. So FL sketches are more expressive than FP sketches. Since we
investigate Kleene algebras, we need the expressive power of FL sketches. In the
sequel, we do not distinguish FP sketches from FL sketches rigorously.

Semilattices are defined by equations: A semilattice is a set equipped with
a binary operator + which satisfies the following:

(a + b) + c = a + (b + c)
a + b = b + a
a + a = a

So the category of semilattices is FL sketchable. We develop an FL sketch for
semilattices.
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Example 1. We define an FL sketch SL = (GSL, CSL, ΓSL). The reflexive
graph GSL has three nodes we give the names s, s2 and s3. The edges in the
graph GSL are:

s s2 s2

����
i(s) ���

Δ
� ���

�p1 ���
p2

� ���
�swap ���

i(s2)
�

s s2 s s s2 s

+
�

s2

(a) (b) (c)

s3 s3 s3

����
π1 ���

π3

� ���
�π′

1 ���
i(s3)
� ���

�〈i,+〉 ���
〈+, i〉
�

s s

π2

�
s s2 s2

π′
2�

s3 s2 s2

(d) (e) (f)

We have given in six pictures, but GSL is just one graph with three nodes and
fifteen edges. CSL consists of the following commutative diagrams:

s3 s3

���
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s 	
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(l) (m) (n) (o)

Each (g)-(l) contains two commutative diagrams in one picture. Each drawing
should be understood as describing shape graph labelled with the images of its
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nodes and edges under the commutative diagram. So, if a picture of a diagram
contains more than one node with the same label, those nodes are different nodes
in its shape graph. ΓSL consists of cones (b) and (d) which appeared in pictures
of the edges. As in the case of commutative diagrams, each of (b) and (d) is
describing shape graph labelled with the image of its nodes and edges under the
diagram of the cone. In (b) we can see two nodes sharing the same labels s.
These two nodes are different nodes in the shape graph of the cone. Similarly,
the three nodes at the bottom of picture (d) are different nodes in the shape
graph of the cone.

Consider a model M of SL which takes s to a set S. Since (b) and (d) are
cones, M(s2) = S × S and M(s3) = S × S × S. In CSL (m), (n) and (o) are
main statements, which require associativity, commutativity and idempotency
of M(+), respectively. (i) and (j) are needed to define operators which occur
in (m), (k) and (l) are needed to define operators which occur in (n) and (o),
respectively. (g) and (h) are needed to define operators which occur in (i) and
(j).

Definition 7 (Morphism of FL Sketches). Let S = (G,C, Γ ) and S′ =
(G′, C′, Γ ′) be FL sketches. A morphism h: S → S′ of FL sketches is a homo-
morphism of reflexive graphs which takes commutative diagrams and cones in G
to commutative diagrams and cones in G′, respectively, i.e., h ◦D ∈ C′ for each
D ∈ C and h ◦ γ ∈ Γ ′ for each γ ∈ Γ .

The following theorem is central for this paper. Barr and Wells states the result
in [1, Chapter 4.4]. See also [8].

Theorem 2. Let S and T be FL sketches. If h: S → T is a morphism of FL
sketches, then the functor h∗: Mod(T ) → Mod(S) given by composing each
model of T with h has a left adjoint h	: Mod(S)→Mod(T ).

3 Action Algebras and Kleene Algebras

In this section we give an overview of action algebras, action lattices, Kleene
algebras, and residuated Kleene algebras following Kozen [7]

Definition 8 (Idempotent Semiring). An idempotent semiring is a set S
equipped with nullary operators 0, 1 and binary operators +, ;, where the triple
(S, 0,+) is a semilattice equipped with the unit 0 with respect to +, (S, 1, ; ) is
a monoid, and these components satisfy the following:

x; (y + z) = x; y + x; z
(x + y); z = x; z + y; z

x; 0 = 0 = 0;x

It is well-known that the partial oder ≤ defined by

x ≤ y ⇐⇒ x + y = y

is a semilattice ordering. The partial order ≤ defined in this way will be used
throughout this paper.



The Categories of Kleene Algebras 129

Definition 9 (Residuation Algebra). A residuation algebra is an idem-
potent semiring equipped with binary operators / and \ which satisfies the fol-
lowing:

x; a ≤ b ⇐⇒ x ≤ b/a
a;x ≤ b ⇐⇒ x ≤ a\b

The binary operators / and \ are called left and right residuals, respectively.
Although there is a purely equational characterisation of the residual as Pratt
and Kozen have shown in [9, 7], we adopt a simpler one because it is not so
important in this paper whether purely equational or not.

Definition 10 (Action Algebra, Action Lattice). An action algebra is
a residuation algebra equipped with unary operator ∗ on A which satisfies the
following:

1 + a + a∗a∗ ≤ a∗ (a/a)∗ = a/a (a\a)∗ = a\a

The category of action algebras will be denoted by Act. In particular, an action
algebra equipped binary operator · on A and satisfying that the triple (A,+, ·) is
a lattice is called action lattice. The category of action lattices will be denoted
by ActLat.

Action algebras and action lattices can be axiomatized by equational Horn the-
ory, so the categories Act and ActLat are FL sketchable by Theorem 1. Even
if we adopt purely equational definitions of these two structures, they are FL
sketchable.

The FL sketch ACT = (GACT, CACT, ΓACT) for action algebras is defined in the
following way. GACT has one distinguished node a. It has two nullary operators 0
and 1, one unary operator ∗ and four binary operators +, ;, / and \ (in the sense
of Definition 5). The diagrams in CACT and ΓACT are determined by these arity
conditions and Horn clause axioms, in the way described in [3]. The FL sketch
AL = (GAL, CAL, ΓAL) for action lattices is quite similar to the FL sketch ACT
but it has extra structures. GAL has additional one binary operators · to GACT.
The diagrams in CAL are determined by adding diagrams which corresponds to
characterisation of the operators to CACT. ΓAL is equal to ΓACT.

Definition 11 (Kleene Algebra). A Kleene algebra is a an idempotent
semiring equipped with a unary operator ∗ which satisfies the following:

1 + (p; p∗) = p∗

1 + (p∗; p) = p∗

p; r ≤ r=⇒ p∗; r ≤ r
r; p ≤ r=⇒ r; p∗ ≤ r

The category of Kleene algebras will be denoted by Kleene. In particular,
a Kleene algebra equipped with both left and right residuals is called resid-
uated Kleene algebra. The category of residuated Kleene algebras will be
denoted by RKleene.
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Kleene algebras and residuated Kleene algebras are axiomatized by equational
Horn theory, so, by Theorem 1, the categories Kleene and RKleene are FL
sketchable.

We shall give an outline of the FL sketch KA and RKA for Kleene algebras
and Residuated Kleene algebras as we have done for action algebras and action
lattices. The FL sketch KA = (GKA, CKA, ΓKA) for Kleene algebras is defined
in the following way. GKA has one distinguished node a. It has two nullary
operators 0 and 1, one unary operator ∗ and two binary operators + and ;.
The diagrams in CKA and ΓKA are determined by these arity conditions and
Horn clause axioms. The FL sketch RKA = (GRKA, CRKA, ΓRKA) for residuated
Kleene algebras is defined by adding extra structures to KA. GRKA has additional
two binary operators / and \ to GKA. The diagrams in CRKA and ΓRKA are
determined by adding diagrams which corresponds to characterisation of the
operators to CKA and ΓKA. In Appendix A, we describe an FL sketch for Kleene
algebras.

Kozen has shown that residuated Kleene algebras are an alternative charac-
terisation of action algebras in [7].

Lemma 1. Action algebras are exactly residuated Kleene algebras.

4 Main Result

This section gives an answer the open question posed by Kozen in [7].
There are trivial inclusions:

ActLat ⊆ Act RKleene ⊆Kleene .

These inclusions determine forgetful functors from ActLat to Act and from
RKleene to Kleene. They satisfies the following theorem.

Theorem 3.

1. The forgetful functor from the category ActLat of action lattices to the
category Act of action algebras has a left adjoint.

2. The forgetful functor from the category RKleene of residuated Kleene alge-
bras to the category Kleene of Kleene algebras has a left adjoint.

Proof. Since both of these two are proved in analogous ways, we would like to
prove the first. Recall the FL sketches ACT and AL which are described just after
Definition 10. By the definitions of the sketches, there is a trivial inclusion i as
FL sketch homomorphism from ACT to AL. Since Mod(ACT) is equivalent to the
category Act and Mod(AL) is equivalent to the category ActLat, the forgetful
functor i∗: ActLat → Act induced from i has a left adjoint i# by Theorem 2.

In Appendix B, we give an explicit construction of the free residuated Kleene
algebra generated by a Kleene algebra.

The following is immediate from the above theorem and Lemma 1.
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Corollary 1. The forgetful functor from the category Act of action algebras to
the category Kleene of Kleene algebras has a left adjoint.

As a result, we obtain that the three categories Kleene, Act and ActLat are
related by adjunctions as follows:

Kleene ⊥� RKleene ∼= Act ⊥� ActLat

By the composition of these two adjunctions, we obtain that Kleene and
ActLat are related by an adjunction again.
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Appendix

A Sketch for Kleene Algebra

First we extend SL given in Example 1 to an FL sketch IS for idempotent semi-
rings. KA may be given by extending IS.

We define an FL sketch IS = (GIS, CIS, ΓIS). The reflexive graph GIS has two
nodes 1 and s4 in addition to the nodes in GSL. The edges in GIS are:

SL IS

1
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0�
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� s s

(−, 1)�

(1,−)
� s2 s
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� s4
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〈; , ; 〉
�

s2 s2

ρ′2
�

s2

s4 1

�ρ2
��

			
ρ3			


�����������

ρ4

�

�!s2

�

�			 !s3
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(γ)in addition to the edges in GSL. CIS has the following diagrams:
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s4 〈i, swap, i〉� s4 s4 〈; , ; 〉� s2
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in addition to the diagrams in CSL. ΓIS has (γ) which appeared in pictures
in GIS’s edges and 1 in addition to the cones in ΓSL.

Consider a model M of IS. Since 1 ∈ ΓIS, M(1) is a terminal object, that
is, M(1) is a singleton set. In additional pictures of CIS (1)∼(4) are main state-
ments. Picture (1) requires that M(0) is the unit with respect to M(+) in the
case that (x, y, z) = ((−, 0),+, (0,−)), otherwise that so M(1) with respect to
M(; ). Picture (2) requires associativity of M(; ). Picture (3) requires that M(; )
distributes over M(+) on both sides. Picture (4) requires that M(0) is the zero
with respect to M(; ).

We define an FL sketch KA = (GKA, CKA, ΓKA). The reflexive graph GKA has
two nodes ε and ε′ in addition to the nodes in GIS. The edges in GKA are:

ε
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g
� s
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�

s3 s3
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�

s3
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in addition to the edges of GIS. CKA has the following diagrams:
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in addition to the diagrams in CIS. ΓKA has the following cones:
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in addition to the cones in ΓIS .
The aim of the additional components in KA is to introduce and to specify

only a unary operator ∗ which should be interpreted as a unary operator ∗ of
Kleee algebras. Consider a model M . Diagrams (1) and (2) determine h and k
that M(h)(r, p) = M(+)(r,M(; )(p, r)) and M(k)(r, p) = M(+)(r,M(; )(r, p))
for r, p ∈M(s), respectively. The additional cones of ΓKA requires that M(e) is an
equalizer of M(h) and M(p1), and so M(e′) of M(k) and M(p1). Therefore, M(ε)
and M(ε′) are the sets of all pairs (r, p) which satisfy M(+)(r,M(; )(p, r)) =
r and M(+)(r,M(; )(r, p)) = r, respectively. Indeed these equations are the
left-hand sides of two implications in Definition 11. Picture (3) requires two
equations, and so (4) and (5) are the right-hand sides of the implications.

B Construction of Free Residuated Kleene Algebra
Generated by Kleene Algebra

Given a Kleene algebra K = (K, 0, 1,+K , ;K , ∗K ), the set R0 is defined induc-
tively as follows. CKA has

– If a ∈ K, then a ∈ R0.
– If x, y ∈ R0, then so are x/0y, x\0y, x +0 y, x;0 y and x∗0 .
– (closing sentence) x ∈ R0 only if can be obtained by finitely many applica-

tions of the above rules.

We define ≡ (⊆ R0 ×R0) to be the least congruence with respect to +0, ;0, ∗0 ,
/0 and \0 which satisfies the following.

– If a = b, then a ≡ b for a, b ∈ K.
– a +K b ≡ a +0 b for a, b ∈ K.
– a;K b ≡ a;0 b for a, b ∈ K.
– a∗K ≡ a∗0 for a ∈ K.
– x +0 (y +0 z) ≡ (x +0 y) +0 z.
– x +0 y ≡ y +0 x.
– x +0 x ≡ x.
– x +0 0 ≡ 0 +0 x ≡ x.
– x;0 (y;0 z) ≡ (x;0 y);0 z.
– x;0 1 ≡ 1;0 x ≡ x.
– x;0 (y +0 z) ≡ x;0 y +0 x;0 z.
– (y +0 z);0 x ≡ y;0 x +0 z;0 x.
– x;0 0 ≡ 0;0 x ≡ 0.
– 1 +0 x;0 x∗0 ≡ x∗0 .
– 1 +0 x∗0 ;0 x ≡ x∗0 .
– If x +0 y;0 x ≡ x, then x +0 y∗0 ;0 x ≡ x.
– If x +0 x;0 y ≡ x, then x +0 x;0 y∗0 ≡ x.
– x;0 y +0 z ≡ z if and only if x +0 z/0y ≡ z/0y.
– x;0 y +0 z ≡ z if and only if y +0 x\0z ≡ x\0z.
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Define R
def= R0/ ≡. The equivalence class of x ∈ R0 with respect to ≡ is

denoted by [x]. Defining operators +, ;, ∗, / and \ on R by [x] + [y] def= [x +0 y],
[x]; [y] def= [x;0 y], [x]∗ def= [x∗0 ], [x]/[y] def= [x/0y] and [x]\[y] def= [x\0y], R =
(R, [0], [1],+, ; , ∗, /, \) is the free residuated Kleene algebra generated by a Kleene
algebra K, that is, R is a residuated Kleene algebra which satisfies the following
condition together with a Kleene algebra homomorphism η: K → R taking
a ∈ K to [a] ∈ R.

For each residuated Kleene algebra M and an Kleene algebra homomor-
phism f : K→M, there exists a unique Kleene algebra homomorphism
h: R→M such that f = h ◦ η.
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Abstract. We offer here an overview of several initial attempts of for-
malisation of relational database theory in a constructive, type-theoretic,
framework. Each successive formalisation is of more generality, and corre-
spondingly more complex, than the previous one. All our work is carried
out in the proof editor Alfa for Martin-Löf’s monomorphic type theory.
Our goal is to obtain a formalisation that provides us with computational
content, instead of just being a completely abstract theory.

1 Background

1.1 Type Theory

Per Martin-Löf’s monomorphic type theory [13] is a formalism based on interpret-
ing the logical constants by means of the Curry-Howard isomorphism between
propositions and sets (a proposition being identified with the set of its proofs).
Type theory can also serve as a logical framework, i.e. we can express different
theories inside it by implementing the theory’s constants and rules in terms of
the features present inside type theory.

Type theory is an interesting foundation for programming, since it allows
us to express both specifications and programs within the same formalism. We
can both derive a correct program from its specification and also verify that
a certain program has some property. The theory provides us with a typed func-
tional programming language with inductive and dependent types all functions
of which terminate, along with a specification language encompassing first-order
intuitionistic predicate logic.

1.2 Alfa

Alfa [9] is a graphical proof editor based on the proof checker Agda [4], which
in turn is based on the manipulation of explicit proof objects in a constructive
monomorphic setting. The formal syntax and semantics of the Agda language is
what has been called structured type theory [5], a version of type theory where we
have dependently typed products with labelled fields (this is called a signature
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and a value of such a type is called a structure), local definitions and a pack-
age mechanism. The concrete syntax of Agda resembles quite closely that of
Haskell, and is based on Cayenne (a dependently typed functional programming
language) [1].

On top of these features, the Alfa editor allows the user to define the way
proof terms are presented on screen with much flexibility. Fundamental to the
use of Alfa as an interactive proof assistant is how it allows us to leave some
parts of our proofs incomplete, by using a notion of meta-variable with a well-
defined behaviour. These meta-variables can then be filled in by the user, with
the Agda engine checking the correctness of all introduced or refined expressions.
We remark that currently there is a new standard library for Alfa, developed by
Michael Hedberg [10], of which we make abundant use.

1.3 Relational Database Model

The relational database model was introduced by Codd [3], and has seen a highly
successful development and use since then. For our purposes, we deal only with
its core basic notions, which we informally describe here.

A domain is a (usually finite) set of atomic values. A relation in this context
is any subset of a Cartesian product of a finite number of domains, this number
being called the arity of the relation. A database in this model is a finite set of
relations in this sense. One usually thinks of a relation in a database as a table
of values, where each row corresponds to a tuple. Quite naturally, names are
associated with the columns of these tables. Such names are called attributes.
A relation then has a relation scheme, which is a set of attributes I along with
a typing Ai (for i ∈ I) associating a set Ai to each attribute i. Relations in
databases are typically finite, and we will assume so for the rest of the present
work.

Looking at relations in the preceding way makes use of an ordering of the
components of a tuple that is not quite natural, once one considers the presence
of attributes. The usual way to refer to one of such components for a tuple t
would be by the attribute name of the desired component. That is, a tuple can
be thought of as a record, the order of the field labels being irrelevant. We would
use for instance the notation t[A] for this.

This becomes more of a real problem when it comes to defining database
operations. Many useful operations depend on the attributes present in a scheme,
and not on the order those attributes are listed in the scheme. One could then
choose to either restrict the operations to those in which the schemes are in
some particular order, or take into account all permutations of the scheme. For
instance, thinking about the union of two relations (seen as sets of tuples), we
could only allow it if the relations are over the same scheme (which would imply
the attributes are in the same order); or we could allow it for any relations whose
schemes are permutations of each other. The first way is very common in actual
database manager systems, but many concepts of relational database theory are
actually better expressed in an unordered-scheme way. This kind of concern will
actually need to be addressed when carrying out a formalisation in type theory.
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Typical database operations include the set-theoretic ones, for instance union
and intersection. There are also projection functions, selection operations to get
tuples with particular attribute values, and a kind of relation composition called
join. A large part of relational database theory deals with data dependencies,
constraints expressing structural properties of relations and allowing relations to
be decomposed in a safe way to improve their storage efficiency and consistency.

2 Previous Work

In our previous work, we addressed the issue of how to define and formalise
a constructive, categorical calculus of relations inside Martin-Löf’s type theory,
and using Agda [7, 8]. We thus set up what we called the LT-allegory of E-
relations, a notion based both on the theory of allegories and type theory, and
making heavy use of the notion of setoids [2] (a set with an equivalence relation
on it) to deal with the equalities provided for each set over which the relations
are defined.

In [8] we showed that our formalisation was able to deal with database re-
lations by using filter relations, much like in [11] and [15]. As much as this
showed the feasibility of doing so using our existing formalisation, it becomes
inconvenient and somewhat contrived. It would be much preferable if we could
formalise relational database concepts directly into type theory, skipping the
layer provided by the constructive version of allegories. Hence in the current
work we have approached the problem by attempting a direct formalisation.
We view this work as naturally following on our exploration of type-theoretical
relational systems.

3 Type-Theoretic Building Blocks

The type of all sets is denoted Set, and the type of all propositions Prop (this
being the same as Set by the Curry-Howard isomorphism, as usual). For a set A,
the type of predicates over A is denoted Pred A. The usual notations of type
theory are used for dependent function types (Π) and function types (→). We
will use ⇒ instead of the more common ⊃ for the implication logical constant,
to avoid confusion with the standard notation for set containment, which is used
a lot to speak of relational database concepts. Bool denotes the set of Boolean
values {true, false}.

Definition 1. A relation over a set A is a function of type A→ A → Prop.

Definition 2. A relation over a set A is called reflexive if Πx : A . xRx holds.

Definition 3. A relation over a set A is called symmetric if Πx : A .Πy :
A. xRy ⇒ yRx holds.

Definition 4. A relation over a set A is called transitive if Πx : A .Πy :
A .Πz : A . xRy ⇒ yRz ⇒ xRz holds.
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Definition 5. A relation over a set A is called an equivalence if it is reflexive,
symmetric, and transitive.

Definition 6. A relation R over a set A is called substitutive if Πx : A .Πy :
A .ΠP : Pred A . xRy ⇒ Px⇒ Py holds.

Definition 7. A Boolean relation over a set A is a function of type A→ A →
Bool.

To apply the same concepts of reflexivity and such also to Boolean relations,
we do it by referring to their ‘raised’ versions. That is, for a Boolean relation of
type A → A → Bool we define a relation of type A → A → Prop simply by
if Rxy then � else ⊥ (this kind of definition is called ‘by large elimination’,
since we produce sets as results of the pattern matching). So by abuse of language
we will call a Boolean relation reflexive, for instance, when its ‘raised’ version is
reflexive.

Definition 8. A setoid is a set equipped with an equivalence relation over it.
For a setoid A, we denote its underlying set (called its carrier) by |A|, and its
equivalence relation by =A.

Definition 9. A datoid is a set equipped with a Boolean relation over it that is
reflexive and substitutive. For a datoid A, we denote its underlying set (called
its carrier) by |A|, and its relation by =A.

In the actual implementation of all these notions in Alfa/Agda, all functions
and function types are pretty much as in our definitions. Those notions that
result from combining several properties (that is, equivalence relations, setoids
and datoids) are implemented by means of signatures, dependently typed records
that will contain all required proof objects as fields.

For the rest of this work, our notation will be mainly the one used by Alfa,
and for obvious reasons of space we will only present essential (or some repre-
sentative) fragments of our formalisation’s proof code.

4 Formalisations of Relational Database Theory

Relational database notions are defined in terms of naive set theory, and when
we move to constructive type theory, the notions of set to be used are different.
Some hints of the potential usefulness of applying type theory to databases were
pointed out by [12]. One purpose of our carrying out these formalisations, quite
naturally, is setting up a precise and complete account of relational database
theory inside type theory. The other purpose is exploring the issue of proving
correctness of particular database implementations, at the level of data struc-
tures and algorithms, with respect to relational database theory. Since the actual
implementations use very complex such structures and algorithms, we approach
the problem through abstract views of implementations. It is our hope that this
simpler exploration will make clear how one should attempt, in the close future,
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a pretty realistic proof of correctness of data structures and algorithms used in
actual implementations.

In our setting, members of the universe Set are typically inductively defined
sets, and by the Curry-Howard isomorphism we can refer to Set equivalently as
Prop, the type of all propositions. To speak of subsets of A we can view them
as predicates of type A → Prop. One standard way of dealing with sets that
have an equality is through the already mentioned notion of setoids, denoted
by Setoid. When we need such equalities to be decidable, we can assert them
to be so by requiring to always have a proof of x = y ∨ x �= y, for any x, y in
the setoid. A different approach is by having the equality produce a Boolean
result. In the Alfa library, a notion called Datoid is available: a set with such
a Boolean-valued equality that is reflexive and substitutive. It is also established
in the library that one can always construct a setoid from a datoid, and many
standard datoids, setoids, and properties about both notions are provided.

4.1 General Indexed Relations

In this approach a scheme will be some element of Set:

Scheme ≡ Set

No assumptions about its structure are needed, in particular nothing is said
about a scheme being ordered or not.

The domains associated with attributes will be setoids. This is required, in-
stead of they being simply sets, because the definitions of several fundamental
operations (like projections and joins) involve equality comparisons between tu-
ples and subtuples, and these in turn depend on equality comparisons between
values of corresponding positions in the tuples. Hence, each and every attribute
domain must provide such an equality.

The association of attributes and their domains is not done globally, as one
would expect, but at the level of the schemes. Hence, if I is a scheme, for each
element of I there will be a setoid Ai. We give a name to the type of all such
associations:

Typing (I ∈ Scheme) ≡ I → Setoid

We need to explain a bit our notation for Alfa proof code: the preceding is
a definition, as will be denoted from now on by the use of an equivalence sign.
The definition has a parameter I which is a Scheme, as shown in parenthesis on
the left-hand side of the equivalence sign. It is also possible to shift parameters
between the left and right-hand sides of the equivalence sign, for instance we
could have defined instead

Typing ≡ λI ∈ Scheme. I → Setoid

Finally, we will sometimes just quote the left-hand side of a definition (the
header) along with its result type, due to lack of space.
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A tuple over a scheme takes as argument not just the scheme, but also the
whole association function just described. The tuple itself is a function from
elements of the scheme to elements of the associated carrier:

Tuple (I ∈ Scheme)(T ∈ Typing I) ≡ (i ∈ I)→ |T i|

Tuple equality is simply the element-wise equality at the level of the associated
setoids.

In this way we avoid most of the issues involved in handling schemes in
detail. However, this means for once admitting some relations that are not what
one usually thinks of as database relations: I can certainly be infinite. Also,
representing schemes in this way will mean their manipulation will be different
than is usual in the naive set theory definitions.

Database relations are simply propositional functions over tuples:

Rel (I ∈ Scheme)(T ∈ Typing I) ≡ Tuple I T → Prop

This gives us immediately the set operations over relations, in the usual way
(union by disjunction, intersection by conjunction, difference by intersection and
negation). For instance,

unionRel (I ∈ Scheme)(A ∈ Typing I)(R,S ∈ Rel I A) ≡ λt.R t ∨ S t

Selection is simply defined as the conjunction of the predicates for the relation
and the selection condition:

selectRel (I ∈ Scheme)(A ∈ Typing I)
(P ∈ Pred (Tuple I A))(R ∈ Rel I A) ≡ λx.R x ∧ P x

Accordingly, properties of set-theoretic relational operations and selections will
follow easily from the properties of the logical constants.

For projections, the essential idea is that the scheme gets split into the part we
want to project to, and the part that is removed. This can be done by seeing the
scheme as a sum type I+J , and its typing as having type Typing I+Typing J .
Then two projections, one producing tuples on subscheme I and the other on
subscheme J , can be defined by means of existential quantification. For instance,

projRel1 (I, J ∈ Scheme)(A ∈ Typing I)
(B ∈ Typing J)(R ∈ Rel (I + J)(A + B))
≡ λx.∃y ∈ Tuple (I + J)(A + B). R y ∧ (x = y[A])

(Some massaging of the tuples involved is necessary for slicing a tuple, but we
omit the details here for brevity.)

The join operation follows a similar pattern of definition, except that we use
a type for triple sums, I + J + K. The definition is:

joinRel (I, J,K ∈ Scheme)
(A ∈ Typing I)(B ∈ Typing J)(C ∈ Typing K)
(R ∈ Rel (I + J)(A + B)) (S ∈ Rel (J + K)(B + C))
≡ λx.(∃y ∈ Tuple (I + J)(A + B).R y ∧ (y = x[A + B]))
∧(∃z ∈ Tuple (J + K)(B + C).S z ∧ (z = x[B + C]))
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(Again, we omit all the required auxiliary definitions for massaging the tuples
and obtaining the desired slices.) Proofs of properties involving projection and
join are not trivial anymore, but quite straightforward and mostly depending on
the standard logical constants and quantifiers.

As our representation of schemes doesn’t have much structure, dealing with
concepts of data dependency theory can become a bit cumbersome. We can
define the notion of key if we see the scheme once again as a sum type (the
two parts being the key and the non-key attributes), but to deal in general with
dependencies we would need the ability to manipulate sets of attributes with
more flexibility than this. For instance, to define the notion of candidate key we
would need the ability to talk about subschemes in general, so we could then
talk about a minimal such subscheme.

4.2 Decidable Relations and Finite Index Sets

Real database relations are defined over finite schemes, so the next formalisation
will deal with index sets that are finite. In type theory we can express this by
requiring that I is Nk = {0, 1, . . . , k−1}. This restricts the attributes to natural
numbers only, serving as positional indices. In the Alfa library Nk is called Fin k.
Additionally, we wish to have operations that are computable, so now relations
will be decidable: for this, we use Boolean relations. Since some operations (for
instance, selection) need to compare tuples, and hence elements in the domains,
this means that the equality over every domain must also be decidable and
Boolean-valued.

A scheme will be a particular Fin n, where n is the arity of the tuples that
form part of relations over this scheme. We only need to know n for knowing
which scheme it is:

Scheme ≡ Nat

The domains associated with attributes are now datoids. As in the preceding
approach, the association is not done globally but at the level of the schemes.
The type of all such associations is thus represented:

Typing (n ∈ Scheme) ≡ (i ∈ Fin n)→ Datoid

As in the preceding approach, a tuple over a scheme also takes a typing as
an argument, and is a function taking attributes of the scheme to elements of
the associated carrier:

Tuple (n ∈ Scheme)(T ∈ Typing n) ≡ (i ∈ Fin n)→ |T i|

Tuple equality is again the element-wise equality at the level of the associated
datoids. But its type is now boolean:

eqTuple (n ∈ Scheme)(T ∈ Typing n)(t1, t2 ∈ Tuple nT ) ∈ Bool

Its definition involves the use of a universal quantifier over Fin n to express
element-wise equality.
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Database relations could now be boolean functions over tuples:

Rel (n ∈ Scheme)(T ∈ Typing n) ≡ Tuple nT → Bool

This gives us immediately the set operations over relations, by using the boolean
operators in the usual way (union by or, intersection by and, difference by and
and complement). Their type is similar for all of them, for instance intersection
is:

interRel (n ∈ Scheme)(T ∈ Typing n)(R,S ∈ Rel nT ) ∈ Rel nT

Also as in the preceding approach, selection is quite simple to define, by just
taking the and of the (now boolean) selection predicate and the boolean function
that represents the relation. Its type is:

selRel (n ∈ Scheme)(T ∈ Typing n)
(P ∈ (Tuple nT )→ Bool)(R ∈ Rel nT ) ∈ Rel nT

The expected properties of these operations can be established by resorting to
properties of the Boolean operators.

However, defining projections and join would require a decidable existential
quantification. The library provides us with such, but only for a domain of
quantification of the form Fin n. As we need to quantify over tuples, some kind
of isomorphism would be needed between one such finite set and the type of
tuples on a scheme. This would quickly become very cumbersome, and perhaps
even not possible in all cases.

We could instead change the approach a bit, and define a relation as a list of
tuples over a finite scheme. This now requires us to define database operations in
terms of list manipulations (appends, filters, maps and such). Properties of the
operations would need to resort to the usual theory of lists. Also, as we deal with
schemes in terms of finite sets, a concept analogous to sum types is used for pro-
jections: Fin (m+n) types. These types need several properties regarding finite
sets (for instance, that an isomorphism allows us to move between Fin (m + n)
and Fin m+Fin n). Join can be defined by resorting to the corresponding idea
for three finite set types, and its type is:

joinRel (m,n, p ∈ Scheme)(T1 ∈ Typing m)(T2 ∈ Typing n)
(T3 ∈ Typing p)(R ∈ Rel m + n T1 + T2)(S ∈ Rel n + p T2 + T3)

∈ Rel m + n + p T1 + T2 + T3

(Here, we should remark that the sums of the typings need to be defined as
operations that use the isomorphism mentioned above, and not as sum types as
in the previous subsection.)

The situation regarding data dependencies would be pretty much as in the
previous formalisation: some basic notions can be captured (as keys), but for-
malising a general theory of functional dependencies will be cumbersome. Also,
as the attributes are similar to positional indexes in the local scheme, we lose
the possibility of using the same name for an attribute that appears in different
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schemes of the database. Some kind of lookup tables could be implemented as
part of the formalisation to recover such capabilities, but it will clearly make the
whole effort quite more complex.

4.3 Relations via Collections

A useful notion that has sometimes been used in databases is that of collection
types, also called bulk types. A collection in this sense can be seen intuitively
as a data type corresponding to sets over some base type. Related work has
shown it is possible to use the notion of collections as an abstraction layer on
which to build constructive formalisations of some relational database theory
concepts [14]. However, in that work the authors aim for a generic kind of con-
structive algebra for databases, while we intend to arrive at a fairly concrete (and
much simpler) basis on top of which to build a full formalisation of relational
database theory.

We formalise an addition to the Alfa libraries to deal with collections. Our
representation is based on a signature, with one field being a list, and the only
other field being a proof object asserting that no repeated elements appear in
that list. We do this in two steps, since the notion of generic collection may be
useful in our future work:

GenColl (A ∈ Set,P ∈ Pred (List A)) ∈ Set

GenColl AP≡
sig
elems ∈ List A
ppty ∈ Pelems

(with different A and P , many useful notions could be captured: ordered lists,
association lists, etc.). We remark that sig is the Alfa/Agda notation for a depen-
dently typed record, and that we use visual layout (like in Haskell) to establish
scopes of definitions.

Coll (A ∈ Setoid) ∈ Set

Coll A≡GenColl (|A |) (noDuplsA)

Hence collections can be seen as a version of finite sets over a base data
type, and having computational content. Heavy use is made of properties of
lists to define operations over collections (for instance, intersecting collections
requires a proof that the manipulation, doing by a list filtering, actually produces
a list without duplicates). The definitions of these operations require a decidable
equality over the base type, and we have chosen to use setoids with decidable
equality, where the equality is not Boolean valued: instead we always have a proof
of x = y∨x �= y. This makes the proofs simpler to deal with. The set of collections
over a base setoid A is a setoid with decidable equality, so we can form collections
of collections when needed.

As an example of the operations provided, and the kind of formalisation effort
involved, consider the addition of a single element to a collection:
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addElemColl (A ∈ Setoid, dEq ∈ decEqA, a ∈ |A |,C ∈ Coll A) ∈ Coll A

addElemColl A dEq aC≡

struct[
elems ≡ addElem AdEq aC.elems[
ppty ≡ thNoDupAddElemAdEq a

C.elemsC.ppty

(thNoDupAddElem is the proof that the addElem operation, when applied to
a collection, gives a collection). We remark that struct is the Alfa/Agda notation
for defining an instance of a dependently typed record. Here, we make use of one
operation for lists to achieve the desired result:

addElem (A ∈ Setoid, dEq ∈ decEqA, a ∈ |A |,L ∈ List (|A |)) ∈ List (|A |)

addElem AdEq a []≡ a : []

addElem AdEq a (x : xs)≡

ifD
(dEq a x)
λ h → L
λ h → x : addElem AdEq a xs

The reader will notice two new things that require explanation: decEq gives
for a setoid a proof that the equality on that setoid is decidable in the sense
explained previously in this subsection; ifD is a variation of the usual conditional
expression, except that here it works on a value of the type P + ¬P by case
analysis. Briefly, ifD cond thenFun elseFun looks at at a value of type P + ¬P
provided by cond, then branches through the appropiate function (thenFun if P
is the case, elseFun if ¬P is the case), and passes the corresponding proof object
to the branch so selected. While for this example operation the proof object
passed to the branch function is not necessary, there are situations in which it
is actually used for obtaining correct definitions.

An additional benefit of using collections is that we can now provide enough
structure in the schemes to allow complete manipulation of their attributes. We
set up a global universe of attribute names Attrib (for example, strings) along
with a typing T ≡ Attrib → Setoid. Equality over attributes is a decidable
equivalence, so we can form collections on the setoid of attributes. Also, we
require that the setoids onto which attributes are mapped by T have decidable
equivalences as equalities. A scheme is now simply a collection of attributes.
A tuple is a collection of pairs (A, v) formed by an attribute A and a value v in
the setoid TA (equality on such pairs is defined as equality on their attribute
parts, so we have a setoid of such pairs and we can collect them). As this allows
any kind of tuple to be formed without connection to any scheme, we also define
a notion of proper tuple as one that includes exactly those pairs that have
as attribute one belonging to the scheme under consideration (this is done by
using equality on collections, and a version of map for collections to extract the
attributes). (This way of defining the notion of tuple has been used in [6], too.)
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A relation is now nothing more than a collection of proper tuples. The
database set-theoretic operations are then defined in terms of the set-theoretic
collection operations. Selection is defined in terms of the version of filter for
collections. Our collection formalisation provides decidable quantification over
collections, so we can express the defining property of a projection or a join. As
for the construction of the result tuples in these two operations, we use again
the version of map for collections. Hence, all properties of database operations
reduce directly to properties of the collection operations they are defined upon.
We provide such collection properties in our formalisation too.

As for data dependencies, the use of collections to deal with schemes now
allows us to capture all the useful notions in a very straightforward way. Since
we can manipulate attributes individually and flexibly using collection opera-
tions, we are now able to define all the notions of functional dependency theory.
Quite naturally, a functional dependency can be represented as a pair of collec-
tions of attributes. And we can reason about dependencies too, using collection
properties. A goal to reach for in this context would be to formalise soundness
and completeness of the standard set of axioms for functional dependencies. We
also remark that defining other kinds of dependencies (for instance multi-valued
ones) is possible by means of collections.

5 Conclusions and Further Work

We have discussed several ways to define relational database theory concepts in
type theory. Doing so gives not just a formal and precise setup for the theory,
but also does it in a way that provides computational content. Both as an appli-
cation of type theory to a practical matter, and as an exploration of the detailed
foundations of relational databases, our effort seems worthwhile.

Some work remains to be done providing enough detail on proofs that our
definitions behave as the database operations do, but the way to do it seems
clear. A more complex effort would be required in the future to deal with de-
pendency theory, particularly for results involving axioms for that theory as
already mentioned. Our efforts suggest that an abstract layer corresponding to
the notion of finite subset would capture all the common proof structure.

Databases are not implemented on such levels as our collection abstraction,
they are instead defined on actual file structures. It would be a desirable goal,
though probably a long-term one, to formalise such file structures as are com-
monly used, along with a transformation from our abstract layer into these struc-
tures, and a proof that such a transformation preserves the expected properties.
Needless to say, that would be a major effort, but one probably worthwhile both
from the type theory and the database theory points of view.
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Abstract. scan is an algorithm for reducing existential second-order
logic formulae to equivalent simpler formulae, often first-order logic for-
mulae. It is provably impossible for such a reduction to first-order logic
to be successful for every second-order logic formula which has an equiv-
alent first-order formula. In this paper we show that scan successfully
computes the first-order equivalents of all Sahlqvist formulae in the clas-
sical (multi-)modal language.

1 Introduction

One of the most general results on first-order definability and completeness in
modal logic is Sahlqvist’s theorem [16] where two notable facts are proved for
a large, syntactically defined class of modal formulae, now called Sahlqvist for-
mulae: first, the correspondence result, which says that Sahlqvist formulae all
define first-order conditions on Kripke frames and these conditions can be ef-
fectively “computed” from the modal formulae; and second, the completeness
result, which says that all those formulae are canonical, i.e. valid in their respec-
tive canonical frames, hence axiomatise completely the classes of frames satisfy-
ing the corresponding first-order conditions. The class of Sahlqvist formulae has
been studied extensively, and several alternative proofs and generalisations have
been proposed (see [19, 17, 11, 4, 10, 9]).

Computing the first-order equivalent of a modal formula (if it exists) amounts
to the elimination of the universal monadic second-order quantifiers expressing
the validity in a frame of that formula or, equivalently, the elimination of the
existential monadic second-order quantifiers expressing the satisfiability of the
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formula. A well-known algorithm for eliminating existential second-order quanti-
fiers is scan [8]. scan does not succeed for all first-order definable modal formu-
lae, for example, if we take the K axiom �(ϕ → ψ)→ (�ϕ → �ψ) and replace
φ and ψ by two distinct instances of the McKinsey axiom, e.g. ��p → ��p
and ��q → ��q, respectively, then scan will not terminate on the resulting
formula, although it is equivalent to the first-order formula �. However, scan
has been proved correct whenever it gives an answer [8].

An alternative algorithm to scan is dls [5, 13, 18]. scan and dls are incom-
parable concerning their ability to compute first-order correspondences for modal
formulae. For example, while scan successfully computes a first-order equivalent
formula for (��(p∨q)∧��(p∨¬q)∧��(¬p∨q)) → (��(p∨q)∨��p∨��(p∧q)),
dls fails. On the other hand, there are also examples where dls succeeds and
scan fails.

In this paper we show that scan successfully computes the first-order equiv-
alents of all classical Sahlqvist formulae. To our knowledge, this is the first
completeness result for a quantifier elimination algorithm.

We assume basic knowledge of the syntax and semantics of modal logic and
first-order resolution. State-of-the-art references on modal logic and on auto-
mated deduction including resolution are [2, 3] and [1, 15], respectively.

2 Sahlqvist Formulae

We fix an arbitrary propositional (multi-)modal language. For technical conve-
nience we assume that the primitive connectives in the language are ¬, ∧, and
the diamonds, while the others are definable as usual, e.g. ϕ → ψ is defined as
¬(ϕ ∧ ¬ψ). Most of the following definitions are quoted from [2].

An occurrence of a propositional variable in a modal formula ϕ is positive
(negative) iff it is in the scope of an even (odd) number of negations. A modal
formula ϕ is positive (negative) in a variable q iff all occurrences of q in ϕ are
positive (negative). A modal formula ϕ is positive (negative) iff all occurrences
of propositional variables in ϕ are positive (negative). A boxed atom is a formula
of the form �k1 . . .�knq, where �k1 , . . . , �kn is a (possibly empty) string of
(possibly different) boxes and q is a propositional variable.

A Sahlqvist antecedent is a modal formula constructed from the propositional
constants ⊥ and �, boxed atoms and negative formulae by applying ∨, ∧, and
diamonds. A definite Sahlqvist antecedent is a Sahlqvist antecedent obtained
without applying ∨ (i.e. constructed from the propositional constants ⊥ and �,
boxed atoms and negative formulae by applying only ∧ and diamonds). A (def-
inite) Sahlqvist implication is a modal formula ϕ → ψ where ϕ is a (definite)
Sahlqvist antecedent and ψ is a positive formula. A (definite) Sahlqvist formula is
a modal formula constructed from (definite) Sahlqvist implications by freely ap-
plying boxes and conjunctions, and by applying disjunctions to formulae without
common propositional variables. A basic Sahlqvist formula is a definite Sahlqvist
formula obtained from definite Sahlqvist implications without applying conjunc-
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tions. It can be shown [9]) that that every Sahlqvist formula is semantically
equivalent to a conjunction of basic Sahlqvist formulae.

Example 1.

i. �(¬�(p ∨ q) ∧���q)→ ��(p ∧ q) is a Sahlqvist formula.
ii. ��p → �p and �(p ∨ q) → �p are not Sahlqvist formulae, but can be

converted into Sahlqvist formulae defining the same semantic conditions by
taking their contrapositions and reversing the signs of p and q.

iii. ��p→ ��p and �(�p→ p)→ �p are not Sahlqvist formulae, and cannot
be converted into Sahlqvist formulae defining the same semantic conditions,
because both are known not to be first-order definable.

Theorem 1 ([16]). Every Sahlqvist formula ϕ is locally first-order definable,
i.e. there is a first-order formula αϕ(x) of the first-order language with equality
and binary relational symbols corresponding to the modal operators in ϕ, such
that for every Kripke frame F with a domain W and w ∈ W , F,w |= ϕ iff
F �w αϕ(x) (where |= denotes modal validity, while � denotes first-order truth).

The problem whether a given modal formula is frame-equivalent to some
Sahlqvist formula is not known to be decidable, and most probably it is not.
However, syntactical transformations like the one used in Example 1.ii can extend
the applicability of the result we present in this paper.

3 The SCAN Algorithm

scan reduces existentially quantified second-order sentences to equivalent first-
order formulations. Given a second-order sentence containing existentially quan-
tified second-order variables, the algorithm generates sufficiently many logical
consequences, eventually keeping from the resulting set of formulae only those
in which no second-order variables occur. The algorithm involves three stages:

(i) transformation to clausal form and (inner) Skolemization;
(ii) C-resolution;
(iii) reverse Skolemization (unskolemization).

The input of scan is a second-order formula of the form ∃Q1 . . . ∃Qk ψ,
where the Qi are unary predicate variables and ψ is a first-order formula. In
the first stage scan converts ψ into clausal form, written Cls(ψ), by transfor-
mation into conjunctive normal form, inner Skolemization, and clausifying the
Skolemized formula [12, 14]. In the second stage scan performs a special kind of
constraint resolution, called C-resolution. It generates all and only resolvents and
factors with the second-order variables that are to be eliminated. When com-
puting frame correspondence properties, all existentially quantified second-order
variables Q1, . . . , Qk are eliminated.

To allow for a more concise proof of the main result, our presentation of
C-resolution differs slightly from [8] in that we have explicitly included purity
deletion, subsumption deletion, and condensation in the calculus.
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In the following clauses are considered to be multisets of literals. A literal
is either an atom P (t1, . . . , tn) or t1 ≈ t2 (also called positive literal) where P
is an n-ary predicate symbol and t1, . . . , tn are terms, or a negative literal
¬P (t1, . . . , tn), or t1 �≈ t2. An atom t1 ≈ t2 is also called an equation, while
a negative literal t1 �≈ t2 is called an inequation. We consider clauses to be
identical up to variable renaming, that is, if C and D are clauses such that there
exists a variable renaming σ with Cσ = D, then we consider C and D to be
equal. A subclause of a clause C is a submultiset of C. A variable indecomposable
clause is a clause that cannot be split into non-empty subclauses which do not
share variables. The finest partition of a clause into variable indecomposable
subclauses is its variable partition. If D = C ∨ s1 �≈ t1 ∨ . . .∨ sn �≈ tn is a clause
such that C does not contain any inequations, and σ is a most general unifier
of s1 ≈ t1 ∧ . . . ∧ sn ≈ tn (that is, siσ ≈ tiσ for every i, 1 ≤ i ≤ n, and σ is the
most general substitution with this property), then we say Cσ is obtained from D
by constraint elimination. Note that Cσ is unique up to variable renaming.

A literal with a unary predicate symbol among Q1, . . . , Qk, is a Q-literal,
a literal with a binary predicate symbol (not including equality) is an R-literal.

A subclause D of a clause C is a split component of C iff (i) if L′ is a literal
in C but not in D, then L′ and D are variable-disjoint and (ii) there is no proper
subclause D′ ⊂ D satisfying property (i). If C ∨L1 ∨ . . .∨Ln, n ≥ 2, is a clause
and there exists a most general unifier σ of L1, . . . , Ln, then (C ∨L1)σ is called
a factor of C∨L1∨. . .∨Ln. The condensation cond(C) of a clause C is a minimal
subclause D of C such that there exists a substitution σ with Lσ ∈ D for every
L ∈ C. A clause C is condensed iff cond(C) is identical to C. A clause set is
a set of clauses. With . we denote the disjoint union of two sets.

Derivations in the C-resolution calculus are constructed using expansion rules
and deletion rules. The only expansion rule in the C-resolution calculus is the
following:

Deduction:
N

N ∪ {C}
if C is a C-resolvent or C-factor of premises in N .

C-resolvents and C-factors are computed using the following inference rules:

C-Resolution:
C ∨Q(s1, . . . , sn) D ∨ ¬Q(t1, . . . , tn)

C ∨D ∨ s1 �≈ t1 ∨ . . . ∨ sn �≈ tn
provided the two premises have no variables in common and C ∨ Q(s1, . . . , sn)
and D∨¬Q(t1, . . . , tn) are distinct clauses. (As usual we assume the clauses are
normalised by variable renaming so that the premises of the C-resolution do not
share any variables.) The clause C ∨Q(s1, . . . , sn) is called the positive premise
and the clause D∨¬Q(t1, . . . , tn) the negative premise of the inference step. The
conclusion is called a C-resolvent with respect to Q.

C-Factoring:
C ∨Q(s1, . . . , sn) ∨Q(t1, . . . , tn)

C ∨Q(s1, . . . , sn) ∨ s1 �≈ t1 ∨ . . . ∨ sn �≈ tn
The conclusion is called a C-factor with respect to Q.

In addition, the C-resolution calculus includes four deletion rules:
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Purity Deletion:
N . {C ∨Q(s1, . . . , sn)}

N
if all inferences with respect to Q with C ∨Q(s1, . . . , sn) as a premise have been
performed.

Subsumption Deletion:
N . {C,D}
N . {C}

if C subsumes D, i.e. there is a substitution σ such that Cσ ⊆ D.

Constraint Elimination:
N . {C}
N . {D}

if D is obtained from C by constraint elimination.

Condensation:
N . {C}

N . {cond(C)}

A derivation in the C-resolution calculus is a (possibly infinite) sequence of
clause sets N0, N1, . . . such that for every i ≥ 0, Ni+1 is obtained from Ni by
application of an expansion rule or a deletion rule. In the following we assume
that the condensation rule is applied eagerly, that is, whenever a clause set Ni in
a derivation contains a clause C which is not condensed, the condensation rule
is applied to Ni to derive Ni+1 in which C is replaced by cond(C).

The algorithm generates all possible C-resolvents and C-factors with respect
to the predicate variables Q1, . . . , Qk. When all C-resolvents and C-factors with
respect to a particular Qi-literal and the rest of the clause set have been gen-
erated, purity deletion removes all clauses in which this literal occurs. The sub-
sumption deletion rule is optional for the sake of soundness, but helps simplify
clause sets in the derivation.

If the C-resolution stage terminates, it yields a set N of clauses in which
the specified second-order variables are eliminated. This set is satisfiability-
equivalent to the original second-order formula. If no clauses remain after purity
deletion, then the original formula is a tautology; if C-resolution produces the
empty clause, then it is unsatisfiable. If N is non-empty, finite and does not
contain the empty clause, then in the third stage, scan attempts to restore the
quantifiers from the Skolem functions by reversing Skolemization. This is not
always possible, for instance if the input formula is not first-order definable.

If the input formula is not first-order definable and stage two terminates
successfully yielding a non-empty set not containing the empty clause then
scan produces equivalent second-order formulae in which the specified second-
order variables are eliminated but quantifiers involving Skolem functions occur
and the reverse Skolemization typically produces Henkin quantifiers. If scan ter-
minates and reverse Skolemization is successful, then the result is a first-order
formula logically equivalent to the second-order input formula.

The scan algorithm as described above differs in two details from the scan
implementation.1 First, the implementation does not restrict C-factoring infer-
ences to positive literals, although this is sufficient for the completeness of the
1 http://www.mpi-sb.mpg.de/units/ag2/projects/SCAN/index.html
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algorithm. Concerning this aspect the implementation also differs from the scan
algorithm as described in [8]. Second, the implementation of reverse Skolemiza-
tion does not take into account that variable-disjoint subclauses can be un-
skolemized separately, which is crucial for our results. For example, unskolem-
izing the clause r(x, f(x)) ∨ r(y, g(y)) should result in the first-order formula
(∀x∃uR(x, u)) ∨ (∀y∃vR(y, v)). Instead the scan implementation will produce
a formula involving a Henkin quantifier. Obviously, these two deviations be-
tween the scan algorithm and its implementation are minor and could be easily
incorporated into the implementation.

Since we intend to apply scan to Sahlqvist formulae, we now define a trans-
lation of modal formulae into second-order logic. Let

Π(ϕ) = ∀Q1 . . .∀Qm∀xST(ϕ, x),

where ST(ϕ, x) is the (local) standard translation of a modal formula ϕ with
a free variable x, and Q1, . . . , Qm are all the unary predicates occurring in
ST(ϕ, x). The standard translation itself is inductively defined as follows:

ST(⊥, x) = ⊥
ST(qi, x) = Qi(x) ST(¬φ, x) = ¬ST(φ, x)

ST(φ ∧ ψ, x) = ST(φ, x) ∧ ST(ψ, x) ST(�kiφ, x) = ∃y(xRkiy ∧ ST(φ, y))

where Qi is a unary predicate symbol uniquely associated with the propositional
variable qi, Rki and is a binary predicate symbol representing the accessibility
relation associated with �ki , and x is a first-order variable. The important prop-
erty of the standard translation is that it preserves the truth of a modal formula
at any state w of a Kripke model M , i.e. M,w |= φ iff M |= ST (φ, x)(w/x)
where M is regarded as a first-order structure for the language of the standard
translation. Thus, validity (resp. satisfiability) of a modal formula is expressed
by a universal (resp. existential) monadic second-order formula.

Let scan∗ denote the extension of the scan algorithm with the preprocess-
ing and postprocessing necessary for computing first-order correspondences for
modal logic formulae. The preprocessing involves translating the given modal
formula to the second-order formula Π(ϕ) and negating the result. The post-
processing involves negating the result output of scan, if it terminates.

4 Completeness of SCAN for Sahlqvist Formulae

In the following, we show that scan∗ is complete for Sahlqvist formulae. We
need to prove that for any second-order formula ψ obtained by preprocessing
from a Sahlqvist formula ϕ, scan can compute a first-order equivalent for ψ. To
this end, we have to show two properties:

1. The computation of C-resolvents and C-factors terminates when applied to
the set Cls(ψ) of clauses associated with ψ, i.e. scan can generate only
finitely many new clauses in the process.
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2. The resulting first-order formula, which in general contains Skolem functions,
can be successfully unskolemized.

We first consider the case when ϕ is a definite Sahlqvist implication.

Theorem 2. Given any definite Sahlqvist implication ϕ, scan∗ effectively com-
putes a first-order formula αϕ logically equivalent to ϕ.

Proof (Sketch). Let ϕ = A → P . In the preprocessing stage, scan∗ computes
Π(ϕ) and negates the result. Since Π(ϕ) = ∀Q1 . . . ∀Qm∀xST(ϕ, x), the nega-
tion ¬Π(ϕ) is equivalent to ∃Q1 . . .∃Qm∃xST(¬ϕ, x) = ∃Q1 . . .∃Qm∃xST(A ∧
¬P, x). So, the initial clause set N we obtain after clausification and Skolemiza-
tion is given by Cls(ST(A ∧ ¬P, a)) where a is a Skolem constant. The definite
Sahlqvist antecedent A is constructed from propositional constants, boxed atoms
and negative formulae by applying only ∧ and diamonds. In addition ¬P is also
a negative formula, since P is a positive formula. Thus, A∧¬P is itself a definite
Sahlqvist antecedent. Note that

ST(α ∧ β, ai) = ST(α, ai) ∧ ST(β, ai)
ST(�kiα, ai) = ∃y(aiRkiy ∧ ST(α, y)).

Skolemization will replace the existentially quantified variable y by a new con-
stant ai+1 which replaces any occurrence of y in aiRkiy∧ST(α, y). Consequently,

Cls(ST(α ∧ β, ai)) = Cls(ST(α, ai)) ∪ Cls(ST(β, ai))
Cls(ST(�kiα, ai)) = {aiRkiai+1} ∪ Cls(ST(α, ai+1))

It follows by a straightforward inductive argument that we can divide the clause
set N = Cls(ST(A ∧ ¬P, a)) into a set Nn of clauses which stems from negative
formulae occurring in A ∧ ¬P and a set Np of clauses which stems from the
translation of the propositional constants � and ⊥, and boxed atoms.

The translation of boxed atoms with respect to a constant ai is given by

ST(�k1 . . .�knqj , ai) = ∀x1(aiRk1x1 →
∀x2(x1Rk2x2 → · · ·
∀xn(xn−1Rknxn → Qj(xn)) . . .))

where n ≥ 0. Clausification transforms ST(�k1 . . .�knqj , ai) into a single clause
of the form

¬aiRk1x1 ∨
∨n−1

l=1 ¬xlRkl
xl+1 ∨Qj(xn),

for n ≥ 0. In the case of n = 0, the clause we obtain consists of a single positive
ground literal Qj(ai). Besides clauses of this form, Np can only contain the empty
clause, which is the result of translation of the propositional constant ⊥, while
the translation of � will be eliminated during clausification.

Thus, every clause in Np contains at most one predicate symbol Qj . Moreover,
all clauses in Np will only contain positive occurrences of unary predicate sym-
bols Qj. In contrast, by definition, all occurrences of propositional variables qj in
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the negative formulae in A∧¬P are negative. So, the corresponding occurrences
of unary predicate symbols Qj in Nn are all negative as well.

We have to establish the following.
The derivation always terminates for the formulae (clauses) under con-

sideration. We define a function μ1 that assigns to each clause C a triple
μ1(C) = 〈nQ

C , nR
C , dC〉 of natural numbers such that nQ

C is the number of Qi-
literals in C, nR

C is the number of all remaining literals in C, and dC is the depth
of C. We call μ1(C) the complexity of clause C. It is straightforward to show that
for a given triple c = 〈nQ, nR, d〉 of natural numbers the preimage of c under μ1

contains only finitely many clauses (up to renaming of variables). We also define
an ordering / on N×N×N by the lexicographic combination of the ordering >
on the natural numbers with itself. Obviously, the ordering / is well-founded.

We have already established that no clause in N contains a positive Qi-literal
as well as a negative Qj-literal and the clauses in Np have the property that each
clause which contains a positive Qi-literal contains exactly one such literal. It
follows that in any C-resolution derivation from N no inference steps by C-
factoring are possible. Furthermore, any C-resolvent D obtained by C-resolution
with positive premise Cp and negative premise Cn will not contain a positive Qi-
literal, and D contains less Qi-literals than Cn. Thus, μ1(Cn) / μ1(D). Since no
other inference steps are allowed in the C-resolution calculus, we have established
that the conclusion of any inference step in a derivation from N is of strictly
smaller complexity than one of its premises. The application of a deletion rule
will only replace a clause C of complexity μ1(C) be a clause D with smaller
complexity μ1(D). It follows that any derivation from N terminates.

The restoration of the quantifiers does not fail. To ensure that the restoration
of quantifiers does not fail once the derivation from N has terminated, we can
show by induction that for any clause C in a derivation from N , (i) C contains
only inequations of the form

b �≈ z, b �≈ c, b �≈ f(z), y �≈ z, y �≈ c, or y �≈ f(z),

(ii) there are no two inequations in C of the form y �≈ f(z) and y �≈ g(z)
with f �= g, and (iii) if C contains negative Qi-literals then these are of the
form ¬Qi(z), ¬Qi(c) or ¬Qi(f(z)), where c is a Skolem constant and f a unary
Skolem function. An alternative formulation of property (ii) is that for any two
inequations x1 �≈ f(y) and x2 �≈ g(z) in C with f �= g we have x1 �= x2.

Inspection of the unskolemization procedure defined in [6] shows that prop-
erties (i) and (ii) are sufficient to ensure that unskolemization is successful,
property (iii) enables us to show that the other two properties are preserved in
inference steps. ��

The theorem can be extended to the case of basic Sahlqvist formulae, ob-
tained from definite Sahlqvist implications by applying boxes and disjunctions
to formulae not sharing predicate variables.

In contrast to definite Sahlqvist antecedents, Sahlqvist antecedents can in-
clude disjunction as a connective. This makes the proof of completeness of scan
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with respect to Sahlqvist implications much more involved. The cornerstone of
our proof is the notion of a chain.

Let (t1, . . . , tn) be an ordered sequence of pairwise distinct terms. A chain C
over (t1, . . . , tn) is a clause containing only literals of the form (¬)sRki t and
(¬)Qj(u) such that the following three conditions are satisfied:

(1) for every i, 1 ≤ i ≤ n−1, either ¬tiRkiti+1 or tiRkiti+1 is in C;
(2) for every (¬)uRkiv ∈ C, u = tj and v = tj+1 for some j, 1 ≤ j ≤ n− 1;
(3) for every (¬)Qj(u) ∈ C, u = tj for some j, 1 ≤ j ≤ n.

Lemma 1. Let C be a chain over (t1, . . . , tn). Then there does not exist an
ordered sequence (s1, . . . , sm) of pairwise distinct terms which is distinct from
(t1, . . . , tn) such that C is also a chain over (s1, . . . , sm).

The length of a chain C over (t1, . . . , tn) is n. Note that by Lemma 1 the chain C
uniquely determines (t1, . . . , tn). So, the length of a chain is a well-defined notion.

The link between the clauses we obtain from translating Sahlqvist formulae
or modal formulae, in general, and chains is not as straightforward as one may
hope. For example, consider the Sahlqvist antecedent ¬q1∨�q2∨�q3. The clausal
form of its translation consists of the single clause

¬Q1(a) ∨ ¬a Rx ∨Q2(x) ∨ ¬a Ry ∨Q3(y).

It is straightforward to check that we cannot arrange the terms a, x, and y in an
ordered sequence S such that the whole clause would be a chain over S. Instead
the clause consists of at least two chains: ¬Q1(a) ∨ ¬a Rx ∨ Q2(x) over (a, x)
and ¬a Ry ∨ ¬Q3(y) over (a, y), or alternatively, ¬a Rx∨Q2(x) over (a, x) and
¬Q1(a) ∨ ¬a Ry ∨ ¬Q3(y) over (a, y). However, we could also divide the clause
into three or more chains, for example, ¬Q1(a) over (a), Q2(x) over (x), Q3(y)
over (y), ¬a Rx over (a, x) and ¬a Ry over (a, y).

In the following we will only consider maximal chains. A chain C over
(t1, . . . , tn) is maximal with respect to a clause D iff C is a variable indecom-
posable subclause of D and there is no chain C′ over (s1, . . . , sm), m > n, such
that C′ is a subclause of D and for every i, 1 ≤ i ≤ n, ti ∈ {s1, . . . , sm}.

Under this definition our example clause can only be partitioned into three
maximal chains, namely, ¬Q1(a) over (a), ¬a Rx∨Q2(x) over (a, x), and ¬a Ry∨
Q3(y) over (a, y). We can see the obvious link between the modal subformula of
¬q1 ∨ �q2 ∨ �q3 and these three maximals. So, it makes sense to say that the
first chain is associated with the negative formula ¬q1, the second is associated
with from the boxed atom �q2, and the third from the boxed atom �q3. In
general, more than one maximal chain can be associated with a single negative
formula, while exactly one maximal chain is associated with a boxed atom. We
call a maximal chain which is associated with a boxed atom a positive chain,
while all the chains associated with a negative formula are called negative chains.

It turns out that in the case of boxed atoms, the clauses we obtain have
another important property: The clauses consist of a single maximal chain which
is rooted. A chain C over (t1, . . . , tn) is rooted iff t1 is a ground term.
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Lemma 2. Let ϕ be a Sahlqvist implication. Then any clause C in Cls(¬Π(ϕ))
can be partitioned into a collection D of maximal chains. For any two maximal
chains D and D′ in D, either D and D′ are identical or they share at most one
variable. In addition, if a maximal chain D in D is associated with a boxed atom
in ϕ, then D is rooted and shares no variables with the other maximal chains
in D.

Theorem 3. Given any Sahlqvist implication ϕ, scan∗ effectively computes
a first-order formula αϕ logically equivalent to ϕ.

Proof (Sketch). Let ϕ = A → P . We know that Cls(¬Π(ϕ)) = Cls(ST(A, a)) ∪
Cls(ST(¬P, a)), where a is a Skolem constant. We also know that all clauses
in N0 = Cls(¬Π(ϕ)) satisfy the conditions stated in Lemma 2, in particular,
any clause C in Cls(¬Π(ϕ)) can be partitioned into a collection D of maximal
chains.

We introduce some additional notation for chains. We know that a chain asso-
ciated with a boxed atom contains exactly one positive Q-literal Qi(ti), where ti
is either a Skolem constant or a variable, and in the following we denote such
a chain by C+[Qi(ti)] or C+

j [Qi(ti)]. Chains associated with a negative formula
may contain one or more negative Q-literals ¬Q1(t1), . . . , ¬Qn(tn), where each ti
is either a Skolem constant, a variable, or a Skolem term of the form f(x). We de-
note these chains by C−[¬Q1(t1), . . . ,¬Qn(tn)] or C−

j [¬Q1(t1), . . . ,¬Qn(tn)].
By C+[�] we denote the clause we obtain by removing the Q-literal Qi(ti) from
the chain C+[Qi(ti)]. Analogously, C−[�, . . . ,¬Qn(tn)] denotes the clause ob-
tained by removing ¬Q1(ti) from the chain C−[¬Q1(t1), . . . ,¬Qn(tn)].

Unlike in the case of definite Sahlqvist implications, since a clause in N0

can contain more than one positive Q-literal, inference steps by C-factoring are
possible. Such an inference step would derive a clause D1 ∨C+

1 [Q(t1)]∨C+
2 [�]∨

t1 �≈ t2 from a clause D1 ∨ C+
1 [Q(t1)] ∨ C+

2 [Q(t2)]. Since t1 and t2 are either
variables or constants, the constraint t1 �≈ t2 can take the forms

b �≈ z, b �≈ c, y �≈ z, or y �≈ c.

In all cases, except where b and c are distinct constants, a most general unifier σ
of t1 and t2 exists, and constraint elimination replaces D1∨C+

1 [Q(t1)]∨C+
2 [�]∨

t1 �≈ t2 by (D1 ∨C+
1 [Q(t1)]∨C+

2 [�])σ. Note that this clause is identical to D1 ∨
(C+

1 [Q(t1)]∨C+
2 [�])σ, that is, the subclause D1 is not affected by the inference

step nor does it influence the result of the inference step. A problem occurs in the
following situation: The clause Q(a)∨¬R(a, x)∨Q(x) is a chain over (a, x) and a
C-factoring step is possible which derives Q(a)∨¬R(a, x)∨a �≈ x. This C-factor
is simplified by constraint elimination to Q(a)∨¬R(a, a). However, an R-literal
like ¬R(a, a) with two identical arguments is not allowed in a chain. We could
modify the definition of a chain to allow for these literals, but it is simpler to
consider a clause like Q(a)∨¬R(a, a) as shorthand for Q(a)∨¬R(a, x) ∨ a �≈ x.

It is important to note that the condition that a maximal chain associ-
ated with a boxed atom does not share any variables with other chains may
no longer be true for C-factors. For example, consider the clause ¬R(a, x) ∨
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Q(x) ∨ ¬R(a, u) ∨ ¬R(u, v) ∨Q(v), obtained from ¬Π(�q ∨ ��q → �), which
can be partitioned into two maximal chains, ¬R(a, x) ∨ Q(x) over (a, x) and
¬R(a, u)∨¬R(u, v)∨Q(v) over (a, u, v). This clause has the C-factor ¬R(a, x)∨
Q(x)∨¬R(a, u)∨¬R(u, v)∨v �≈ x. Constraint elimination replaces this C-factor
by ¬R(a, x)∨Q(x)∨¬R(a, u)∨¬R(u, x) which can be partitioned into two maxi-
mal chains ¬R(a, x)∨Q(x) over (a, x) and ¬R(a, u)∨¬R(u, x) over (a, u, x) that
share the variable x. Let us call such clauses factored positive chains.

Note that the length of chains in a C-factor is the length of chains in the
premise clause. Also, the depth of terms in a C-factor is the same as in the
premise clause. Let there be cp positive chains in the clauses of N0. Then we can
potentially derive 2cp − 1 factored positive chains.

A C-resolvent can only be derived from a clause D1 ∨ C+[Qi(ti)] and
a clause D2 ∨ C−[¬Q′

1(t′1), . . . ,¬Q′
n(t′n)] where one of the Q′

j , 1 ≤ j ≤ n,
is identical to Qi. Without loss of generality, we assume that Qi = Q′

1. Then
the resolvent is D1 ∨C+[�]∨D2 ∨C−[�,¬Q′

2(t
′
2), . . . ,¬Q′

n(t′n)] ∨ ti �≈ t′1. The
term ti will either be a Skolem constant b or a variable y, while the term t′1 can
either be a Skolem constant c, a variable z or a Skolem term f(z). Thus, ti �≈ t′1
has one of the following forms:

b �≈ z, b �≈ c, b �≈ f(z), y �≈ z, y �≈ c, or y �≈ f(z),

If ti and t′1 are unifiable by a most general unifier σ, then constraint elimination
replaces the C-resolvent by (D1∨C+[�]∨D2∨C−[�,¬Q′

2(t
′
2), . . . ,¬Q′

n(t′n)])σ,
which is identical to D1 ∨D2 ∨C+[�]∨ (C−[�,¬Q′

2(t
′
2), . . . ,¬Q′

n(t′n)])σ. If ti
is a variable, then the ti and t′1 must be unifiable, since ti cannot occur in t′1.
Furthermore, if ti and t′1 are unifiable, then the most general unifier is either
the identity substitution or a substitution replacing ti by t′1. However, if ti and
t′1 are not unifiable, then the constraint ti �≈ t′1 cannot be eliminated. In this
case ti must be a Skolem constant b and t′1 is either a Skolem constant c distinct
from b or a Skolem term f(z). Again, no terms deeper than terms in N0 occur.

We will focus on the union of negative chains that occur within a single clause
and share variables. We call these joined negative chains. Joined negative chains
are variable indecomposable subclauses of the clauses in which they occur and
they are variable-disjoint from the rest of the clause. A C-resolution inference
step involves one such joined negative chain and one factored positive chain,
and the result is again a joined negative chain. Let cn be the number of joined
negative chains in N0 and let there be at most nQ occurrences of Q-literals in
any joined negative chain. Then at most cn × nQ × 2cp joined negative chains
can be derived by one or more C-resolution inference steps.

Each clause in a derivation N0, N1, . . . is a collection of factored positive
chains and joined negative chains without duplicates modulo variable renaming.
Any clause containing duplicates modulo variable renaming would immediately
be replaced by its condensation. Given there are 2cp − 1 factored positive chains
and cn×nQ×2cp joined negative chains. We can derive at most 2cn×nQ×2cp+2cp−1

distinct clauses. This ensures the termination of the derivation.
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As to reverse Skolemization, again the Qi-literals in N have one of the forms

Qi(b), Qi(y), ¬Qi(z), ¬Qi(c) or ¬Qi(f(z)),

where b denotes any Skolem constant, f denotes any Skolem function, and y and z
arbitrary variables. The possible forms of inequality literals in all C-resolvents
and C-factors are then

b �≈ z, b �≈ c, b �≈ f(z), y �≈ z, y �≈ c, or y �≈ f(z).

I.e. the form of inequality literals is s �≈ t, where s and t are variable-disjoint, s is
either a variable or a constant, and t is either a variable, a constant or a Skolem
term of the form f(x). What is again crucial is that no derived clause contains
two inequations y �≈ s and y �≈ t, where s and t are compound terms. This cannot
happen. Consequently, restoration of the quantifiers can always be successfully
accomplished during reverse Skolemization [6].

Finally, the general case of a Sahlqvist formula ϕ obtained from Sahlqvist
implications by freely applying boxes and conjunctions, as well as disjunctions
to formulae sharing no common propositional variables can be dealt with by
induction of the number of applications of such disjunctions. The basis of the
induction (with no such applications) has been established by Theorem 3.

We can now state the main theorem.

Theorem 4 (Completeness with Respect to Sahlqvist Formulae).
Given any Sahlqvist formula ϕ, scan∗ effectively computes a first-order formula
αϕ logically equivalent to ϕ.

5 Conclusion

Sahlqvist’s theorem [16] can be seen as a milestone for a particular kind of
classification problem in modal logics, namely, for which modal formulae can we
establish correspondence and completeness results.

At first sight the work on scan seems to be unrelated to this classification
problem, since scan tries to provide a general automated approach to estab-
lishing correspondence results while, as already noted, it is not complete for all
modal formulae which have a first-order correspondent.

It is interesting to compare this situation to that in first-order logic. The
classification problem in first-order logic is to identify fragments of first-order
logic which are decidable/undecidable. It has been shown in recent years that
general automated approaches to the satisfiability problem in first-order logic,
in particular approaches based on the resolution principle, also provide decision
procedures for many decidable fragments [7]. They can also provide a good
starting point for establishing new decidable fragments of first-order logic.

In this paper we have applied similar approach to scan, showing that this
general automated approach computes first-order correspondents for the class
of Sahlqvist formulae. In fact, the class of modal formulae for which scan is
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successful is strictly larger than the class of Sahlqvist formulae (a witness being
the formula given in the introduction). An important open problem is to find
a purely logical characterization of that class.

Interestingly, since scan is based on a variation of the resolution principle, we
were able to employ techniques used for establishing decidability results based
on the resolution principle in first-order logic, to obtain our result.

It can be expected that corresponding results can also be obtained for other
classes of modal formulae, and even classes for which until now no correspondence
and completeness results have been established.
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Relations and GUHA-Style Data Mining II

Petr Hájek�

Institute of Computer Science, Academy of Sciences of the Czech Republic
Pod Vodárenskou věž́ı 2, 182 07 Prague 8, Czech Republic

Abstract. The problem of representability of a (finite) Boolean algebra
with an additional binary relation by a data matrix (information struc-
ture) and a binary generalized quantifier is studied for various classes of
(associational) quantifiers. The computational complexity of the prob-
lem for the class of all associational quantifiers and for the class of all
implicational quantifiers is determined and the problem is related to
(generalized) threshold functions and (positive) assumability.

1 Introduction

Orlowska and Düntsch [1] study information relations given by data (e.g. objects
x, y are similar, etc.), Boolean algebras with operators, and their representability
by data (“information structures” in their terminology).

GUHA (General Unary Hypotheses Automaton) is a method (existing and
developed since the 1960’s) of what is presently called data mining (see e.g. [2,
4, 13, 14], for theoretical foundations see particularly [3] and for recent contribu-
tions see e.g. [6, 7, 10, 11]). Here we shall be only interested in some aspects of
theoretical foundations of GUHA (which may be useful as foundations of other
data mining methods as well); namely, in generalized predicate calculi for ex-
pressing dependencies hidden in data, notably a sort of finite model theory with
generalized quantifiers (mostly two-dimensional), and Boolean algebras with ad-
ditional relations given by a data set and a generalized quantifier. Our main
problem is to find conditions under which a (finite) Boolean algebra with an ad-
ditional binary relation is (isomorphic to) an algebra given in this way (by some
data and quantifier). This is hoped to be a possible way of mutual influence of
the GUHA approach and the approach of Orlowska et al.

2 Main Notions

For the reader’s convenience we survey here the main notions of the GUHA-style
theory of observational logical calculi (calculi for speaking about observed data).
The reader familiar with some GUHA theory (in particular with my Relmics 6
paper [5]) may skip this section.

Fix a finite set of unary predicates P1, . . . , Pn – names of attributes of objects
(for simplicity we shall deal only with two-valued, i.e. Boolean attributes). Also
� Partial support by the COST Action 274 – TARSKI is acknowledged.

R. Berghammer et al. (Eds.): RelMiCS/Kleene-Algebra Ws 2003, LNCS 3051, pp. 163–170, 2004.
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fix an object variable x and consider only formulas with no variable except x.
Open formulas are Boolean combinations of atomic formulas. Thus for example,
(P1(x)&¬P3(x))∨P7(x) is an open formula. A data matrix is a rectangular matrix
M = (uij)

j=1,...n
i=1,...m of zeros and ones with n columns; its i-th row is understood

as information on i-th object; uij = 1 says “the i-th object has the j-th (atomic)
property”, in other words, “the i-th object satisfies the atomic formula Pj(x)”.
Using the obvious semantics of connectives we define satisfaction of an open
formula ϕ(x) by the i-th object (thus open formulas define atomic and composed
properties of objects).

For each open formula ϕ and each data matrix M, let Xϕ be the set of all
objects satisfying ϕ in M. Let FrM(ϕ) be the cardinality of Xϕ. A subset of M
is definable if it is Xϕ for some open formula ϕ. Definable subsets of M form
a Boolean formula (with respect to union, intersection and complement); call it
Def(M). Each pair of open formulas ϕ, ψ defines its four-fold table
a = Fr(ϕ&ψ), b = Fr(ϕ&¬ψ)
c = Fr(¬ϕ&ψ), d = Fr(¬ϕ&¬ψ)
(M omitted); put also r = a + b, s = c+ d, k = a+ c, l = b+ d (marginal sums),
m = a + b + c + d (cardinality of M).

The semantics of a binary quantifier ∼ (applied to a pair of formulas) is
given by a four-argument function Tr∼ (or just Tr) assigning to each quadruple
(a, b, c, d) of natural numbers with a + b + c + d > 0 the truth value 1 or 0. The
quantifier ∼ describes a relation between two (definable) properties; the corre-
sponding formula may be written (∼x)(ϕ(x), ψ(x)) (in the analogy to classical
unary quantifier (∀x)ϕ(x)) or simply ∼(ϕ, ψ) or (most often) ϕ ∼ ψ.

Caution: Don’t think of ∼ as of a connective; ϕ ∼ ψ does not express any
property of individual objects but a relation between ϕ, ψ defined as follows:
let (a, b, c, d) be the four-fold table of ϕ in M. Then ϕ ∼ ψ is true in M iff
Tr∼(a, b, c, d) = 1; ϕ ∼ ψ is false in M iff Tr∼(a, b, c, d) = 0. We further define:
∼ ismonotone if Tr is monotone in each variable. Furthermore, the quantifier ∼
is associational if Tr is non-decreasing in a, d and non-increasing in b, c.
In particular: the quantifier is implicational if it is associational and its truth
function Tr is independent of c, d. An associational quantifier expresses positive
association; if ∼ is associational and ϕ ∼ ψ is true in your data then it means
that for (sufficiently) many objects the truth values of ϕ, ψ coincide and for
(sufficiently) few objects they differ. If ∼ is implicational then we only pay
attention to objects satisfying ϕ; from those objects (sufficiently) many objects
satisfy ψ and (sufficiently) few objects satisfy ¬ψ.

We recall some “classical” examples:

(1) Implicational quantifiers.
FIMPLp,s : Tr(a, b, c, d) = 1 iff a/(a + b) ≥ p and a ≥ s.
LIMPLp,α: Tr(a, b, c, d) = 1 iff

∑r
i=a

(
r
i

)
pi(1− p)r−i ≤ α

If ∼ is FIMPLp,s then ϕ ∼ ψ just says that at least s objects satisfy ϕ&ψ
and the relative frequency of objects satisfying ψ among those satisfying ϕ
is at least p. (FIMPL is called the founded implicational quantifier, see
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already [2], and was much later rediscovered by Agrawal in what he calls
“association rules”.)
LIMPLp,x (lower critical implicational quantifier) is statistically motivated:
if ∼ is LIMPLp,x then ϕ ∼ ψ says that the hypothesis that for objects
satisfying ϕ the probability P (ψ) is a least p can be accepted with the
significance (risk) α (α small).

(2) Symmetric associational quantifiers:
SIMPLEh: a · d ≥ h · b · c (h ≥ 1)
FISHERα :

∑min(b,c)
i=0

(a+b)!(c+d)!(a+c)!(b+d)!
m!(a+i)!(b−i)!(c−i)!(d+i)! ≤ α and ad > bc

For ∼ being SIMPLE1, ϕ ∼ ψ says that ad > bc, or equivalently, a
a+b > c

c+d ,
thus the relative frequency of ψ among objects satisfying ϕ is bigger than the
relative frequency of ψ among objects satisfying ¬ϕ. SIMPLEh for h > 1 is
still stronger. The truth function of FISHERα is based on the statistical test of
positive dependence: ϕ ∼ ψ says that the statistical hypothesis saying P (ψ|ϕ) >
P (ψ) can be accepted on the significance level α. See [3] for the corresponding
theory, in particular for “frame assumptions” of statistical hypothesis testing
involved.

Let us mention also unary quantifiers expressing in some way “many”, i.e.
Quantifiers μ such that (μx)ϕ (or just μϕ) says “many objects have ϕ”. In
fact, each implicational quantifier (denote it ⇒∗) defines a quantifier “many” if
(μx)ϕ is defined as � ⇒∗ ϕ, where � stands for a formula “true” satisfied by
each object of each data set. The truth function of this μ is defined from the
truth functions of ⇒∗ as Trμ(a, b) = Tr⇒∗(a, b, 0, 0). Call each such quantifier
μ a (unary) multitudinal quantifier.

3 Problem(s) of Representability

A given associational quantifier ∼ defines a binary relation of association R∼
on Def(M) as follows: for any open formulas ϕ, ψ, R∼(Xϕ, Xψ) holds iff ϕ ∼ ψ
is true in M. For any Boolean algebra B define the following partial order ≺
between pairs of elements of B: (u1, v1) ≺ (u2, v2) iff

u2 ∧ v2 ≥ u1 ∧ v1, u2 ∧−v2 ≤ u1 ∧ −v1,

−u2 ∧ v2 ≤ −u1 ∧ v1,−u2 ∧−v2 ≥ −u1 ∧ −v1

Now a binary relation R on B is called weakly associational if, for each u1, v1,
u2, v2 ∈ B, R(u1, v1) and (u1, v1) ≺ (u2, v2) implies R(u2, v2). Evidently, if ∼ is
associational and B = Def(M) then R∼ defined above is weakly associational.

The problem reads as follows: Given a (finite) Boolean algebra B and a binary
weakly associational relation R on B, is it isomorphic to (Def(M), R∼) for some
data M and some associational quantifier ∼?

It has several variants:
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– ∼ uniquely given in advance
– ∼ may be from a parametric class, e.g. FIMPLEp,s

– ∼ may be from a broad class, e.g. any implicational
– R may be only partially defined: one gives two disjoint sets of pairs – R+

is the set of positive pairs, R− set of negative pairs.

R may be any weakly associational relation containing R+, disjoint from R−.

Remark. Recall that if you have predicates P1, . . . , Pk then an elementary con-
junction is a formula λ1& . . .&λk where each λi is either Pi(x) or ¬Pi(x). Let
B be a finite Boolean algebra with k atoms (and 2k elements). Take �log2(k)�
predicates and identify atoms of B with k elementary conjunctions of your pred-
icates. Call them selected.

Note that if B is isomorphic to some Def(M) then it is isomorphic to
a Def(M) with Fr(κ) > 0 for all selected EC’s and Fr(κ) = 0 for all other
EC’s. M is then fully determined by weights w1, . . . , wk of selected atoms, wi

positive natural numbers.

Observation. Let u = (u1, . . . , uk) ∈ {0, 1}k be the characteristic vector of atoms
whose disjunction is ϕ; then in M, F r(ϕ) = w ◦ u (scalar product).

The representation problem was first formulated in my paper [5] for Relmics
6 meeting in Tilburg.

4 Complexity of Representability

Let B be a Boolean algebra with k atoms presented by k selected elementary
conjunctions of literals built from �log(k)� predicates as above. Each element of
B can be expressed as a disjunction of ≤ k atoms. (Its length is polynomial in
k). Assume we have two disjoint sets R+, R− of positive and negative pairs of
elements of B as above. In fact: these pairs are given by pairs of open formulas,
each of length polynomial in k.

The representability of (B, R+, R−) by a (Def(M), R∼) becomes equivalent
to the satisfiability of∧

{ϕ ∼ ψ/(ϕ, ψ) ∈ R+}&
∧
{¬(ϕ ∼ ψ)|(ϕ, ψ) ∈ R−}.

Call the last formula Φ(R+, R−).

Theorem 1. The present representability problem, for ∼ varying over all im-
plicational quantifiers, is NP -complete. Similarly for ∼ varying over all associ-
ational quantifiers.

Proof. By [5], the satisfiability problem of formulas of the form Φ(R+, R−) with
∼ ranging on all implicational quantifiers is NP -complete.

By [8], the same holds for associational quantifiers.
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5 A Counterexample

Recall the ordering (u1, v1) ≺ (u2, v2) defined above. A necessary condition for
the representability by an associational quantifier reads that there are no u1, u2,
v1, v2 satisfying (u1, v1) ≺ (u2, v2) such that R+(u1, v1) and R−(u2, v2) (It is
impossible that (u1, v1) is a positive pair and the (u2, v2) is a negative pair.) For
representability by an implicational quantifier the necessary condition results by
deleting the second half (beginning by −u2 ∧ v2 from the definition of ≺).

For one-dimensional multitudinal quantifier Many∗ the condition further
simplifies: all u’s are 1B (true) and everything reduces to: if v2 ≥ v1 then R+(v1)
implies not R−(v2).

It is easy to show that this condition is not sufficient for representability:
assume 5 atoms, let u = (1, 1, 1, 0, 0) represent the join of the atoms 0, 1, 2 and
let v = (10011) represent the join of atoms 0, 3, 4. Let R+ = {u, v}, let R−

consist of all other three-atom elements containing the atom 0. Clearly, our
condition is satisfied. Let w = (w0, . . . , w4) be given and let k be such that w, k
realize (B, R+, R−), i.e.

w0 + w1 + w2 ≥ k, w0 + w3 + w4 ≥ k,

but w0 + wi + wj < k for (i, j) = (1, 3), (1, 4), (2, 3), (2, 4). From the first two
inequalities we get

2w0 + w1 + w2 + w3 + w4 ≥ 2k,

from the last four we get

2w0 + w1 + w2 + w3 + w4 < 2k,

a contradiction.
Thus we get a new algebraic condition: let x, y1, . . . , y4 be pairwise disjoint

elements of B and let R be the relation given by a unary multitudinal quantifier
(R = R+;B−R = R−).

If [R(x∨y1∨y2) and R(x∨y3∨y4)] where x, y1, y2, y3, y4 are pairwise disjont,
then

R(x ∨ y1 ∨ y3) or R(x ∨ y1 ∨ y4) or R(x ∨ y2 ∨ y3) or R(x ∨ y2 ∨ y4).

6 Threshold Functions

Next we relate our problem to the problem of threshold boolean functions. Recall
that elements of B are represented by vector u ∈ {0, 1}k and that the cardinality
of the corresponding definable set in the concerned data M is w ◦ u when w is
a vector of frequencies of atoms (◦ denotes the scalar product).

We recall some definitions from [9]. A function f : {0, 1}n → {0, 1} is a thresh-
old function if there exists a t ∈ Re and some w ∈ Ren such that for all
u ∈ {0, 1}n,

f(u) = 1 iff w ◦ u ≥ t.
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f is summable if there are finitely many elements (m > 1) a1, . . . , am with
f(ai) = 1 and b1, . . . , bm with f(bi) = 0 such that

∑
ai =
∑

bi

Theorem 2. (Asumability theorem, Elgot and Chow, see [9] Theorem 7.2.1). f
is a threshold function iff f is not summable.

This is almost what we want for Many; but we need non-negative (positive)
and natural (rational) weights wi. The existence of rational weights follows from
the existence of real weights by continuity.

Let us define: f is a positive threshold function if

f(u) = 1 iff w ◦ u ≥ t

for some non-negative t, w (cf. [12]). Analyzing the proof of the asummability
theorem in [9] we are lead to the following definition:

A function f : {0, 1}n → {0, 1} is positively summable if ∃a1, . . . , am with
f(ai) = 1, ∃b1, . . . , bm with f(bi) = 0 such that

∑
ai ≤

∑
bi. (Note that ai, bi

are vectors of zeros and ones; the sum is understood coordinatewise.)

Theorem 3. (Positive asummability theorem.) f is a positive threshold func-
tion iff it is not positively summable (i.e. it is positively asummable).

Proof. Let f be a positive threshold function w.r.t w, t and let ai be big, bi

small w.r.t. f ; i.e. f(ai) = 1, f(bi) = 0 thus w ◦ ai > w ◦ bi,
∑

w ◦ ai >
∑

w ◦ bi,
w ◦
∑

ai > w ◦
∑

bi, w > 0 (recall that all sums are sums of vectors!). Thus∑
ai ≤
∑

bi is impossible and f is positively asummable.
Conversely, assume that f is not a positive threshold function w.r.t. any w, t,

hence the system
w ◦ (ap − bq) > 0, w ◦ ei ≥ 0

(where ap enumerates all big, bq all small vectors w.r.t.f and ei is the i-th
unit vector (0, . . . , 0, 1, 0, . . . , 0)) has no solution. By [9] Lemma 7.2.1, there
are gpq, gi ≥ 0, integers such that

∑
p,q gpqw ◦ (ap − bq) +

∑
giw ◦ ei = 0 for

all w. The coefficient of wi is
∑

p,q gp,q(api + bqi) + gi = 0. Thus for all i,∑
p(
∑

q gpq)api ≤
∑

q(
∑

p gpq)bqi , briefly, for some non-negative integers λp, λ
′
q

we get
∑

p λpap ≤
∑

q λ
′
qbq (coordinatewise), which gives positive summability.

Example 1. g(x1, . . . , xn) = x1x2 ∨ x3x4.
a1 = (1100), a2 = (0011) – big
b1 = (1010), b2 = (0101) – small∑

ai =
∑

bi = (2222)
Let w1 + w2 > t,w3 + w4 > t, then (w1 + w3) + (w2 + w4) > 2t, thus (1010)

big or (0101) big; also (1001) or (0110) is big, contradiction. Consequently, f is
not a threshold function.

Corollary 1. Let B = 2n (algebra with n atoms) and R ⊆ B be an upper
segment (u ∈ R and u ≤ v imply v ∈ R). (B, R) is representable by a data
matrix and a unary multitudinal quantifier iff the characteristic function χR

of R is a positive threshold function, iff χR is positively asummable.
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We generalize for implicational quantifier: Observe that if (B, R) is given by
an implicational quantifier then

R(u, v) iff R(u, u ∧ v)

for all u, v.
Thus assume R+, R− ⊆ B × B, disjoint, (u, v) ∈ R+ ∪ R− implies v ≤ u.

Let p = h1/h2 be a rational number in ∈ (0, 1). Call (B, R+, R−) strongly
representable by FIMPLp if for some weight vector w, of positive numbers

w ◦ v
w ◦ u > p for (u, v) ∈ R+and

w ◦ v
w ◦ u < p for (u, v) ∈ R−.

Clearly, this is equivalent to the following:
w ◦ (h2v − h1u) > 0 for (u, v) ∈ R+,
w ◦ (h1u− h2v) > 0 for (u, v) ∈ R−,
w ◦ ei > 0 where ei = (0 . . . 0, 1, 0 . . .0) (i-th unit vector).

By Theorem 7.2.1 in [9], we get the following

Theorem 4. Let B, R+, R−, p = h1/h2 be as above. (B, R+, R−) is not rep-
resentable by FIMPLp iff there is a finite sequence (ui, vi) of elements of R+

(repetition possible) and a finite sequence of (u′
j , v

′
j) ∈ R− of the same length

such that
∑

i(h2vi − h1ui) ≤
∑

j(h2v
′
j − h2u

′
j).

Summarizing, we have contributed to the theory of representability of a finite
Boolean algebra with a binary relation by some data and an associational quan-
tifier. We determined the computational complexity of the problem and related
it to the theory of assumability of Boolean functions.

This contributes to the foundations of GUHA-style data mining based on
information structures understood as finite models (in the sense of finite model
theory) and analyzed by logical languages with generalized quantifiers. In partic-
ular, our results may give some new deduction rules. Research is to be continued.
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Abstract. The main result is that the variety generated by complex
algebras of (commutative) semigroups is not finitely based. It is shown
that this variety coincides with the variety generated by complex alge-
bras of partial (commutative) semigroups. An example is given of an
8-element commutative Boolean semigroup that is not in this variety,
and an analysis of all smaller Boolean semigroups shows that there is no
smaller example. However, without associativity the situation is quite
different: the variety generated by complex algebras of (commutative)
binars is finitely based and is equal to the variety of all Boolean algebras
with a (commutative) binary operator.

A binar is a set A with a (total) binary operation ·, and in a partial binar this
operation is allowed to be partial. We write x·y ∈ A to indicate that the product
of x and y exists. A partial semigroup is an associative partial binar, i.e. for all
x, y, z ∈ A, if (x · y) · z ∈ A or x · (y · z) ∈ A, then both terms exist and evaluate
to the same element of A. Similarly, a commutative partial binar is a binar such
that if x · y ∈ A then x · y = y · x ∈ A.

Let (P)(C)Bn and (P)(C)Sg denote the class of all (partial) (commutative)
groupoids and all (partial) (commutative) semigroups respectively. For A ∈ PBn
the complex algebra of A is defined as Cm(A) = 〈P (A),∪, ∅,∩, A, \, ·〉, where

X · Y = {x · y | x ∈ X, y ∈ Y and x · y exists}

is the complex product of X,Y ∈ Cm(A). Algebras of the form Cm(A) are exam-
ples of Boolean algebras with a binary operator, i.e., algebras 〈B,∨, 0,∧, 1,¬, ·〉
such that 〈B,∨, 0,∧, 1,¬〉 is a Boolean algebra and · is a binary operation that
distributes over finite (including empty) joins in each argument. A Boolean semi-
group is a Boolean algebra with an associative binary operator.

For a class K of algebras, Cm(K) denotes the class of all complex algebras of
K, H(K) is the class of all homomorphic images of K, and V(K) is the variety
generated by K, i.e., the smallest equationally defined class that contains K.

The aim of this note is to contrast the equational theory of Cm((C)Bn) with
that of Cm((C)Sg). It turns out that the former is finitely based while the latter
is not.

Lemma 1. V(Cm(Sg)) = V(Cm(PSg), V(Cm(CSg)) = V(Cm(PCSg)),
V(Cm(Bn)) = V(Cm(PBn) and V(Cm(CBn)) = V(Cm(PCBn)).
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c© Springer-Verlag Berlin Heidelberg 2004



172 Peter Jipsen

Proof. We prove the first result and note that the argument for the other results
is identical. Since Sg ⊆ PSg, the forward inclusion is obvious.

Let A be a partial semigroup, and define A∞ = 〈A ∪ {∞}, ·〉 where

x · y =
{
xy if xy ∈ A
∞ otherwise.

It is easy to check that A∞ ∈ Sg. Define h : Cm(A∞) → Cm(A) by h(X) =
X \ {∞}. Then (X · Y ) \ {∞} = (X \ {∞})(Y \ {∞}) since

z = x · y and z �=∞ iff z = xy and x �=∞ and y �=∞.

Hence h is a homomorphism, and it follows that Cm(PSg) ⊆ HCm(Sg). There-
fore V(Cm(PSg)) ⊆ V(Cm(Sg)).

Let Rel be the class of algebras that are isomorphic to algebras of binary re-
lations closed under Boolean operations (∪,∩, \, ∅, T ) and relation composition.
The subclass of algebras that are commutative under composition is denoted by
CRel.

Note that the top relation T is always transitive. The proof below shows
that the equational theory of Rel does not change even if we assume T is also
irreflexive (and hence a strict partial order).

Theorem 1. (C)Rel is a variety, and V(Cm((C)Sg)) = (C)Rel.

Proof. The class (C)Rel is easily seen to be closed under subalgebras and prod-
ucts. The proof that (C)Rel is closed under homomorphic images is similar to
a proof in [2] Theorem 5.5.10 that shows cylindric-relativized set algebras are
a variety (see also [6] Theorem 1.5).

Moreover, it is easy to see that (C)Rel ⊆ V(Cm(P(C)Sg)) since the algebra of
all subsets of a transitive relation is the complex algebra of a partial semigroup,
with ordered pairs as elements, and (w, x) · (y, z) = (w, z) if x = y (undefined
otherwise).

To prove the opposite inclusion, we show that any complex algebra of a
semigroup can be embedded in a member of Rel. The commutative case follows
since if the semigroup is commutative then the image under this embedding will
be a member of CRel.

Let S be a semigroup. We would like to find a set U and a collection {Ra ⊆
U2 | a ∈ S} of disjoint nonempty binary relations on U such that Ra ◦
Rb = Rab. If S is a left-cancellative semigroup, we can simply take the Cayley
embedding Ra = {(x, xa) | x ∈ S}. However, if S is not cancellative then this
approach does not give disjoint relations, so we take a step-by-step approach and
use transfinite induction to build the Ra. A detailed discussion of this method
for representing relation algebras can be found in [3] or [4]. Since our setting is
somewhat different, and to avoid lengthy definitions, we take a rather informal
approach here. To simplify the argument, we will arrange that all the relations
are irreflexive and antisymmetric.
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Suppose we have an “approximate embedding”, by which we mean a col-
lection of disjoint irreflexive antisymmetric relations Ra,κ on a set Uκ such
that Ra,κ ◦Rb,κ ⊆ Rab,κ.

Using the well-ordering principle, we list all the pairs in Rab,κ \ (Ra,κ ◦Rb,κ)
for all a, b ∈ S, and proceed to extend Uκ and the Ra,κ so as to eventually
obtain Ra ◦ Rb = Rab, where Ra is the union of all the Ra,κ constructed along
the way. For each u �= v with 〈u, v〉 ∈ Rab,κ\(Ra,κ ◦Rb,κ), choose w /∈ Uκ and let

Uκ+1 = Uκ ∪ {w}
R′

z =
⋃
{Rx,κ ◦ {〈u,w〉} : xa = z} ∪

⋃
{{〈w, v〉} ◦Ry,κ : by = z}

Ra,κ+1 = Ra,κ ∪ {〈u,w〉} ∪R′
a

Rb,κ+1 = Rb,κ ∪ {〈w, v〉} ∪R′
b and

Rz,κ+1 = Rz,κ ∪R′
z if z �= a, b.

For limit ordinals λ, we let Uλ =
⋃

κ<λ Uκ and Rx,λ =
⋃

κ<λ Rx,κ.
It remains to check that the new relations are still an approximate embedding.

By construction, they are disjoint, irreflexive and antisymmetric since w /∈ Uκ.
Checking the inclusion Rc,κ+1 ◦ Rd,κ+1 ⊆ Rcd,κ+1 involves several cases, de-
pending on whether c, d ∈ {a, b}. Since they are similar, we consider only the
case c, d /∈ {a, b}. Let 〈p, q〉 ∈ Rc,κ+1 ◦ Rd,κ+1. Then there exists r ∈ Uκ+1

such that 〈p, r〉 ∈ Rc,κ+1 and 〈r, q〉 ∈ Rd,κ+1. If r ∈ Uκ then the conclu-
sion follows from the assumption that Rz,κ is an approximate embedding. So
we may assume r = w (the unique element in Uκ+1 \ Uκ). By construction
〈p, u〉 ∈ Rxa,κ for some x such that xa = c and 〈v, q〉 ∈ Rby,κ for some y such
that by = d. Since 〈u, v〉 ∈ Rab,κ it follows that 〈p, q〉 ∈ Rx(ab)y,κ. By associativ-
ity we have Rx(ab)y,κ ⊆ R(xa)(by),κ+1 = Rcd,κ+1, as required.

Finally, to start the construction take U0 to be a disjoint union of S and
S′ = S × {0}, and for each a ∈ S define Ra,0 = {〈a, a′〉}, where a′ = 〈a, 0〉.

Now the main result follows easily from the “representation theorem” that we
have just established. Previously it was known from [8] that the variety generated
by complex algebras of groups (i.e., the variety of group relation algebras) is not
finitely based. In this case the analogous representation theorem states that
every group relation algebra is representable, a result that follows directly from
Cayley’s theorem for groups.

Corollary 1. V(Cm(Sg)) and V(Cm(CSg)) are not finitely based.

Proof. In [1] (Theorem 4) Andreka shows that the class Rel (called R(∪,∩, |,−)
in [1]) is not finitely axiomatizable, and by the preceding result Rel =V(Cm(Sg)).
Andreka’s result is proved using a sequence of finite commutative relation alge-
bras (from [7]) such that the Boolean semigroup reducts of these algebras are
not in Rel, but the ultraproduct is in CRel. It follows that CRel = V(Cm(CSg))
is also not finitely axiomatizable.

In fact one can find an 8-element commutative Boolean semigroup that is
not in V(Cm(Sg)): Let A be the finite Boolean algebra with atoms {a, b, c}, and



174 Peter Jipsen

define
· a b c

a b ∨ c a ∨ b a ∨ c

b a ∨ b a ∨ c b ∨ c

c a ∨ c b ∨ c a ∨ b

It is straight forward to check that this operation is associative. The following
identity fails in this algebra but holds in V(Cm(Sg)): s ≤ t1 ∨ t2 ∨ t3 ∨ t4 ∨ t5
where

s = x04 ∧ [(x02 ∧ (x01 · x12)) · (x24 ∧ (x23 · x34))]
t1 = x04 ∧ (x01 · ¬x14)
t2 = x01 · [x14 ∧ (x12 · x24) ∧ (¬y13 · x34)]
t3 = x04 ∧ (¬x03 · x34)
t4 = [x03 ∧ (x02 · x23) ∧ (x01 · ¬z13)] · x34

t5 = x01 · [y13 ∧ (x12 · x23) ∧ z13] · x34

This identity was derived from an identity of R. Maddux for a closely related re-
lation algebra (see e.g. [6]). To see that it holds in Cm(Sg), let S be a semigroup,
and assume a04 ∈ s ⊆ S. Then a04 ∈ x04 and there exist a02, a01, a12, a24, a23, a34

in S such that aij ∈ xij for the given subscripts, a02 · a24 = a04, a01 · a12 = a02

and a23 · a34 = a24. Suppose a04 /∈ ti for i = 1, 2, 3, 4. It remains to show
that a04 ∈ t5. Let a14 = a12 · a24, a13 = a12 · a23 and a03 = a02 · a23. Then a04 =
a01 · a12 · a24 = a01 · a14 /∈ x01 · ¬x14, so a14 ∈ x14. Moreover, since a02 /∈ t2, we
have a14 /∈ ¬y13 · x34, hence a13 ∈ y13. Similarly a03 ∈ x03 and a13 ∈ z13. But
now a04 = a01 · a13 · a34 ∈ t5.

The identity fails in the algebra A if one assigns x02 = x04 = a, x23 = x24 =
b, x01 = x12 = x34 = c, x03 = x14 = z13 = a ∨ c, and y13 = a ∨ b since in this
case s = a ∧ [a · b] = a, while t1 = t2 = t3 = t4 = t5 = 0.

The following result shows that there is no smaller example.

Theorem 2. All four-element Boolean semigroups are in V(Cm(Sg)).

Proof. P. Reich enumerated all four-element Boolean semigroups in [9]. There
are a total of 50 (including isomorphic copies), which reduces to 28 if isomor-
phic copies are excluded. Of these, 6 are non-commutative with a corresponding
“opposite” algebra, so only 22 need to be represented. Ten of the 22 algebras are
complex algebras of partial semigroups, so by Lemma 1, they are in V(Cm(Sg)).

This leaves 12 representation problems. The operation tables for the semi-
group operation of these algebras Ai = 〈{0 < a, b < 1},∨, 0,∧, 1,¬, ◦i〉 (i =
1, . . . , 12) are listed below. Reich [9] gives finite representations for 5 of them
(A1– A5 below), leaving the remaining 7 open.

◦1 a b
a 0 0
b 0 1

◦2 a b
a 0 0
b a 1

◦3 a b
a 0 a
b a 1

◦4 a b
a a a
b a 1

◦5 a b
a a b
b b 1

◦6 a b
a a b
b 1 b
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◦7 a b
a a b
b 1 1

◦8 a b
a b 1
b 1 1

◦9 a b
a a a
b 1 1

◦10 a b
a a 1
b 1 b

◦11 a b
a a 1
b 1 1

◦12 a b
a 1 1
b 1 1

We now indicate how to construct partial semigroups S6, . . . , S12 and embed-
dings fi : Ai → Cm(Si) for i = 6, . . . , 12. In each case it suffices to specify fi(a),
since fi(0) = ∅, fi(1) = Si, and fi(b) = Si\fi(a).

The algebras A10, A11, and A12 are in fact subalgebras of complex algebras
of semilattices.

For A10 take the chain 〈N,∧〉 and define f10(a) to be the even numbers.
For A12 take a countable binary tree 〈B∞,∧〉 (with root as the bottom ele-

ment) and define f12(a) to be the elements of even height.
For A11 we construct a combination of these two semilattices. Let C∞ =

B∞ ∪ B′∞ where B′∞ = B∞ × {0}. Each element of height n in B′∞ is inserted
into the order of B∞ directly below the corresponding element of height n in B∞
(so the root of B∞ becomes the root of C∞), and f11(a) = B∞.

We note that A12 also has a finite representation in the rectangular band
B = 〈{0, 1}2, ∗〉, where 〈i, j〉 ∗ 〈k, l〉 = 〈i, l〉 and f12(a) = {〈0, 0〉, 〈1, 1〉}.

For the remaining four algebras we are only able to give step-by-step con-
structions of embeddings into the complex algebra of a partial semigroup defined
by a strict dense partial order. The details are similar to the proof of Theorem 1,
except that since the atoms of these algebras do not form a semigroup under ·
(= ◦i), the relation Rxy,κ is the union of relations Rz,κ where z ranges over all
atoms below x · y. Hence the set of pairs R′

z = Rz,κ+1 \ Rz,κ is in general not
determined by a definition similar to the one given in Theorem 1. Instead it is
convenient to describe the approximate embedding relations Rz,κ by a partial
map mκ : Uκ × Uκ → {a, b}, where mκ(p, q) = z iff 〈p, q〉 ∈ Rz,κ. The definition
of Rz,κ+1 is then given by a partial map mκ+1. This map extends mκ and on
the new pairs 〈p, w〉, 〈w, q〉 ∈ Uκ+1×Uκ+1 it is defined by the following table for
the algebra A6:

1-step completion mκ(p, u) a a b b mκ(u, q) a a b b
for A6 mκ(p, v) a b a b mκ(v, q) a b a b

mκ(u, v) = a ≤ a ◦6 a mκ+1(p, w) a − a b mκ+1(w, q) a b − −
mκ(u, v) = a ≤ b ◦6 a mκ+1(p, w) b − b b mκ+1(w, q) a b − −
mκ(u, v) = b ≤ a ◦6 b mκ+1(p, w) − a − b mκ+1(w, q) a − b b
mκ(u, v) = b ≤ b ◦6 a mκ+1(p, w) − b − b mκ+1(w, q) a − a b
mκ(u, v) = b ≤ b ◦6 b mκ+1(p, w) − b − b mκ+1(w, q) a − b b

This table is to be interpreted as follows. Each row (after the first two)
represents a choice of x, y, z ∈ {a, b} and u, v ∈ Uκ such that mκ(u, v) = z ≤ x◦6y
(hence 〈u, v〉 ∈ Rz,κ), but 〈u, v〉 /∈ Rx,κ ◦ Ry,κ. So one chooses w /∈ Uκ and
defines mκ+1(u,w) = x and mκ+1(w, v) = y. To complete the definition of mκ+1,
for each p ∈ Uκ \ {u} the value of mκ+1(p, w) is given by the first half of the
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row, and depends on the values of mκ(p, u) and mκ(p, v) (listed in the first two
rows). The table has a dash (−) as entry if mκ(p, u) ◦6 mκ(u, v) �≥ mκ(p, v).

The definition of mκ+1(w, q) is similar and uses the second half of the row.
The entries in these rows are largely determined by the operation table for
◦6, but in those places where a choice needed to be made, the chosen atom
is listed in boldface. The appropriate choices were found by a backtrack search
algorithm. It remains to check that the given definition produces relations Rz,κ+1

that are again an approximate embedding. This involves a tedious but straight
forward case analysis. The process of refining approximate embeddings in this
step-by-step way is iterated in a suitable countable sequence to ensure that Rz =⋃

κ≤ω Rz,κ is indeed an embedding of A6 into the complex algebra of a partial
semigroup. Readers familiar with representing relation algebras by games as
in [3] or [4], may note that the table above specifies a winning strategy for the
existential player in such a game.

For the algebra A7, the procedure is identical, except that the definition
of mκ+1 is determined by the following table:

1-step completion mκ(p, u) a a b b mκ(u, q) a a b b
for A7 mκ(p, v) a b a b mκ(v, q) a b a b

mκ(u, v) = a ≤ a ◦7 a mκ+1(p, w) a − a b mκ+1(w, q) a b − −
mκ(u, v) = a ≤ b ◦7 a mκ+1(p, w) b − a b mκ+1(w, q) a b − −
mκ(u, v) = a ≤ b ◦7 b mκ+1(p, w) b − b b mκ+1(w, q) a a − −
mκ(u, v) = b ≤ a ◦7 b mκ+1(p, w) − a b b mκ+1(w, q) a a b b
mκ(u, v) = b ≤ b ◦7 a mκ+1(p, w) − b a b mκ+1(w, q) a b a b
mκ(u, v) = b ≤ b ◦7 b mκ+1(p, w) − b b b mκ+1(w, q) a a b b

For A8 one can give a similar 1-step completion table, but in this case the
information in the table can be summarized by mκ+1(p, w) = b = mκ+1(w, q)
for all p, q ∈ Uκ \ {u, v}. This definition produces an approximate embedding at
each step since b ≤ x ◦8 y, x ≤ b ◦8 y and x ≤ y ◦8 b for all x, y ∈ {a, b}.

Finally, for A9 the 1-step completion table is almost as easy to describe as
for A8. Here we set mκ+1(p, w) = b if mκ(p, u) = b = mκ(p, v) and otherwise
let mκ+1(p, w) = a = mκ+1(w, q) for all p, q ∈ Uκ \ {u, v}. As before it is
tedious, but not difficult to check that this definition of mκ+1 again produces an
approximate embedding.

It is not known whether the algebras A6, . . . , A11 can be embedded in complex
algebras of finite semigroups.

Finally we contrast the equational theory of complex algebras of semigroups
with the following result adapted from [5] (Theorem 3.20).

Theorem 3. Every Boolean algebra with a binary operator can be embedded in
a member of Cm(PBn). If the operator is commutative, then the algebra can be
embedded in a member of Cm(PCBn).

Corollary 2. V((C)Bn)) is the variety of Boolean algebras with a (commuta-
tive) binary operator, and hence is finitely based.
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Calculational Relation-Algebraic Proofs

in Isabelle/Isar
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Abstract. We propose a collection of theories in the proof assistant
Isabelle/Isar that support calculational reasoning in and about hetero-
geneous relational algebras and Kleene algebras.

1 Introduction and Related Work

Abstract relational algebra is a useful tool for high-level reasoning that, through
appropriate models, provides theorems in fields such as data mining, fuzzy
databases, graph transformation, and game theory. Frequently, once an applica-
tion structure is identified as a model of a particular relation-algebraic theory,
that theory becomes the preferred reasoning environment in this application
area. Since relation-algebraic reasoning typically follows a very calculational
style, and, due to the expressive power of its constructs and rules, also pro-
ceeds in relatively formal steps, one would expect that computer support for
this kind of reasoning should be relatively easy to implement. Since the number
of rules that can be applied in any given situation tends to be quite large, and
expressions can become quite complex, computer support also appears to be
very desirable.

Some applications, such as fuzzy relations [Fur98], or graph transforma-
tion [Kah01, Kah02], involve structures where complements in particular may
not be available. These structures therefore require weaker formalisations, such
as Dedekind categories, or other kinds of allegories [FS90]. Besides the cate-
gory structure encompassing composition and identities, allegories are equipped
with meet and converse, and are closely related with data-flow graphs. The dual
view of control-flow graphs corresponds to Kleene algebras which besides com-
position and identities feature join and iteration (via the Kleene star). Recent
years have seen a rapid growth of interest in computer science applications of
Kleene algebras and related structures, studied from a relational perspective,
see e.g. [DM01]. Since all of these structures still share a considerable body of
common theory, it appears desirable to structure the theory support for relation-
algebraic reasoning in such a way that the organisation of results reflects the nec-
essary premises in an intuitive way. On the “data-flow side”, the different kinds
of allegories proposed in [FS90] offer themselves naturally for this structuring; on
the “control-flow side”, we will use Kleene algebras and several extensions like
Kleene algebras with tests [Koz97] and Kleene algebras with domain [DMS03].

R. Berghammer et al. (Eds.): RelMiCS/Kleene-Algebra Ws 2003, LNCS 3051, pp. 178–190, 2004.
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While allegories, being extensions of categories, correspond to the hetero-
geneous approach to relation algebras of [SS93, SHW97], Kleene algebras are
mostly studied in a homogenous setting. Since we believe that the heterogeneous
approach with its strongly-typed flavour has significant advantages in particu-
lar when it comes to computer science applications, we will adopt it through-
out. Therefore, in the remainder of this paper, “Kleene algebra” always means
“typed Kleene algebra” in the sense of [Koz98], and then, both allegories and
typed Kleene algebras are considered as kinds of categories.

Furthermore, since complex applications will require the possibility to rea-
son about relational algebras built from other relational algebras via certain
construction principles — for example product algebras or matrix algebras —
it becomes a necessity to allow reasoning not only within a single relational
algebra, but also about several structures and the connections between them,
using operations from both in a single formula. Therefore, relational algebras
must become addressable as objects, as in the relational programming framework
RATH [KS00].

Quite a few projects in the recent past have strived to provide computer-
aided proof assistance for abstract relation-algebraic reasoning, each with its
particular motivation and priorities, all quite different from the approach we are
proposing in this paper.

The relation-algebraic formula manipulation system and proof checker RALF
[BH94, HBS94, KH98] was designed as a special-purpose proof assistant for ab-
stract (heterogeneous) relation algebras with the goal of supporting proofs in the
calculational style typical for relation-algebraic reasoning. RALF has a graphical
user interface presenting goal formulae in their tree structure, a feature that al-
lows easy interactive selection of the subexpressions to be transformed by proof
steps. During interaction, only the current sub-goal is visible; document out-
put is generated in the calculational style of proof presentation. RALF is based
on a fixed axiomatisation, and only supports reasoning within a single relation
algebra.

Math
∫
pad is a flexible quasi-WYSIWYG syntax-directed editing environment

for mathematical documents that has been designed to support calculational
proof presentation. It has been connected with the theorem prover PVS to enable
checking of relation-algebraic proofs contained in Math

∫
pad documents [VB99].

Although the infrastructure is general, the system has been used only within
concrete relation algebra; there appears to be no provision so far for working in
weaker theories, nor for reasoning about multiple relation-algebraic structures in
the same context.

An interesting related experiment is “PCP: Point and Click Proofs”, a proof
assistant based on a small JavaScript rewriting engine that allows users to in-
teractively construct proofs of properties in a wide range of mathematical struc-
tures, characterised by equational and quasi-equational theories [Jip03, Jip01].
Currently, (homogeneous) relation algebra and Kleene algebra are already sup-
ported by the system, which is extensible and still under development. It appears
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not to be geared to the addition of a type system as required for heterogeneous
relation algebras, and is also limited to reasoning within structures.

A previous formalisation of heterogeneous relation algebras in Isabelle, RALL
[vOG97], uses the Isabelle/HOL type system to support reasoning in abstract
heterogeneous relation algebras with minimal effort, but at the cost of limit-
ing itself to reasoning within a single relation algebra, as well. Besides interac-
tive tactical proving, with special tactics allowing to approach the calculational
style, RALL also explores automatic proving using the isomorphism of atomisa-
tion from relation-algebraic formulae into predicate logic, which allows Isabelle’s
classical reasoner to tackle the atomised versions of relation-algebraic formulae.
This approach is not available for weaker structures like allegories or Dedekind
categories, which were also not considered in RALL.

Struth realised a formalisation in Isabelle-1999 of untyped Kleene algebras
via a hierarchy of axiomatic type classes, and used this to fully formalise Church-
Rosser proofs in Kleene algebras [Str02]. Although Struth did all his reasoning
within a single structure, axiomatic type classes [Wen97] do support reasoning
“between” several structures; but they impose severe limitations to reasoning
about structures.

It turns out that our objectives, namely calculational reasoning both within
and about models of different theories with a relation-algebraic flavour are
quite nicely supported by recent developments in the theorem prover Is-
abelle [NPW02]:

For reasoning within abstract algebraic structures in essentially the same way
as it is done in pencil-and-paper mathematics, the concept of locales has been
introduced into Isabelle [KWP99]. If such locales are based on records, this also
allows reasoning about algebraic structures in the sense that several instances of
the same structure can be used simultaneously in a single context.

While internally Isabelle still is a tactical theorem prover, the addition of the
interpreted “Isar” language for “Intelligible semi-automated reasoning” allows
proofs to be structured in the same way as in traditional mathematical proof
presentation [Nip03, Wen02].

One additional aspect of Isar is its support for calculational reason-
ing [BW01]; this has been designed to also support user-defined transitive rela-
tions, such as the inclusion ordering of relations.

These features together allow us to provide a collection of theories extend-
ing from categories via different kinds of allegories and Kleene algebras up to
heterogeneous relation algebras, geared towards calculational reasoning in and
about relational algebras in a way that allows easy connection with concrete
application theories.

Filling in these theories to a degree that they will become a useful start-
ing point for applications is still ongoing work. From the examples we show in
the next section, the reader may obtain a first flavour of working with the cur-
rent state of our theory collection, which is not yet optimally tuned towards
the automatic proving support provided by Isabelle. Once this is achieved, we
will turn to extending the capabilities of Isabelle/Isar for the purpose of further
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streamlining of calculational proof support for relational reasoning, for exam-
ple to eliminate certain repetitive patterns, but also to include special-purpose
decision procedures. The main purpose of this paper is to make a case that user-
friendly mechanised support for fully formal calculational reasoning in relational
algebras appears to become realistically achievable in the near future.

After the examples in the next section, we proceed to give an overview over
the organisation of our theories in Sect. 3, and in Sect. 4 we discuss some technical
details underlying the possibility of reasoning about and between structures.

2 Example Proofs

Essentially following [FS90], we define allegories as a special kind of categories.
However, while Freyd and Scedrov treat categories and allegories as one-sorted
algebraic structures with morphisms only, we follow the more usual approach
of providing a separate sort for objects which serve as source and target of
morphisms.

The inclusion ordering � in allegories is defined from the meet (or intersec-
tion) operation �:

incl-def [iff ]: [[ R : a ↔ b; S : a ↔ b ]] =⇒ (R � S) = (S � R = R)

In the higher-order logic HOL, terms of type bool are used en lieu of proposi-
tions, so equality also takes on the role of propositional equivalence. The pres-
ence of the assumptions [[ R : a ↔ b; S : a ↔ b ]] implies that the equivalence
(R � S ) = (R � S = R) only needs to hold if R and S belong to the same hom-
set a ↔ b, i.e., if R and S are well-defined morphisms between two well-defined
objects a and b.

As a first example proof, we show R � S � R via the above definition of
inclusion from the algebraic properties of �:

R � (R � S) = (R �R) � S associativity
= R � S idempotence

The Isar proof consists of the same steps. Since in our design, the well-typedness
for relation-algebraic expressions is not dealt with by HOL’s type system, but
rather by homset membership, we also need to aid the system to explicitly dis-
charge all well-typedness conditions — the automatic reasoning tactic auto is
sufficient in most cases, aided by introducing the typings as introduction rules
with [intro].

lemma (in Allegory) meet-decr1 :
assumes R-t [intro]: R : a ↔ b
assumes S-t [intro]: S : a ↔ b
shows R � S � R

proof −
have R � (R � S) = (R � R) � S by (rule meet-assoc [THEN sym], auto)
also have . . . = R � S by (subst meet-idem, auto)
finally show ?thesis by (rule-tac incl-contract , auto)

qed
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Obviously, we were able to transfer our proof into Isar without significant loss
of readability or conciseness.

As a slightly more complicated example, we show that for univalent rela-
tions F , the equality R � S;F = (R;F� � S);F holds — this can be shown by
a cyclic inclusion chain:

R � S;F � (R;F�� S);F modal rule
� R;F�

;F � S;F meet-subdistributivity
� R � S;F F univalent

Here, quite a few implicit steps were hidden, and some of these technical details
need to be made explicit in the Isar proof. Some remain hidden; for example,
modal rules come in four shapes (equivalent by conversion and commutativity
of meet), so the Isabelle theory for allegories binds the theorem reference modal
to the set containing all four shapes of modal rules. Also, since longer inclusion
chains do not uniquely determine to which inclusions the antisymmetry rule
should be applied, we need to split the calculation into two separate inclusion
chains:

lemma (in Allegory) unival-meet-escape-1 :
assumes F-u: univalent F
assumes F-t [intro]: F : b ↔ c
assumes R-t [intro]: R : a ↔ c
assumes S-t [intro]: S : a ↔ b
shows R � S ; F = (R ; F� � S) ; F

proof −
have R � S ; F � (R ; F� � S) ; F by (rule modal , auto)
moreover have (R ; F� � S) ; F � R � S ; F
proof −
have (R ; F� � S) ; F � (R ; F�) ; F � S ; F by (rule meet-cmp, auto)
also have (R ; F�) ; F = R ; (F� ; F ) by (rule cmp-assoc, auto)
also from F-u have F� ; F � Id c by (rule univalent , auto)
also (incl-mon-trans) have R ; Id c = R by (rule right-id , auto)
also show ?thesis by (rule calculation, best+)
qed

ultimately show ?thesis by (rule incl-antisym , best+)
qed

For this proof, a few additional points need explanation. While in most cases,
auto can discharge all well-typedness conditions, here there are two cases where
auto does not succeed, and we used the best-fit-first reasoning tactic best in-
stead. Since several conditions had to be discharged, application of best had to
be iterated — auto attempts to discharge all open subgoals, so never needs iter-
ation. One of the “also” occurrences has an explicitly specified transitivity rule
incl-mon-trans — this is necessary for cases where the transitivity rule cannot
be uniquely determined by Isabelle.

Furthermore, the conclusion of the second inclusion chain looks strange: in-
stead of “finally show ?thesis”, which is an abbreviation for “also from cal-
culation show ?thesis” (where calculation is the name of the local register that
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Isar uses to accumulate the result of calculational proofs), we now have “also
show ?thesis by . . . calculation” — the reason for this is that calculation as pro-
duced by the previous chain is not a simple fact, but a meta-logic quantification
carrying many (well-typedness) assumptions, so that it is not easily accessible to
the automatic proof tools and instead needs to be explicitly applied to ?thesis,
the statement to be shown, as a rule.

The typing assumptions have, as always, again been flagged with [intro] as
introduction rules, so auto will use them to discharge the type correctness con-
ditions that all the other rule applications introduce. The assumption about
univalence has not been flagged in this way — if it had been, we would not have
needed to refer to it via “from F-u” for making use of univalence of F . The de-
cision not to make this assumption available to Isabelle’s automated proof tools
therefore contributes to traceability.

Finally, experienced Isar users will note that instead of showing the theorem
in the last line of the proof by “rule incl-antisym”, we might have declared this
as the rule organising the whole proof by inserting it after the opening “proof”
in the place where “−” explicitly excludes any proof structuring rule. However,
incl-antisym has not only the two inclusions as premises, but also two well-
typedness conditions, which then would have to be dealt with explicitly, while
with our approach they are implicitly discharged by the last “best+”.

Although this second proof employed a larger number of the features of Is-
abelle/Isar, calculational proofs typically need neither the full complexities of
the Isar proof language, nor all the capabilities of the Isabelle tactics language
used in the arguments to “by”.

The features that are used are limited to a set that can be learned relatively
easily, and the way in which these features are used mostly follows rather sys-
tematic patterns. Even for some unexpected failures there are recipes, like “if
auto fails to discharge type correctness conditions, then try best+ and (simp all
(no asm simp))”.

Even though more understanding of Isabelle and Isar is definitely helpful, and
for many basic and auxiliary pre-proven lemmas it is necessary to remember their
names for being able to invoke them explicitly, we expect the learning curve for
doing calculational Isar proofs based on our theory library to be much smoother
than for Isar proofs in predicate logic.

3 Theory Organisation

The kernel of our theory collection (which is still work in progress) is a hierarchy
of theories defining the structures of discourse and providing useful facts and
derived concepts:

– Categories: built on homsets, identities, and composition. Provides con-
cepts like mono-, epi-, and isomorphisms, initial and terminal objects, direct
sums and products. Functors will also be included here.
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– Ordered categories: categories with an ordering � on every homset. Pro-
vides monotonicity and transitivity rules for reasoning with inclusions. Pred-
icates for bounds and residuals, where existing, are also already defined here.

– Allegories: extend ordered categories by meets and converse. Provides con-
cepts like univalent, total, . . ., symmetric, transitive, . . .. Relators come in
at this level.

– Distributive allegories: extend allegories by joins � and least relations ⊥⊥.
– Division allegories: extend distributive allegories by left and right residu-

als, and therefore also by symmetric quotients.
– Dedekind categories, or locally complete distributive allegories al-

low arbitrary joins, and therefore also greatest relations ��.
– Relation algebras have homsets that are Boolean algebras and therefore

also provide complements.
– Atomic relation algebras satisfying the Tarski rule are the setting

used in a large part of the literature, for example in [SS93].
– Concrete relation algebras with subobjects, quotients, finite sums

and finite products are the setting of the relational programs of RelView
[BBS97, BHL99]. This theory will allow verification of RelView programs
in a recognised theorem prover.

Each of these classes of structures is defined in Isabelle/Isar/HOL as a locale,
which corresponds to the mathematical habit of “assuming an arbitrary, but
fixed category/allegory/. . . throughout”.

Besides this “relational hierarchy”, we also add support for Kleene algebras
and related structures, since reasoning in these structures shares many aspects
with relational reasoning. Although Kleene algebra is usually presented as a ho-
mogeneous algebra, we axiomatise heterogeneous versions on top of ordered cate-
gories since this way their relations with our hierarchy of categories and allegories
are more natural.

– Heterogeneous Kleene algebras, according to Kozen’s axiomatisation
[Koz91], share the join structure with distributive allegories, and add the
Kleene star, which corresponds to the reflexive transitive closure present in
the relational hierarchy in Dedekind categories.

– Residuated Kleene algebras add residuals to Kleene algebras, these are
shared with division allegories.

– Action lattices [Koz94] essentially are residuated Kleene algebras where
homsets are lattices.

– Kleene algebras with domain (KAD) [DMS03] add to Kleene algebras
a domain operator corresponding to that definable in allegories by domR :=
I �R;R�.

A simplified overview of our theory dependency graph is shown in Fig. 1.
In order to be able to profit from the shared structures, we provide them

separately in small theories. For example, the shared join properties are collected
in our “heterogeneous idempotent semirings” (HISR), defined on top of locally
ordered categories with join.
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Fig. 1. Theory dependency summary

For the domain elements of Kleene algebras with domains, we do not fol-
low the approach of embedding a Boolean algebra of tests into the subiden-
ties. Instead we observe that the key properties of multiplicatively-idempotent
subidentities presented in [DMS03] do not depend on the semiring structure,
but already hold in ordered categories. We included a separete theory to col-
lect those properties and use them to axiomatise the domain operator; all the
resulting material is then made available to both allegories and Kleene algebras
with domain. (See [DG00] for argumentation why the domain operator should
be primitive in allegories.)

4 Structure Representation Aspects

For treating functors and relators, we obviously need to be able to deal with at
least two categories/allegories in the same context. For structures encapsulated
in Isabelle’s locales, this implies that each of these locales has to be based on
a record type. Such a record is essentially an explicit data structure aggregat-
ing all the information defining an algebra; for allegories and relation algebras,
a similar organisation can be found in the Haskell library RATH [KS00]. In
comparison with Haskell, the extensible records allowed by Isabelle simplify the
setup; only the linear hierarchy that is enforced on extensions appears slightly
unintuitive in some contexts, but does not lead to theoretical or practical prob-
lems. For example, within Kleene algebras, there is always a meet component
accessible, but nothing can be proved about it. By organising record extensions
and axiomatic theory definitions (i.e., locales) into separate files we achieved
a setup which guarantees that reasoning in, for example, Kleene algebras is not
burdened in any way by the presence of meets in the underlying records.

For being able to access derived concepts simultaneously in two structures
(as, for example, in the statement “relators preserve univalence”), a particu-
lar way of defining them with explicit reference to the underlying structure is
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required; this structure is of type ( ′o, ′m, ′r) Allegory-scheme, the type of all ex-
tensions of allegory structure records — these are currently the smallest records
containing converse and inclusion. In addition, such derived concepts should, for
the sake of demonstrable consistency, be introduced via meta-level equations —
for technical reasons, these currently cannot employ user-defined syntax. There-
fore, definitions of derived concepts cannot be stated in a simple intuitive shape.
For example, ideally we would be able to define univalence by stating something
like the following:

R : a ↔ b =⇒ univalent R == (R� ; R � Id b)

Instead, we have to define an internal identifier isUnivalent and declare univalent
with index “ı” for reference to possibly different structures as user-level syntax
for this. For the definition, we have to refer to all allegory primitives via the
internal identifiers, such as incl for �, and have to explicitly supply the structure
argument that corresponds to the index position. We also have to impose the
well-typedness conditions via a conditional, with the other branch containing
the pseudo-value arbitrary about which nothing can be proven. For user-friendly
access to such a definition, an additional lemma is necessary that contains the
well-typedness condition as an assumption:

constdefs
isUnivalent :: ( ′o, ′m, ′r) Allegory-scheme ⇒ ′m ⇒ bool (univalent ı - [1000 ] 999 )
isUnivalent s R == if isMor s R

then incl s (cmp s (conv s R) R) (CId s (Ctrg s R))
else arbitrary

lemma (in ConvOrdCat) univalent-def :
R : a ↔ b =⇒ univalent R = (R� ; R � Id b)

by (unfold isUnivalent-def , auto)

All subsequent reasoning will then use that lemma — its name, univalent-def,
has been chosen to essentially hide the real definition. For derived predicates,
such as univalence, this “definition-lemma” might be almost sufficient; typically,
more user-friendly lemmas are also provided, like the one used in the second
example proof:

lemma (in ConvOrdCat) univalent [elim? ]:
assumes univalent R
assumes [simp]: R : a ↔ b
shows R� ; R � Id b

by (rule univalent-def [THEN iffD1 ])

For derived operations, one also needs to state and prove the derived rules that
help to automatically discharge well-typedness conditions.

This way of defining derived concepts applies in the same way to user-defined
extensions to our theory as to our theory library itself. Although this is of course
somewhat inconvenient, there is a systematic procedure to produce the necessary
material for user-defined extensions. Adhering to that procedure guarantees that
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new derived concepts can be used with the same flexibility as those contained
in the library, and with the same safety with respect to consistency.

5 Conclusion and Outlook

We have shown that with new features of Isabelle, calculational reasoning in
relation algebras can be supported in a way that makes proofs both readable and
writable — indeed, in many cases producing a correct proof with the support
of the XEmacs interface ProofGeneral [Asp00] is probably slightly easier than
producing a good-looking proof directly in LATEX.

In particular, we have been able to add the flexibility of dealing with several
relation algebras at the same time, and of instantiating the abstract arguments
in concrete structures, without incurring a prohibitive cost in terms of dealing
with well-typedness conditions — the careful arrangement of homset rules allows
us to discharge those systematically and automatically.

For the future, we plan to tackle correctness proofs of RelView programs
as realistic case studies, and hope to be able to enlist more automated support
from Isabelle for “trivial” calculational proof steps.

Another natural application of our framework and its many small component
theories will be a study of the recently proposed “Kleene algebras with relations”
[Des03].

While the proofs we have shown are by themselves not interesting at all,
they demonstrate the style of prover-supported calculational reasoning that is
possible already now. As an important step towards more user-friendly support
for calculational reasoning we plan to incorporate decision procedures, where
feasible, into the corresponding theories, for example for the equational theory
of allegories [DG00], or for Kleene algebras. Once such decision procedures are
available they can eliminate many tedious steps that are currently still necessary.

Acknowledgements

I am grateful to Millie Rhoss de Guzman and Hitoshi Furusawa for their com-
ments on previous versions of this paper and many related discussions, and also
to the anonymous reviewers for their valuable comments and to Kevin Everets
for careful proofreading.

References

[Asp00] David Aspinall. Proof General: A generic tool for proof development.
In Tools and Algorithms for the Construction and Analysis of Systems
(TACAS), volume 1785 of LNCS, pages 38-42. Springer, 2000. See also
http://www.proofgeneral.org. 187

[BBS97] Ralf Behnke, Rudolf Berghammer, and Peter Schneider. Machine support
of relational computations: The Kiel RELVIEW system. Technical Re-
port 9711, Institut für Informatik und Praktische Mathematik, Christian-
Albrechts- Universität Kiel, June 1997. 184



188 Wolfram Kahl

[BH94] Rudolf Berghammer and Claudia Hattensperger. Computer-aided manipu-
lation of relational expressions and formulae using RALF. In Bettina Buth
and Rudolf Berghammer, editors, Systems for Computer-Aided Specifica-
tion, Development and Verification, Bericht Nr. 9416, pages 62-78. Univer-
sität Kiel, 1994. 179

[BHL99] Rudolf Berghammer, Thorsten Hoffmann, and Barbara Leoniuk. Rech-
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Abstract. A calculus of typed relations subsuming the classical rela-
tional database theory is presented. An associated sound and complete
deduction mechanism is developed. The formulation is generalized to
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1 Introduction

We present a relational calculus which is intended to incorporate the database
relational calculus originated by Codd [3]. We develop a proof system for this cal-
culus in the Rasiowa and Sikorski [16] style. Our conclusion outlines a number of
applications including application of this calculus to nondeterministic databases
and information relations in the rough set-style of Pawlak (see Pawlak [15]).

Three features of our calculus distinguish it from the calculus of Tarski-style
relations.

• First, with each relation there is associated its type. A type is a finite
subset of a set whose members are interpreted as attributes. In this way we cope
with the fact that database relations are determined by (finite) subsets of a set
of attributes. Therefore, the relations of the calculus are relative in the sense of
Demri and Or�lowska [5].
• Second, as with ordinary relations, each typed relation has an arity, which

is the cardinality of its type. However, for any n ≥ 1, the order of the elements
in the n-tuples belonging to a relation does not matter. This reflects the well-
known property of database relations that the order of the attributes in the data
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table is immaterial. Tuples are treated as mappings that assign to an attribute
an element of its domain.
• Third, the calculus is comprised of relations of various arities and some

operations may act on relations not necessarily of the same arity.

The original motivation for this paper was to construct a Rasiowa and Siko-
rski style proof system for relational databases. In order to define such a proof
system, a precise language for the theory of relational databases was required
to allow us to represent database relations and their schemes. We found that
no precise logic-style formalism existed in the literature to serve our purpose.
Therefore the first step was to define such a language. It seemed reasonable to
slightly generalize some of the notions; for example, the notions of scheme and se-
lection operation. Therefore the resulting calculus includes the Codd calculus of
relational databases as a special case. This paper fits into the program of giving
a general framework for deduction applicable to both classical and non-classical
logics (Or�lowska [13], MacCaull and Or�lowska [11]). It augments relational ap-
proaches to dependency theory (see Or�lowska [12], Buszkowski and Or�lowska
[1], MacCaull [9], and Düntsch and Mikulas [6]). MacCaull and Or�lowska [10]
is the full version of the the present paper, which includes, among other things,
properties of the operations on typed relations and full proofs of the theorems
presented here.

2 Typed Relations with Implicit Renaming

In this section we propose a notion of typed relation and a calculus of typed
relations which is intended to be a formal tool both for representing relational
databases and also for reasoning about them.

Let Ω be an infinite set whose elements are referred to as attributes. To each
a ∈ Ω there is associated a nonempty set Da called the domain of attribute a.
Types (of relations), usually denoted by capital letters A,B,..., etc., are finite
subsets of Ω; clearly, if A and B are types, then A ∪ B, A ∩ B, and A− B are
types. The notation A . B is meant to represent the union of disjoint sets A′

and B′, obtained from A and B, respectively, by renaming their elements, if
necessary. Consequently, card(A) = card(A′), and card(B) = card(B′), and A′∩
B′ = ∅. It is a common practise in database systems to rename attributes as
needed. This understanding of . allows us to assume that . is commutative and
associative, and that A . ∅ = A. To enable renaming, we assume that for every
attribute a ∈ Ω, there are infinitely many attributes ai such that Dai = Da.
When forming A . B, if a′ ∈ A and b′ ∈ B correspond to a ∈ A and b ∈ B,
respectively, it is necessary that Da′ = Da and Db′ = Db. The set of all types
will be denoted by TΩ . Our definition of the disjoint union involves renaming
implicitly; we do not need the explicit treatment of types as equivalence classes of
an equivalence relation determined by renaming. We refer to this notion of typed
relations as typed relations with implicit renaming. Let DA =

⋃
{Da : a ∈ A};

in particular, D∅ = ∅. A tuple of type A is a map u : A → DA such that
for every a ∈ A, u(a) ∈ Da. The collection of all tuples of type A is called
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the relation 1A; for each a ∈ Ω the collection of tuples of type {a} is denoted
by 1a. Let 1∅ = {e}, where e is the empty tuple. For each a ∈ Ω, Da �= ∅;
therefore 1a �= ∅. Consequently 1A �= ∅ for all A ∈ TΩ . The above definitions
imply that 1A�B = {t : ∃u ∈ 1A, ∃v ∈ 1B such that if a ∈ A then t(a) =
u(a) and if b ∈ B then t(b) = v(b)}. Observe that we have defined . so that
1A�B = 1B�A, 1A�(B�C) = 1(A�B)�C and 1A = 1B�(A−B). We often denote
tuples t ∈ 1A�B by uv, and say t = uv. Clearly, uv is a mapping, uv : A .B →
DA�B, where DA�B = DA ∪DB. Thus uv = vu; similarly, (uv)w = u(vw). Our
notation uv is analogous to the relational database notation for unions of sets of
attributes: uv is the union of two mappings (where a mapping is a set of pairs).
Finally, for any A ∈ TΩ , and for any u ∈ 1A, ue = eu = u.

Definition 1. A relation R of type A is a subset of 1A.

We now describe the basic operations on typed relations. Let A,B ∈ TΩ :

(i) Intersection (∩) Let R,S ⊆ 1A; then
R ∩A S = {u ∈ 1A : u ∈ R and u ∈ S}.

(ii) Projection (Π) Let B ⊆ A and let R ⊆ 1A; then
ΠA

BR = {u ∈ 1B : ∃v ∈ 1A−B such that uv ∈ R}.
(iii) Product (×) Let R ⊆ 1A and S ⊆ 1B; then

R×A�B S = {uv ∈ 1A�B : u ∈ 1A, v ∈ 1B, u ∈ R and v ∈ S}.
(iv) Complement (−) Let R ⊆ 1A; then

−AR = (1A −R) = {u ∈ 1A : u �∈ R}.
We define the constant 0A = −A1A; clearly, 0A = ∅ for all A ∈ TΩ. The

reader can easily define union, R∪A S, and complement of S with respect to R,
R −A S, in terms of operations (i)-(iv); we use the notation R →A S to denote
−AR ∪A S. Other operations typically used in modern approaches to database
theory (as in Simovici and Tenney [17] and Ullman [18]) may be defined in terms
of operations (i)-(iv); for example:

Natural join (��) Let R ⊆ 1A and S ⊆ 1B; then
R ��A∪B S = {uvw ∈ 1A∪B : u ∈ 1A−(A∩B), v ∈ 1A∩B, w ∈ 1B−(A∩B),

uv ∈ R and vw ∈ S}
=(R×A�(B−(A∩B)) 1B−(A∩B)) ∩A�(B−(A∩B)) (S ×B�(A−(B∩A)) 1A−(B∩A)).

Division (÷) Let B ⊆ A, let R ⊆ 1A and S ⊆ 1B, S �= 0B; then
R÷A

B S = {t ∈ 1A−B : ∀s ∈ S, ts ∈ R}
= ΠA

A−BR−A−B (ΠA
A−B((ΠA

A−BR×(A−B)�B S)−A R)).

We introduce a more general notion of selection operation, namely select S
in R, which is defined for any B ⊆ A, S ⊆ 1B and R ⊆ 1A; its application to
such S and R yields the tuples ut ∈ R such that u ∈ S:

Selection (σ) Let B ⊆ A, let R ⊆ 1A and let S ⊆ 1B; then
σA

B(S,R) = {ut ∈ 1A : u ∈ 1B, t ∈ 1A−B, u ∈ S and ut ∈ R}
= (S ×B�(A−B) 1A−B) ∩A R.
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We define two binary operations, �A
a,b and ⊃A

a,b, which will allow us discuss
entailment. To improve readability, we suppress the typing for ×.

Definition 2. Let R,S ⊆ 1A and let a �= b ∈ A; then R �A
a,b S = (1A−{a,b} ×

ΠA
a R)×ΠA

b S.

Definition 3. Let R,S ⊆ 1A and let a, b ∈ A; then R ⊃A
a,b S = ((1A �A

a,b

−AR)�A
a,b 1A) ∪A S.

The result of applying ⊃A
a,b does not depend on the choice of a �= b in A; we

use R ⊃A S to denote R ⊃A
a,b S, for arbitrary a �= b ∈ A.

The diagonal-free cylindric set algebra of dimension n is the set algebra
An = < A,∩,−, ∅, Xn, Ci >, where (A,∩,−, ∅, Xn) is a Boolean algebra of
(not necessarily all of the) subsets of Xn and for any R ⊆ Xn, Ci = {y ∈
Xn : ∃y′ ∈ R ∀j �= i (y(j) = y′(j))}. In [7], Imielinski and Lipski showed that
relational algebra operations may be defined in terms of intersection, complement
and cylindrification and conversely. The approach to relational databases via
cylindrification has the advantage that all operations are total, since all relations
are of the same type. In [4], Cosmadakis, and in [6], Düntsch and Mikulas,
exploited the connection between cylindric algebras and database theory to use
new methods and to prove new results. The disadvantage of this approach is
that all relations are forced to be of the same arity, and in real life databases,
query checking is computationally more efficient if we use relations with varying
arities. Moreover, there is no completeness theorem for the cylindrical version of
relational database theory. For this reason, we choose to develop a typed calculus,
with the four basic operations defined above. Other operations definable in terms
of (i)-(iv) include the update operations and other joins. Explicit renaming may
be effected by defining appropriate unary operations. As suggested by Kozen, a
connection between this work and that of Chandra and Harel [2] is investigated
in [10]; there the set of types is extended to include types of the form A2 and
tuples of type A2 correspond to ordered pairs of tuples of type A. The transitive
closure operation on relations is defined and its deduction rules are given; this
allows us to make queries about transitive closures.

We can easily see that with typed relations we can express all of the fun-
damental notions of relational database theory: schema - a set of attributes,
relation over a schema - a typed relation, tuple and database - a set of typed
relations.

3 A Language for a Logic of Typed Relations
and Its Semantics

Motivated by the above relations and operations on concrete typed relations,
we now develop a language (in fact a scheme of languages) of typed relations,
whose intended models are databases. Let TΩ be a set of types for some set Ω
of attributes; the expressions of a language L of typed relations over Ω are built
from the following disjoint sets of symbols:
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{e}, where e is interpreted as the empty tuple;
Oa

v , an infinite set of object variables of type a, for each a ∈ Ω;
Oa

c , a set of constants of type a, for each a ∈ Ω;
OA, a set of mixed objects of type A, for each A ∈ TΩ, defined as follows: if

A �= ∅, u ∈ OA iff u is a mapping from A into
⋃
{Oa

v ∪ Oa
c : a ∈ A} such that

for each a, u(a) ∈ Oa
v or u(a) ∈ Oa

c . OA
v , the variables of type A, and OA

c , the
constants of type A, are subsets of OA; u ∈ OA

v iff u is a mapping from A into⋃
{Oa

v : a ∈ A}, and similarly for OA
c ; we presume O∅

c = {e};
RA

v , a set of relation variables of type A, for each A ∈ TΩ;
RA

c , a set of relation constants of type A, for each A ∈ TΩ ; 0A,1A ∈ RA
c ;

OP , a set of operation symbols of varying arities such that: for every k-ary op-
eration

⊗
∈ OP (k ≥ 1), there is associated a sequence τ(

⊗
) = (A1, ..., Ak, A)

of k+1 elements of TΩ; (Ai is the type of the i-th argument of
⊗

, i = 1, ..., k, A
is the type of the expression obtained by performing the operation

⊗
).

We presume: OP ⊇ {ΠA
B , ∩A, −A, ×A�C , : A,B,C ∈ TΩ, B ⊆ A; where

τ(ΠA
B ) = (A,B); τ(∩A) = (A,A,A); τ(−A) = (A,A) and τ(×A�C) = (A,C,

A.C). Assumptions concerning the elements of OA�B and O∅, analogous to the
corresponding assumptions on the set of tuples, are assumed to hold. It follows
from the definitions that OA�B = OB�A and O(A�B)�C = OA�(B�C). As with
the notation defined for the tuples, if u denotes a variable from OA�B

v it may be
replaced by an expression vw, where v ∈ OA

v and w ∈ OB
v . Oa denotes Oa

v ∪Oa
c ,

and RA denotes RA
v ∪RA

c . We assume that for all A, OA �= ∅.
For each A ∈ TΩ, TA, the set of terms of type A, is the smallest set such that:

(i) RA ⊆ TA; and (ii) if
⊗
∈ OP such that τ(

⊗
) = (A1, ...Am, A) and Fi ∈ TAi ,

i = 1, ...,m, then
⊗

(F1, ..., Fm) ∈ TA. A formula in the language L of typed
relations over Ω is an expression of the form F (u), where F ∈ TA and u ∈ OA,
for any A ∈ TΩ.

A model for the language L of typed relations over Ω is a system M =
{{A : A ∈ TΩ}, {UA : A ∈ TΩ}, e,m}, where UA is a nonempty set of tuples
of type A, U∅ = {e} and m is a meaning function subject to the following
conditions:

(1) If u ∈ OA
c , then m(u) ∈ UA and if u = vw, then m(u) = m(v)m(w);

m(e) = e: we slightly abuse the language here and use e both as a symbol in
the language denoting the empty tuple and also as the empty tuple itself.

(2) If R ∈ RA, then m(R) ⊆ UA; in particular, m(1A) = UA.
(3) If

⊗
∈ OP and τ(

⊗
) = (A1, ..., Ak, A), then m(

⊗
) is a k-ary operation

acting on relations of types A1, ..., Ak, returning a relation of type A. The
operations (i)-(iv) defined in Section 2 receive their usual database theoretic
meaning.

(4) If F =
⊗

(F1, ..., Fk), then m(F ) = m(
⊗

)(m(F1), ...,m(Fk)).

It follows that m(F →A G) = −Am(F ) ∪A m(G). It is easy to see that each
database over Ω determines a model for the language of typed relations.

A valuation in a model M = {{A : A ∈ TΩ}, {UA : A ∈ TΩ}, e,m} is
a function val:

⋃
{OA : A ∈ TΩ} →

⋃
{UA : A ∈ TΩ} such that: if u ∈ OA

v ,
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then val(u) ∈ UA; if u ∈ OA
c , then val(u) = m(u); if u ∈ OA and v ∈ OB then

val(vw) = val(v)val(w). It follows from the definition of tuple that val(uv) =
val(vu)), val((uv)w) = val(u(vw)) and val(ue) = val(eu) = val(u).

Let F ∈ TA and let u ∈ OA. We say that the valuation val in the model M
satisfies the formula F (u), and write M, val |= F (u), iff val(u) ∈ m(F ). We say
that the formula F (u) is true in the model M iff it is satisfied by every valuation
in M . Therefore, if u ∈ OA

v , F (u) is true in the model M iff m(F ) = UA. Let C be
a class of models. We say that the formula F (u) is C-valid, and write |=C F (u) iff
it is true in all models M ∈ C. We say that F (u) is valid if it is valid in the class
of all models as defined above and we write |= F (u). We conclude that if u ∈ OA

v ,
then (F →A G)(u) is valid iff for all models defined above m(F ) ⊆ m(G).

By a logic of typed relations we mean a system L = (L, C), where L is
a language of typed relations and C is a class of models for L.

4 Deduction System for a Logic of Typed Relations

A proof system for a logic of typed relations consists of some finite sequences of
formulas, called axiomatic sequences, and rules of the form:

H
J1 | J2 ... | Jn

(for 1 ≤ n < ω)

where H, J1, ..., Jn are finite sequences of formulas. A sequence of formulas,
H = α1, α2, ..., αk, is C-valid iff for every model M ∈ C, every valuation in
the model M satisfies one of the formulas αi. A rule of the above form is ad-
missible for the class C of models in the case that H is C-valid if and only if
each Ji, i = 1, ..., n is C-valid. Axiomatic sequences take the place of axioms: an
axiomatic sequence is admissible for a class C of models iff it is C-valid.

There are two kinds of rules: decomposition rules, which enable us to de-
compose a formula into simpler formulas and specific rules, which enable us to
modify a sequence of formulas. The intended interpretations of the operation
symbols determine decomposition rules; constraints on the intended interpre-
tation of object constants or relation variables or constants determine specific
rules. MacCaull and Or�lowska [11] outline a strategy for developing relational
deduction systems.

If F (u) is the formula whose validity is in question, we generate a tree by
placing F (u) at the root and applying deduction rules, until all branches close or
there is an open (i.e., non-closed) branch that is complete. Closure of a branch
means we have reached an axiomatic sequence on the branch. Completeness of
a branch means that all the rules that can be applied have been applied. If all the
branches close, the formula F (u) is said to be provable. We present the system
D, the rules and axiomatic sequences for the class of models satisfying (1)-(4)
of Section 3. Below, K and H represent (possibly empty) sequences of formulas,
and new v ∈ OA means v is not on the branch when we apply the rule.

Decomposition Rules for D
Let F,G ∈ TA, let B ⊆ A and let u ∈ OA, w ∈ OB; then:
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(∩) K, (F∩AG)(u), H

K, F (u), H | K, G(u), H
(−∩) K, −A(F∩AG)(u), H

K, −AF (u), −AG(u), H

(Π) K, (ΠA
B F )(w), H

K, F (wt), H, (ΠA
B

F )(w)
(−Π) K, −B(ΠA

BF )(wt), H

K, −AF (wt), H

any t ∈ OA−B new t ∈ OA−B
v

(−−) K, −A(−AF )(u), H

K, F (u), H

Let F ∈ TA, G ∈ TB, v ∈ OA, w ∈ OB and z ∈ OA−B; then:

(×) K, (F×A�BG)(vw), H

K, F (v), H | K, G(w), H
(−×) K, −A�B(F×A�BG)(vw), H

K, −AF (v), −BG(w), H

Specific Rules for D
Let F ∈ TA, u ∈ OA, A = A1 . ... . An, n ≥ 1, uj ∈ OAj

v , j = i, ..., n, e ∈ O∅
v

and π, a permutation on {1, ..., n}; then:

(π) K, F (u1...un), H

K, F (uπ(1)...uπ(n)), H
(e) K, F (u1...ui−1(eui)...un), H

K, F (u1...ui−1ui...un), H

n ≥ 1, 1 ≤ i ≤ n

(.) K, F (u1u2...un), H

K, F (u1...ui−1v1v2ui+1...un), H, F (u1...un)

where A = A1 . ... . An, uj ∈ OAj , j = 1, ..., n, for some i, 1 ≤ i ≤ n, ui ∈
OAi

v , Ai = B1 .B2 and v1 ∈ OB1
v , v2 ∈ OB2

v .

The rule (π) shows that objects can be permuted without changing the mean-
ing and the rules (e) and (.) show that any variable can be split into components
in such a way that the type is preserved. The following sequences are clearly valid.

Axiomatic Sequences for D
(1) R(u), (−AR)(u) for any R ∈ RA and any u ∈ OA;
(2) 1A(u) for any u ∈ OA (in particular, if A = ∅);
(3) −A0A(u) for any u ∈ OA;
(4) (ΠA

∅ F )(e) for any F ∈ TA, F �= 0A, e ∈ O∅.

We say the L-formula F (u) is D-provable, and write 1D F (u), iff it is prov-
able using rules and axiomatic sequences from the system D. The proof of the
following may be found in MacCaull and Or�lowska [10].

Theorem 1. (Soundness and completeness) For all L-formulas F (u), 1D F (u)
iff |= F (u).

We may restrict C, the class of models, by adding constraints on constants
or relation variables; in this case, the deduction system must be augmented by
adding corresponding specific rules or axiomatic sequences (see MacCaull and
Or�lowska [11]).
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5 Applications

I. The usual theorems for Boolean algebras and relational algebras are provable.
We detail some examples at the end of the section.

II. Query Checking. For particular databases we define deduction systems with
axiomatic sequences of the form S(c) where c is an individual constant of the
appropriate type indicating that tuple c ∈ S, and, possibly, with specific rules
corresponding to constraints on particular relation constants. To determine what
tuples are in a relation R in a particular database, we proceed as follows: develop
a proof tree for R(u); suppose all branches close except in the following case:
u = v1...vn where vi ∈ OAi

v , and for each i = 1, ..., n, S(vi) appears on an open
branch; if for all i = 1, ..., n, S(ci) is an axiomatic sequence, where ci ∈ OAi

c ,
then the tuple c1...cn ∈ R. For example, if S(c), T (d1), T (d2) are axiomatic
sequences for constants c, d1, d2, and if R is the relation S × T , then we can use
this procedure to conclude that tuples cd1 and cd2 ∈ R.

III. Model Checking. Let R be a typed relation; the constant tuple c ∈ R if there
is a closed proof tree for R(c).

IV. Selections. In classical database theory, the selections are accomplished vis
a vis the notion of comparison formula; from simple comparison formulas such
as x = y or x ≤ y, compound comparison formulas are built using the connec-
tives of propositional logic. For each comparison formula there is an associated
selection operation. Here we opt for a more unified presentation via relations
and operations on them. This more general selection captures all the selections
encountered in database theory. Moreover, by adding specific rules, we can make
selections with respect to relations S with various properties. Since soundness
holds, the proof of a formula demonstrates truth in a class of models which
includes models where the interpretation of S has the desired properties.

V. Entailment. The proof of the following may be found in MacCaull and
Or�lowska [10].

Theorem 2. Let F ∈ TA, and let G ∈ TB; if C = A ∪B, and u ∈ OA, v ∈ OB

and w ∈ OC , then the following are equivalent:
(1) for every model M , if F (u) is true in M then G(v) is true in M ;
(2) (F × 1C−A) ⊃C (G× 1C−B))(w) is D-provable.

VI. Nondeterministic Databases. We use the results of this paper to deal
with generalized databases; that is, databases in which a record entry is a set
of subsets of attribute domains (Lipski [8]). Let Ω be a set of attributes and let
A ∈ TΩ.

Definition 4. A generalized tuple of type A is a map u : A → 2DA , such that
for all a ∈ A, u(a) ⊆ Da. The collection of all (generalized) tuples of type A
is called the relation 1A. A generalized relation R of type A is a subset of the
set 1A.
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In the relational deduction system presented in previous sections, the tuples
may be generalized tuples.

In [14], Or�lowska presents numerous information relations for rough set the-
ory, which allow us to reason about nondeterministic databases. Some of these
relations have analogues for generalized typed relations. Typed analogues for
some information relations of rough set theory are formulated below, where
−u(a) is shorthand for Da − u(a); in what follows, we assume that a �= b.

inda
b = {u ∈ 1{a,b} : u(a) = u(b)} (an indiscernibility relation);

sima
b = {u ∈ 1{a,b} : u(a) ∩ u(b) �= ∅} (a similarity relation);

nsima
b = {u ∈ 1{a,b} : −u(a) ∩ −u(b) �= ∅} (a negative similarity relation);

disa
b = {u ∈ 1{a,b} : u(a) ∩ u(b) = ∅} (a disjointness relation);

ina
b = {u ∈ 1{a,b} : u(a) ⊆ u(b)} (an inclusion relation);

exha
b = {u ∈ 1{a,b} : u(a) ∪ u(b) = D{a,b}} (an exhaustiveness relation);

coma
b = {u ∈ 1{a,b} : u(a) = −u(b)} (a complementarity relation);

pnsima
b = {u ∈ 1{a,b} : u(a) ∩ −u(b) �= ∅} (a positive negative similarity

relation).

Information relations for untyped systems have a number of useful properties
(see for example, Or�lowska [14]), and it is interesting to consider meaningful
properties of information relations for typed systems. For example: inda

b = indb
a;

sima
b = simb

a; nsima
b = nsimb

a; and exha
b = exhb

a. Using the above relations as
first arguments when applying the selection operation, we can perform selections
in nondeterministic databases analogous to the typical selections of classical
databases. For example, σA

a,b(ind
a
b , R) = {u ∈ R : u(a) = u(b)}. The following

form of transitivity on the indices holds for the collection of relations {inda
b :

a, b ∈ Ω}:

if a, b, c ∈ A then σA
{a,b}(ind

a
b , R) ∩ σA

{b,c}(ind
b
c, R) ⊆ σA

{a,c}(ind
a
c , R).

This transitivity on the indices holds for the collection of relations {ina
b :

a, b ∈ Ω}. Other forms of transitivity on the indices hold; for example:

if a, b, c ∈ A then σA
{a,b}(sim

a
b , R) ∩ σA

{b,c}(in
b
c, R) ⊆ σA

{a,c}(sim
a
c , R).

We may use selections to express an analogue for 3-transitivity on the indices,
which holds for the collection {coma

b : a, b ∈ Ω}; refer to MacCaull and Or�lowska
[11] for the deduction rules corresponding to the above properties.

We conclude this section with some examples; below, u is a variable of the
appropriate type.

1. Let us prove that if R is a relation of type A and B ⊆ A, then
R ⊆ (ΠA

BR) ×B�(A−B) 1A−B; it suffices to demonstrate that 1D (R →A

(ΠA
BR)×B�(A−B) 1A−B)(u).

(R→A((ΠA
B R)×B�(A−B)1A−B)(u)

(−AR)(u), (ΠA
B

R)×B�(A−B)1A−B (u)

(−AR)(vw), (ΠA
B

R)×B�(A−B)1A−B (vw)

(−AR)(vw), (ΠA
B

R)(v)

(−AR)(vw), R(vw)
| (−AR)(vw), 1A−B(w)
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We have applied the rule (∪), the rule (.) (since A = B . (A−B), we may
replace u by vw where v ∈ OB

v and w ∈ OA−B
v ), the rule (×) and finally on

the left branch, the rule (Π). Each branch ends in an axiomatic sequence.

2. Let us prove that if R,S are relations of type A and B ⊆ A then ΠA
BR ⊆

ΠA
B (R ∪A S).

((ΠA
B R)→A(ΠA

B (R∪AS)))(u)

(−AΠA
B

R)(u), (ΠA
B

(R∪AS))(u)

(−AR)(ut), (ΠA
B

(R∪AS))(u)

(−AR)(ut), (R∪AS)(ut)

(−AR)(ut), R(ut), S(ut)

We first used the rule (∪), then the rule (−Π) with a new t ∈ OA−B
v , then

the rule (Π) and finally, the rule (∪). We could choose any v ∈ OA−B for
the rule (Π), and we chose t, a variable already on the branch. The branch
terminates with an axiomatic sequence.

3. A sampling of D-provable properties of typed relations:

(1) ΠA
B1A = 1B;

(2) ΠA
∅ R→∅ 1∅;

(3) 0A →A (R ∩A S);
(4) 1∅ ×∅�A R→A R;
(5) T ×A1�A2 σA2

B (S,R)→A1�A2 σA1�A2
B (S, T ×R);

(6) (R ×A�B S)→A�B (S ×B�A R).

If C is a class of models such that the constant relation S of type A is
interpreted as a nonempty relation, then the deduction system DC contains
the following rule:

(∈ S) K
K,−AS(t)

new t ∈ OA
v

and the following is DC-provable:

(7) ΠA�B
A (R×A�B S) = R.
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Abstract. This study provides an algebraic background for the for-
mal derivation of greedy-like algorithms. We propose Kleene algebra as
a particularly simple alternative to previous approaches such as relation
algebra. Instead of converse and residuation we use modal operators that
are definable in a wide class of algebras, based on domain/codomain or
image/pre-image operations. By abstracting from earlier approaches we
arrive at a very general theorem about the correctness of loops that cov-
ers particular forms of greedy algorithms as special cases.
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1 Introduction

This study is concerned with algebraic derivations and correctness proofs of
greedy-like algorithms that use a simple loop to calculate a global optimum.
We present a fairly general correctness criterion and give sufficient criteria when
iteration in a discrete partially ordered problem domain correctly implements the
general algorithm scheme. Proper greedy algorithms are further specializations
in which the loop steps are driven by an additional local optimality criterion.

Earlier work (e.g. [1, 2]) has used relation algebra and other algebraic for-
malisms (e.g. [4]). We show that modal Kleene algebra allows a particularly
simple, concise and more general treatment, avoiding the concepts of converse
and residual, as used in relation algebra, and exhibiting the derivation structure
more clearly.

The central correctness conditions require that certain optimality criteria
semi-commute with certain program statements to achieve global optimality.
These semi-commutation properties, of the same shape as confluence properties
in rewriting systems, can be expressed without converse using modal operators
as in dynamic logic; these can be added to Kleene algebra in a simple way.
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2 Looping for Optimality

Greedy algorithms solve certain optimization problems, proceeding in a stepwise
fashion without backtracking. At each step there is a set of choices from which
a greedy algorithm always takes the one that seems best at the moment, i.e., it
works locally without lookahead to the global optimum to be achieved eventually.
Instances of this scheme are shortest path and minimum spanning tree problems
in graphs, the construction of Huffman codes and scheduling problems. Of course,
the greedy approach only works for certain types of problems: as is well-known
from hiking in the mountains, always choosing the steepest path will rarely lead
to the highest summit of the whole area. The central correctness requirement
for the greedy scheme is that

a local choice must not impair reaching the global optimum.

In this and the following section we derive, within the framework of relational
algebra, general conditions under which a loop satisfies this principle; later we
abstract to Kleene algebra. It turns out that local optimality is inessential; so
we obtain a more general class of loops that we call greedy-like.

We start with a specification relation T that connects inputs to admissible
outputs and a relation C that compares outputs and captures the notion of
(global) optimality. The derivation will exhibit our precise requirements on C.

A relation R improves T w.r.t. C if it always relates inputs to outputs that
are at least as good as those prescribed by T , in formulas

∀ x, y, z : xTy ∧ xRz ⇒ y C z , or, equivalently, T ;̆ R ⊆ C ,

where ; denotes relational composition and T˘ is the converse of T . Since ∅
trivially improves T , we are interested in the greatest improvement and define
it by the Galois connection

X ⊆ GIMP(T,C) def⇔ T ;̆ X ⊆ C . (1)

Using a residual, this could be expressed as GIMP(T,C) = T \̆C. However, we
will not need any special properties of residuals.

An implementation of specification T that always produces optimal solutions
then is a relation that refines and improves T . So we define

OPT(T,C) def= T ∩ GIMP(T,C) .

We now consider a loop program

W
def= while P do S

def= (P ; S)∗ ; ¬P .

Here the loop condition P is represented by a subidentity P ⊆ I, where I is
the identity relation, and ¬P def= I − P is its relative complement. We want to
calculate a sufficient criterion for W to be a refinement of OPT(T,C), i.e., for
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W ⊆ T , (2) W ⊆ GIMP(T,C) , (3)

where we defer the treatment of (2) to the next section.
Spelling out the definitions in (3) results in T˘; (P ; S)∗ ; ¬P ⊆ C. We

abstract a bit and try to answer the question when, for Q ⊆ I, we have

U ; V ∗ ; Q ⊆ C . (4)

A standard result from regular algebra (see (15) in Section 5) is the semi-
commutation property W ; X ⊆ Y ; Z ⇒ W ; X∗ ⊆ Y ∗ ; Z. Hence (4)
can be established given the conditions

U ; V ⊆ C ; U , (5) U ; Q ⊆ C , (6)

since then
U ; V ∗ ; Q ⊆ C∗ ; U ; Q ⊆ C∗ ; C = C+ .

If we now assume C to be transitive, which is reasonable for a comparison rela-
tion, we have C+ ⊆ C and can draw the desired conclusion.

How can we, in turn, establish (5) and (6), at least in our special case?
Translating back we get the proof obligations

T ;̆ P ; S ⊆ C ; T˘, (7) T ;̆ ¬P ⊆ C . (8)

Let us interpret these conditions. (7) means that every pass through the loop
body preserves the possibility of obtaining a solution that is at least as good as
all possible solutions before. (8) means that upon loop termination no possible
solution is better than the termination value.

3 Iterating Through the Problem Domain

We now decompose the specification relation T into the iteration of a set E
of elementary steps between elements of the problem domain. We admit, as
initial approximations, arbitrary inputs but as outputs only terminal elements
from which no further elementary steps are possible. Therefore we assume now
that T has the special shape

T = exhaustE
def= E∗ ; ¬�E = while �E do E , (9)

where the domain of a relation R is, as usual, defined by

�R def= R ; R̆ ∩ I . (10)

Such a problem structure is found, e.g., in matroids and greedoids [6, 7] where
it is additionally assumed that T is a discrete strict-order and that all terminal
(or maximal) elements, the bases, have the same height (also known as rank or
dimension) in the associated Hasse diagram.
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We try to calculate an implementation that traverses the problem domain
without backtracking, i.e., using elementary steps only forward. This suggests
trying P ;S ⊆ E. Now, by monotonicity of the star operation, proof obligation
(2) can be fulfilled if additionally we can achieve ¬P ⊆ ¬�E or, equivalently,
�E ⊆ P . Sufficient conditions for these properties are

P ; S ⊆ E �(P ; S) ⊇ �E . (11)

These are reasonable requirements, since they prevent that the iteration blocks
at a non-terminal element. They even imply �(P ; S) = �E.

Next, we deal with proof obligation (8), assuming (9). We calculate

T ;̆ ¬�E ⊆ C ⇔ ¬�E ; T ⊆ C˘ ⇔ ¬�E ; E∗ ; ¬�E ⊆ C˘ ⇔
¬�E ; (I ∪ E ; E∗) ; ¬�E ⊆ C˘ ⇔ ¬�E ⊆ C .

Step one employs properties of converse. Step two uses (9). Step three unfolds
the star. Step four uses distributivity, ¬�E ; E = ∅ and idempotence of ¬�E.

So (8) is established if C is reflexive on terminal elements. This holds, in par-
ticular, if C is fully reflexive, i.e., a pre-order. But in some applications one may
choose to leave C partially reflexive. E.g., when constructing a Huffman code,
the non-terminal elements are proper forests, for which a comparison relation is
not given as easily as for the terminal elements, which are single code trees.

As for proof obligation (7), it is a generic condition that has to be considered
individually in each case. Our derivation can be summed up as follows.

Theorem 1. Suppose that T = exhaustE and that C is reflexive on ¬�E and
transitive. Then (7) ∧ (11) ⇒ while �E do S ⊆ OPT(T,C) .

So far we still have a general scheme that does not specifically mention greed-
iness. But we can refine S further to choose in every step a locally optimal
element. To this end we need another pre-order L and stipulate

S ⊆ GIMP(E,L) . (12)

This now provides a truly greedy algorithm, the correctness of which is already
shown by Theorem 1. It corresponds to Curtis’s “Best-Global” algorithm [2].

4 From Converses to Modalities

The central step in the above derivation, viz. exhibiting conditions (7) and (8),
uses only regular algebra. It is an interesting question whether the whole deriva-
tion can be ported to Kleene algebra by eliminating the converse operation in
some way. This would generalize the result to a much wider class of models.

In the above formulas converse is used only in a very restricted way reminis-
cent of the relational formulation of a general diamond (or confluence) property:

R̆ ; S ⊆ T ; U˘. (13)

To bring (8) into this form, just compose the right hand side with I .̆
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This observation is the key to success if one also remembers modal correspon-
dence theory (see e.g. [12]), according to which the above formula is equivalent
to each of the modal Geach formulas

〈R〉[T ]P ⇒ [S]〈U〉P , 〈S〉[U ]P ⇒ [R]〈T 〉P . (14)

Now we are in good shape, since the modal operators 〈X〉 and [X ] can be defined
as predicate transformers in Kleene algebra, cf. [11].

We shall use many instances of these formulas. Since one can
easily confuse the rôles of the relations involved in the modal for-
mulation, we shall illustrate these formulas by the type of diagram
shown on the right hand side. When read as a confluence-type di-
agram, the solid arrows and their end points symbolize given ele-

•

•

T
��

•

U
""

•R

""����� S

�������

ments and relations between them, whereas the dotted ones stand for a quantifier
stipulating existence of a further element and appropriate relations to given
elements. If one of the arrows is an identity, the diagram shrinks to a triangle.

5 Abstracting to Modal Kleene Algebra

We now abstract from the relational setting to the more general formalism of
modal Kleene algebra.

First, a Kleene algebra (KA) [8] is a structure (K,+, ·, ∗, 0, 1) such that
(K,+, ·, 0, 1) is an idempotent semiring and ∗ is a unary operation axiomatized
by the (Horn) identities

1 + aa∗ ≤ a∗ , (∗-1) b + ac ≤ c⇒ a∗b ≤ c , (∗-3)

1 + a∗a ≤ a∗ , (∗-2) b + ca ≤ c⇒ ba∗ ≤ c , (∗-4)

for all a, b, c ∈ K. Here, ≤ denotes the natural ordering on K defined by a ≤ b
iff a + b = b. An important property that follows from these axioms is the
semi-commutation law

a b ≤ ca ⇒ a b∗ ≤ c∗a . (15)

A special case of this establishes (4). A KA is ∗-continuous if for all a, b, c we
have ab∗c =

∑
i∈INa bic.

A Kleene algebra with tests (KAT) [9] is a KA with a Boolean subalgebra
test(K) ⊆ K of tests or predicates, in which 1 is the greatest element, 0 is the
least element and · coincides with the meet operation. In a KAT K one again
defines while p do a

def= (pa)∗¬p for p ∈ test(K) and a ∈ K.
Finally, a Kleene algebra with domain (KAD) [3] is a KAT with an additional

operation � : K → test(K) such that for all a, b ∈ K and p, q ∈ test(K),

a ≤ �a a , �(pa) ≤ p , �(ab) = �(a�b) . (dom)

Let us explain these axioms. As in the algebra of relations, multiplication with
a test from the left or right means domain or range restriction, resp. Now first,
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since �a ≤ 1 by �a ∈ test(K), monotonicity of multiplication shows that the first
axiom can be strengthened to an equality expressing that restriction to the full
domain is no restriction at all. The second axiom means that after restriction the
remaining domain must satisfy the restricting test. The third axiom serves to
make the modal operators below well-behaved w.r.t. composition. An important
consequence of the axioms is that � preserves arbitrary existing suprema [11].

Examples of KADs are the algebra of concrete relations, where � coincides
with the operation defined in (10), the algebra of path sets in a directed graph
(see e.g. [10]) and Kleene’s original algebra of formal languages.

In a KAD, the (forward) modal operators diamond and box are defined by

〈a〉p def= �(ap) , [a]p def= ¬〈a〉¬p ,

resulting in a modal Kleene algebra. This is adequate, since it makes the diamond
coincide with the inverse image operator. The third axiom in (dom) implies

〈ab〉p = 〈a〉〈b〉p , [ab]p = [a][b]p . (16)

The modal operators for a test q are given by

〈q〉p = qp , [q]p = q → p
def= ¬q + p . (17)

For the above-mentioned connection between confluence-type formulas and
the Geach formula we introduce the following notion. A KAD with converse is
a KAD K with an additional operation ˘ : K → K that is an involution,
distributes over +, is the identity on tests and is contravariant over ·, i.e., satisfies
(ab)̆ = b̆ ă . One can show (see again [3]) that over a KAD with converse the first
two axioms of (dom) imply the Galois connection

〈ă 〉p ≤ q ⇔ p ≤ [a]q . (18)

It follows that in a KAD with converse all predicate transformers λp . 〈a〉p are
universally disjunctive, i.e., preserve all existing suprema (and that all predicate
transformers λp . [a]p are universally anti-disjunctive, i.e., transform all existing
suprema into corresponding infima). This generalizes to KADs that also pro-
vide a codomain operation, since there one can also define the backward modal
operators and replace 〈ă 〉 by the backward diamond of a.

Moreover, using (17) and the shunting rule from Boolean algebra we get,
even in KADs without converse, for tests p, q, r

p ≤ [r]q ⇔ 〈r〉p ≤ q . (19)

Finally, using the star induction axioms, one can show the following induction
principle for the diamond operator (cf. [3]):

〈a〉p + q ≤ p ⇒ 〈a∗〉q ≤ p . (20)
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6 Properties of Modal Operators

Our previous relation-algebraic derivation can now be mimicked more abstractly
at the level of predicate transformers over an arbitrary KAD. In particular, we
do not need the carrier of the algebra to be a complete Boolean algebra as in
the case of relation algebra. Although the particular case of greedy algorithms
can be treated in the weaker system of power allegories (see [1, 2]), we can even
avoid residuals and converse.

Assume a KAT (K, test(K),+, ·, 0, 1,∗ ). By a predicate transformer we mean
a function f : test(K) → test(K). It is disjunctive if f(p+ q) = f(p)+ f(q) and
conjunctive if f(p · q) = f(p) · f(q).

Let P be the set of all predicate transformers and D the set of strict and
disjunctive (and hence monotonic) ones. Under the pointwise ordering

f ≤ g
def⇔ ∀ p . f(p) ≤ g(p)

P forms a lattice in which the supremum f ⊕ g and infimum f � g of f and g
are the pointwise liftings ⊕ and � of + and ·, resp.

We now concentrate on the modal predicate transformers 〈 〉 and [ ] from
KAD. For the rest of the paper we will work as much as possible at the point-
free level. To smoothen the notation, we will denote composition of predicate
transformers by mere juxtaposition.

In a KAD with converse the test-level Galois connection (18) implies the
predicate-transformer-level cancellation laws and Galois connection

〈ă 〉[a] ≤ 〈1〉 ≤ [a]〈ă 〉 , (21)
〈ă 〉f ≤ g ⇔ f ≤ [a]g . (22)

We will now give an abstract proof of equivalence of the Geach formula (14)
and the confluence property (13). We do this in KADs that are extensional (or
separable as they are called in dynamic algebra), i.e., satisfy

a ≤ b ⇔ 〈a〉 ≤ 〈b〉 . (23)

Note that only the direction from right to left must be required, the other one
holds in KAD by monotonicity.

Theorem 2. In an extensional KAD with converse,

ă b ≤ cd̆ ⇔ 〈b〉[d] ≤ [a]〈c〉 .

Proof. (⇒) We calculate
ă b ≤ cd̆ ⇔ 〈ă b〉 ≤ 〈cd̆ 〉 ⇔ 〈ă 〉〈b〉 ≤ 〈c〉〈d̆ 〉 ⇔
〈b〉 ≤ [a]〈c〉〈d̆ 〉 ⇒ 〈b〉[d] ≤ [a]〈c〉〈d̆ 〉[d] ⇒ 〈b〉[d] ≤ [a]〈c〉 .

The first step uses (23). The second step employs (16). The third step applies
(18). The fourth step uses monotonicity. The fifth step follows by (21).
(⇐) Let 〈b〉[d] ≤ [a]〈c〉. Then 〈b〉 ≤ 〈b〉[d]〈d̆ 〉 ≤ [a]〈c〉〈d̆ 〉. Now the proof contin-
ues like for (⇒), read upside down. �
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The Geach formula has the desired interpretation even in KAs without con-
verse. To understand this, think of KA elements as describing sets of computation
paths leading from initial to final states. The modal operators forget the inter-
mediate states and hence induce a relation-like view of the KA elements, and so
the Geach formula carries over its meaning to the more general setting.

It should also be noted that the dual formula ab̆ ≤ c̆ d cannot be treated
in the same way; it requires a KA with codomain rather than domain and the
corresponding backward modal operators. So greatest flexibility is achieved in
KAs with both domain and codomain.

A special case of the Geach formula deals with the domain operator. Its
relational definition (10) implies �R ⊆ R ; R̆ , admitting a certain relaxation
of domain constraints. Using the Geach formula, this translates into the modal
Kleene formula 〈�a〉[a] ≤ 〈a〉, which holds in all KADs, not only in extensional
KADs with converse. An easily verified consequence is

ab ≤ b ⇒ 〈�a〉[b] ≤ 〈a〉[b] . (24)

7 Looping for Optimality in Kleene Algebra

We can now replay our previous derivation in the more abstract setting of KAD.
Specifications and implementations are now simply elements of a KAD K with
complete test algebra test(K).

A difference to the relational setting is that we cannot carry over GIMP
directly, since in general KADs residuals need not exist. But for our derivation
there is no need to internalize the concept of greatest improvement; rather we
use a characterizing predicate in which the right hand side of (1) is replaced by
the corresponding modal formula and c now plays the rôle of C:

IMP(x, t, c) def⇔ 〈x〉 ≤ [t]〈c〉 . (25)

Now we need to find a sufficient criterion for IMP(while p do s, t, c), which
spells out to 〈(ps)∗¬p〉 ≤ [t]〈c〉.

As in Section 2, we abstract and want to achieve, for v ∈ K and q ∈ test(K),
that 〈v∗ q〉 ≤ [t]〈c〉, which by (20) is implied by 〈v〉[t]〈c〉p + qp ≤ [t]〈c〉p, in
equivalent point-free notation

〈q〉 ≤ [t]〈c〉 ∧ 〈v〉[t]〈c〉 ≤ [t]〈c〉 . (26)

The second conjunct, in turn, follows from

〈v〉[t] ≤ [t]〈c〉 , (27)

provided 〈c〉〈c〉 ≤ 〈c〉. In this case we call c weakly transitive. This is a much
weaker requirement than transitivity cc ≤ c. To see this, view the Kleene ele-
ments again as sets of computation paths. If c consists of paths with exactly two
states each (i.e., is isomorphic to a binary relation on states) then cc consists of
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paths with exactly three states, and so cc ≤ c holds only if cc = 0. But c is still
weakly transitivity if it is transitive considered as a binary relation.

The full KA specification reads KAOPT(x, t, c) def= x ≤ t ∧ IMP(x, t, c),
analogously to Section 2 and yields the proof obligation, abstracted from (2),

while p do s ≤ t . (28)

Assume now, as in (9), that t = exhaust e = e∗ ; ¬�e. The same derivation
as in Section 3 yields that the following abstraction of (11) is sufficient for (28):

ps ≤ e ∧ �(ps) ≥ �e . (29)

Next we note that (27) and the first conjunct of (26) spell out to

〈ps〉[t] ≤ [t]〈c〉 , (30) 〈¬p〉 ≤ [t]〈c〉 . (31)

Again, (29) implies (31) if 〈¬�e〉 ≤ 〈c〉. Then we call c weakly reflexive on ¬�e.
Summing up, we have the following KA variant of Theorem 1:

Theorem 3. Suppose that c is weakly reflexive on ¬�e and weakly transitive and
that t = exhaust e. Then (29) ∧ (30) ⇒ KAOPT(while �e do s, t, c) .

In [1, 2] it is pointed out that under certain circumstances the above proof
obligations will not succeed for the full c. Rather one has to add “context infor-
mation”, restricting c by intersecting it with an element of the form d d̆ . E.g.,
the relation perm , holding between lists that are permutations of each other, can
be expressed as bagify bagify ,̆ where bagify transforms lists into bags. Although
an element of the shape d d̆ can be mimicked by a predicate transformer when
the backward modal operators are available, we offer an alternative here. Using
the Geach formula again, we calculate, in an extensional KAD,

x ≤ dd̆ ⇔ 1̆ x ≤ dd̆ ⇔ 〈x〉[d] ≤ [1]〈d〉 ⇔ 〈x〉[d] ≤ 〈d〉 .

So the context restriction yields another conjunct in the proof obligations.

8 Classifying Greedy Algorithms

We now demonstrate that modal Kleene algebra is indeed convenient for fur-
ther applications. We demonstrate this in an abstract reconstruction of Curtis’s
classification of Greedy algorithms in [2] to which we also refer the reader for
concrete examples of the various types of algorithms. The modal operators again
lead to considerably more concise proofs than the original relational ones.

Throughout this section we assume the following. First, c and l are pre-orders
that model global and local comparison, respectively. Second, t = exhaust e
is the construction operation that completes initial approximative solutions to
terminal ones using elementary steps e. Third, g ≤ e is supposed to be a greedy
step that satisfies, analogously to (11) and (12),

�g = �e , (32)
IMP(g, e, l) , i.e., 〈g〉 ≤ [e]〈l〉 (⇔ ĕ g ≤ l) . (33)
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In the following theorems we will always list the conditions both in modal
notation as obtained by the Geach formula from Theorem 2 and in the one of
KADs with converse and illustrate them by diagrams.

Immediately from Theorem 3 we obtain the following description of the first
class of greedy algorithms:

Theorem 4. (Best-Global) KAOPT(exhaust g, t, c) follows from
•

•

c
��

•

t
""

•
t

""����� g

�������

〈g〉[t] ≤ [t]〈c〉 (⇔ t̆ g ≤ ct̆ ) . (34)

The next class is characterized by

Theorem 5. (Better-Global) KAOPT(exhaust g, t, c) follows from
•

•

c
��

•

t
""

•
t

""����� l

�������

〈l〉[t] ≤ [t]〈c〉 (⇔ t̆ l ≤ ct̆ ) . (35)

This condition says that for any pair of local choices the locally better one
has a completion at least as good as any completion of the locally worse one.

Proof. We show that the assumptions imply condition (34) of Theorem 4.

〈g〉[t] ≤ [e]〈l〉[t] ≤ [e][t]〈c〉 = [�e][t]〈c〉 .

The first step uses (33), the second one (35) and the third one the definition of
t = exhaust e. But by (19) and (32) this is equivalent to the claim. �

The third class of greedy algorithms has a more elaborate set of preconditions.

Theorem 6. (Best-Local) If we assume ∗-continuity, KAOPT(exhaust g, t, c)
follows from

• l ��•

•en

""����� gn

�������
∀ n ∈ IN : 〈gn〉 ≤ [en]〈l〉 (⇔ ∀ n ∈ IN : (en)̆ gn ≤ l) , (36)

• l ��•

•
e

""����� l¬�e

�������
〈l¬�e〉 ≤ [e]〈l〉 (⇔ ĕ l¬�e ≤ l) , (37)

•

• ¬�el ��
c

��

•

t
""

〈l〉[t] ≤ [¬�e]〈c〉 (⇔ ¬�el ≤ ct̆ ) . (38)

Here the local choice is made depending on the history of choices before. The
first of these conditions says that each step produces an approximation to the
final optimum that is optimal among the approximations that can be obtained
with the same number of elementary steps. The other two conditions state that
once the sequence of greedy steps finishes, completions of other approximations
cannot improve the result any more.
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Proof. First we note that, by an easy induction using idempotence of tests, in
particular 〈¬�e〉 = 〈¬�e〉〈¬�e〉, condition (37) generalizes to

n ≥ 0 ⇒ 〈l〉〈¬�e〉 ≤ [en]〈l〉 . (39)

The proof proper is performed by showing that the assumptions imply condition
(34) of Theorem 4, i.e., 〈g〉[t] ≤ [t]〈c〉.

Using ∗-continuity we get [
∑

n∈IN en¬�e] =
⊙

n∈IN[en¬�e], so that the claim
reduces to

∀ n ∈ IN : 〈g〉[t] ≤ [en][¬�e]〈c〉 .
For n = 0, we use idempotence of tests and (19) to see that

〈g〉[t] ≤ [¬�e]〈c〉 ⇔ 〈¬�e〉〈g〉[t] ≤ [¬�e]〈c〉 .

Now we calculate, using (32),

〈¬�e〉〈g〉[t] = 〈¬�g〉〈g〉[t] = 〈¬�gg〉[t] = 〈0〉[t] = 〈0〉 ,

and the claim is shown.
For fixed n > 0 we split the greedy step g into the part g �(gn−1) that admits at
least n−1 further greedy steps, and its relative complement g¬�(gn−1), and show
separately 〈g �(gn−1)〉[t] ≤ r and 〈g ¬�(gn−1)〉[t] ≤ r, where r

def= [en][¬�e]〈c〉.
For the first part we calculate

〈g〉〈�(gn−1)〉[t] ≤ 〈g〉〈gn−1〉[t] ≤ [en]〈l〉[t] ≤ [en][¬�e]〈c〉 .

The first step uses gn−1t ≤ t and (24). The second step joins powers and uses
(36). The final step employs (38).

For the second part we want to use (24) again and so have to replace ¬�(gn−1)
by a positive domain expression. We calculate, for arbitrary i,

¬�(gi) = ¬(�(gi �g) + �(gi ¬�g)) = ¬�(gi �g)¬�(gi ¬�g) = ¬�(gi+1)¬�(gi ¬�g) .

Using only the ≥ half of this equality and shunting we obtain

¬�(gi+1) ≤ ¬�(gi) + �(gi ¬�g) ,

and an easy induction shows ¬�(gn−1) ≤
∑

i<n−1�(gi ¬�g). By disjunctivity of
〈 〉 our claim is thus established if 〈g〉〈�(gi ¬�g)〉[t] ≤ r for all i < n − 1. We
calculate

〈g〉〈�(gi ¬�g)〉[t] ≤ 〈g〉〈gi ¬�g〉[t] = 〈gi+1〉〈¬�e〉[t] ≤
[ei+1]〈l〉〈¬�e〉[t] ≤ [ei+1][en−i−1]〈l〉[t] ≤ [en][¬�e]〈c〉 .

The first step uses gi ¬�gt ≤ t and (24). The second step joins powers and
uses (32). The third step employs condition (36). The fourth step uses (39) and
n > i + 1. The final step joins powers and employs condition (38). �

The final class of algorithms is given by
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Theorem 7. (Better-Local) Under ∗-continuity, KAOPT(exhaust g, t, c) fol-
lows from

•

•

l
��

•

e
""

•
e

""����� l �e

�������

〈l〉〈�e〉[e] ≤ [e]〈l〉 (⇔ ĕ l �e ≤ lĕ ) , (40)

• l ��•

•
e

""����� l¬�e

�������
〈l〉〈¬�e〉 ≤ [e]〈l〉 (⇔ ĕ l¬�e ≤ l) , (41)

•

• ¬�el ��
c

��

•

t
""

〈l〉[t] ≤ [¬�e]〈c〉 (⇔ ¬�e l ≤ ct̆ ) . (42)

This essentially says that for any two local choices and any one-step extension
of the locally worse one there is a locally better one-step extension of the locally
better one.

Proof. We show that condition (35) of Theorem 5 is satisfied. First, using anti-
tonicity of [ ] and distributivity, we obtain

(40) ∧ (41) ⇔ 〈l〉(〈�e〉[e]⊕ 〈¬�e〉[1]) ≤ [e]〈l〉 ⇒
〈l〉(〈�e〉[e + 1]⊕ 〈¬�e〉[e + 1]) ≤ [e]〈l〉 ⇔ 〈l〉[e + 1] ≤ [e]〈l〉 .

Now dualization of (15) together with the equivalence in (14) allows us to infer
〈l〉[e∗] = 〈l〉[(e + 1)∗] ≤ [e∗]〈l〉, from which by condition (42) we get 〈l〉[t] =
〈l〉[e∗][t] ≤ [e∗]〈l〉[t] ≤ [e∗][¬�e]〈c〉 = [t]〈c〉. �

Curtis’s classification is completed by showing the following relationship be-
tween the algorithm classes:

Best-Global##

��������
�������� $$

�������

�������

Better-Global%�
��������

�������� Best-Local&%

							
							

Better-Local

Except for the relation between Better-Local and Best-Local this was was es-
tablished by the proofs of the previous theorems.

Theorem 8. The Better-Local conditions imply the Best-Local conditions.

Proof. It suffices to show (36). This is done by induction on n. For n = 0 the
claim follows from 1 ≤ l. For the induction step we calculate

〈gn+1〉 ≤ [en]〈l〉〈g〉 ≤ [en]〈l〉〈�g〉〈g〉 ≤
[en]〈l〉〈�g〉[e]〈l〉 ≤ [en][e]〈l〉〈l〉 ≤ [en+1]〈l〉 .

The first step splits a power and uses the induction hypothesis. The second step
uses a domain law. The third step employs (33). The fourth step uses (32) and
(40). The last step joins powers and uses transitivity of l. �
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9 Conclusion

We have shown that a concise algebraic derivation of a general greedy-like algo-
rithm can be obtained in the framework of Kleene algebra. The more pristine
framework avoids detours through residuals and leads to a simpler correctness
proof than in [2, 4].

The treatment has exhibited an interesting relation with semi-commutation
properties as known from rewriting and allegories [5]. The connection to KA has
already been explored in [13].

Omitting converse has led us into the interesting and very well-behaved alge-
bra of predicate transformers. In it we can prove properties such as 〈a∗〉 = 〈a〉∗
that cannot even be expressed in dynamic logic. We are therefore convinced that
this algebra will have many further applications; for an example see [11].
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2 Institute of Telecommunications, Warsaw, Poland

3 Dipartimento di Matematica e Informatica, Università di Udine, Italy

Abstract. A Rasiowa-Sikorski proof system is presented for an elemen-
tary set theory which can act as a target language for translating propo-
sitional modal logics. The proposed system permits a modular analysis of
(modal) axioms in terms of deductive rules for the relational apparatus.
Such an analysis is possible even in the case when the starting modal
logic does not possess a first-order correspondent. Moreover, the formal-
ism enables a fine-tunable and uniform analysis of modal deductions in
a simple and purely set-theoretic language.

Keywords: Modal logic, relational systems, translation methods

1 Introduction

The subject of this paper lies at the intersection of two lines of investigation on
systems of non-classical logic. Both lines rely on Kripkean semantics in order to
translate such systems into a classical first-order setting, which regards relation
algebras under one approach, weak set theory under the other. For a significant
collection of cases including mono-modal propositional logics, algebras of dyadic
relations provide an adequate background; since set theory is concerned with
a very special dyadic relation, membership, it is not surprising that the two
approaches can be reconciled.

Accessibility, which relates worlds in the domain of a Kripke frame, must be
taken into account, of course: in order to view this as a sub-relation of member-
ship, we must on the one hand

- renounce some of the beloved features of standard set theory, namely ex-
tensionality (reflected by the assumption that ‘sets whose elements are the same
are identical’) and regularity (stating that membership is a well-founded, and
therefore an acyclic, relation); on the other hand, we must

- amalgamate the domains of all Kripke frames into a single structure which
can play, relative to our non-standard set theory, the role of domain of discourse,
� Work partially supported by MURST/MIUR project Aggregate- and number-
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x ∈ y ∪ z ↔ x ∈ y ∨ x ∈ z (union)
x ∈ y \ z ↔ x ∈ y ∧ x /∈ z (difference)

x ⊆ y ↔ ∀ v ( v ∈ x → v ∈ y ) (inclusion)
x ∈ P(y) ↔ x ⊆ y (powerset)

Fig. 1. Axioms of the minimal aggregate theory Ω

much like the von Neumann cumulative hierarchy does relative to the Zermelo-
Fraenkel theory.

Rather than resorting to a non-well-founded set theory (such as Aczel’s one),
we prefer to analyze modal logics from the standpoint of an absolutely mini-
mal aggregate theory Ω (cf. Figure 1), more readily amenable to computational
reasoning methods. In Ω, the operations ∪, \ are counterparts of the exten-
sional propositional connectives, and its construct P corresponds to the modal
necessity-operator �.

Notice that an enhancement to this axiomatic system Ω would result from
the addition, not very engaging indeed, of a pair axiom such as x ∈ {y, z} ↔
x = y ∨ x = z: after this addition, one can easily translate the whole resulting
theory into a ground relation calculus, by following the Tarski-Givant recipe
for ‘set theory without variables’. Such a translation can already be carried out
with the ingredients of Ω alone (cf. [FOP03]), but for the time being we have
made no deep investigations in this entirely equational direction; instead, we
have designed a proof-system à la Rasiowa-Sikorski [RS63] whose specific rules,
tailored for the axioms of Ω, are detailed in Section 3.

Previous examples of uses of Rasiowa-Sikorski systems in various contexts rel-
evant for Computer Science and Logic include [SO96, FO95, FO98] and [DO00].

As we will recall in Section 4 from [DMP95], [BDMP97], and [COP01, Chap-
ter 12], there is a known translation φ %→ φ∗ of modal propositional sentences
into set-terms of Ω which enjoys the following properties:

– A sentence schema φ ≡ φ[p1, . . . , pn] built from n distinct propositional
meta-variables pi becomes a term φ∗ ≡ φ∗[f, x1, . . . , xn] involving n + 1
distinct set-variables, one of which, f , is meant to represent a generic frame.

– If φ∗ ≡ φ∗[f,x] and ψ∗ ≡ ψ∗[f,y] result from propositional schemata φ, ψ,
then the biimplication

ψ |=K φ⇔ Ω 1 ∀ f
(
f ⊆P(f) ∧ ∀y(f ⊆ ψ∗)→ ∀x(f ⊆ φ∗)

)
holds, where K is the minimal modal logic.

Hence, by combining this translation with a proof system for Ω, e.g. the one
based on the rules of Section 3 (which presupposes no explicit axioms), we achieve
a proof system which can be exploited to semi-decide any finitely axiomatized
mono-modal propositional logic. From now on we will call REST (Relational
Elementary Set Theory) the Rasiowa-Sikorski system variant of Ω, target of the
translation.
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2 The System REST of Set Theory

2.1 Syntax

The symbols of our language are the following:
- a denumerable set Var of individual variables;
- one unary predicate Trans(·) and two binary predicates ∈ and ⊆, to be used in
infix notation, which should not be confused with the corresponding set-theoretic
symbols used at the meta-level;
- one unary function symbol P and two binary function symbols ∪ and \, again
to be used in infix notation;
- propositional connectives and quantifiers.

The set of terms T is inductively defined as follows:
- Var ⊆ T;
- if t, t′ ∈ T, then t ∪ t′, t \ t′,P(t) ∈ T.

The set of formulas F is inductively defined as follows:
- if t, t′ ∈ T, then t ∈ t′, t ⊆ t′, Trans(t) ∈ F (atomic formulas);
- F is closed with respect to uses of propositional connectives and quantifiers.

2.2 Semantics

This section focusses on special models of Ω—which will, accordingly, be mod-
els of REST—to act as our set-theoretic counterparts of Kripke frames. More
specifically, we associate with each Kripke frame a cumulative hierarchy whose
structure amalgamates the frame accessibility relation with the recursively con-
structed membership relation. The resulting universe will encompass all Kripke
models sharing the initially given frame (W,R). Our set universes are built start-
ing with W = U0 which, insofar as the domain of a relational structure, cannot
be empty. (On the opposite, in more classical approaches to set theory, where
the first level U0 is taken to be ∅, the resulting structure turns out to be an
initial segment of the well-known von Neumann’s cumulative hierarchy.)

Definition 1. Let W be a collection of not-set elements1 and R be a binary
relation on W . The model U = (U,∈U) generated by (W,R) consists of the
(set) universe

U =
⋃
n�0

Un,

where U0 = W and Un = P(Un−1) ∪ Un−1, for n > 0; and by the membership

v ∈U u⇔def

{
vR−1u if u, v ∈ W ;
v ∈ u otherwise.

1 That is, atomic elements of some unspecified sort.
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Hence, the lower levels of a set universe such as the one defined above contain
the given relational structure represented using ∈ only.2 The higher levels, being
defined using the powerset operator, are populated enough to contain all possible
interpretations of (modal) formulas.

The notions of truth in a model and validity in REST are defined as usual.
The above definition is the adaptation to the case of K-derivability of the

model construction presented in [BDMP97] which referred to general frames
(see Definition 3 therein). A more stringent definition was given in the proofs of
Theorem 2 in [DMP95] and Theorem 12.2 in [COP01].

The set-theoretic �-as-P translation represents any Kripke frame as a set,
with the accessibility relation modeled using the membership relation ∈. The the-
ory in which the translation is carried out, when specified à la Hilbert, is a very
weak, finitely axiomatizable, first-order set theory called Ω (cf. [DMP95]). The
axioms, in the language with relational symbols ∈ and ⊆ and functional sym-
bols ∪, \, and P, are the ones in Figure 1. Notice that, since the corresponding
restrictions cannot be imposed on generic accessibiity relations, neither the ex-
tensionality axiom nor the axiom of foundation are in Ω.

Lemma 1. The model U = (U,∈U), generated by a frame (W,R) is an Ω-
model.

Proof. See [BDMP97] where a more general result is provided (cf. Lemma 4
therein). The key point in that proof, that applies directly also to our current
context, is the introduction of the following function

F (x) =
{
{v ∈W : xRv} if x ∈ W,
x otherwise,

on the ground of which, assuming all elements of W to be pairwise distinct (sets
of the same rank), we can prove that

x ∈U y if and only if x ∈ F (y),

and
y ∈ W ⇒ x ∈U y if and only if x ∈W ∧ yRx.

The range of F can be proved to be the set U \W and to be closed under
∪ and \, with F being the identity function on U \W . Hence, we can define:

x ∪U y = F (x) ∪ F (y), x \U y = F (x) \ F (y);

and since {y ∈ U : F (y) ⊆ F (x)} is in U \W , we can define

PU(x) = {y ∈ U : F (y) ⊆ F (x)}.
2 The reader can easily check that |W | levels suffice to supply representatives of all

elements in the frame.
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3 Rasiowa-Sikorski Deduction System for REST

Our system will consist of only one kind of axioms, namely any sequence of
formulas containing a formula α and its negation ¬α, plus the following rules,
where K and H denote finite (possibly empty) sequences of formulas. By a new
variable we mean a variable that does not appear in the upper sequence of the
respective rule. A rule is admissible whenever the upper sequence is valid if and
only if the lower sequences are valid, where validity of a sequence of formulas
means first order validity of the disjunction of its elements. The proofs have the
form of trees obtained by application of the rules; a tree is closed whenever all
of its leaves contain an axiom.

Propositional Rules.

K, α ∨ β ,H

K, α, β ,H
(∨)

K, ¬(α ∨ β) , H

K,¬α,K | K,¬β,H
(¬∨)

K, α ∧ β ,H

K,α,H | K,β,H
(∧)

K, ¬(α ∧ β) , H

K, ¬α,¬β ,H
(¬∧)

K, α→ β, H

K, ¬α, β ,H
(→)

K, ¬(α→ β), H

K,α,K | K,¬β,H
(¬ →)

K, ¬¬α, H

K, α ,H
(¬¬)

First-order Rules. (z new variable and t arbitrary term.)

K, (∀x)α(x), H

K, α(z) , H
(∀)

K, ¬(∀x)α(x), H

K, ¬α(t),¬(∀x)α(x) , H
(¬∀)

K, (∃x)α(x), H

K, α(t), (∃x)α(x) , H
(∃)

K, ¬(∃x)α(x), H

K, ¬α(z) , H
(¬∃)

Specific Rules for Set Theory.

K, x ∈ y ∪ z, H

K, x ∈ y, x ∈ z, H
(∈ ∪)

K, x �∈ y ∪ z, H

K, x �∈ y,H | K,x �∈ z,H
(
∈ ∪)

K, x ∈ y \ z, H

K, x ∈ y,H | K,x �∈ z,H
(∈ \)

K, x �∈ y \ z, H

K, x �∈ y, x ∈ z, H
(
∈ \)
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K, x ⊆ y, H

K, z �∈ x, z ∈ y, H
(⊆)

K, x �⊆ y, H

K, t ∈ x, x �⊆ y,H | K, t �∈ y, x �⊆ y,H
(
⊆)

z new variable, t arbitrary term,

K, x ∈P(y), H

K, x ⊆ y, H
(∈ P)

K, x �∈P(y), H

K, x �⊆ y, H
(
∈ P)

K, Trans(x), H

K, x ⊆P(x), H
(Trans)

K, ¬Trans(x), H

K, x �⊆P(x), H
(¬Trans)

Cut Rule.
K

K,α | K,¬α
(cut)

Notice that there is only one specific rule that introduces new variables
(namely (⊆)), and that there is only one rule that instantiates over arbitrary
terms and requires repetition (namely (�⊆)). The infinite trees to be produced
in the following examples are generated through an interplay between these two
rules.

Lemma 2. For every model U = (U,∈U):
rule (∈ ∪) is admissible ⇔ if x ∈U y or x ∈U z, then x ∈U y ∪U z;
rule (�∈ ∪) is admissible ⇔ if x ∈U y ∪U z, then x ∈U y or x ∈U z;
rule (∈ \) is admissible ⇔ if x ∈U y or x �∈U z, then x ∈U y \U z;
rule (�∈ \) is admissible ⇔ if x ∈U y \U z, then x ∈U y or x �∈U z;
rule (⊆) is admissible ⇔ if for all z (z ∈U x→ z ∈U y), then x ⊆U y;
rule (�⊆) is admissible ⇔ if x ⊆U y, then for all z (z ∈U x→ z ∈U y);
rule (∈P) is admissible ⇔ if x ⊆U y, then x ∈PU(y);
rule (�∈P) is admissible ⇔ if x ∈PU(y), then x ⊆U y;
rule (Trans) is admissible ⇔ if x ⊆U PU(y), then TransU(x);
rule (¬Trans) is admissible ⇔ if TransU(x), then x ⊆U PU(y).

4 The Translation from Mono-modal Logic to REST

Given a modal formula φ(P1, ..., Pn), with propositional variables P1, ..., Pn,
we define its translation to be the set-theoretic term φ∗(f, x1, ..., xn), with set
variables f, x1, ..., xn, built using ∪, \, and P. Intuitively speaking, the term
φ∗(f, x1, ..., xn) represents the set of those worlds (in the frame f) in which the
formula φ holds. The inductive definition of φ∗(f, x1, ..., xn) is the following:

– P ∗
i = xi;

– (φ ∨ ψ)∗ = φ∗ ∪ ψ∗;
– (¬φ)∗ = f \ φ∗;
– (�φ)∗ = P(φ∗).



Rasiowa-Sikorski Style Relational Elementary Set Theory 221

For all modal formulas φ, ψ, let us put

(φ, ψ)∗ ⇔def ∀f
((
Trans(f) ∧ ∀x(f ⊆ φ∗(f,x))

)
→ ∀y

(
f ⊆ ψ∗(f,y)

))
,

where Trans(f) stands for ∀z (z ∈ f → z ⊆ f) and expresses the fact that f is
a transitive set (cf. [Jec78]).

Then the following results showing the adequacy of the translation hold
[DMP95]:

φ 1K ψ ⇒ Ω 1 (φ, ψ)∗ (Completeness)
Ω 1 (φ, ψ)∗ ⇒ φ |=f ψ (Soundness)

Completeness is proved (proof-theoretically) by induction on the length of the
derivation in K, while soundness is proved (semantically) by constructing a model
of Ω from a Kripke frame using an argument relying on non-well-founded set
theory. It is worth noting that, for frame-complete theories, the above translation
captures exactly the notion of K-derivability.

The following completeness theorem holds for the presented Rasiowa-Sikorski
system REST:

Theorem 1. For every formula φ specifying a modal logic extending K and every
ψ, the following are equivalent:

– the REST formula (φ, ψ)∗ is valid in REST,
– there is a closed decomposition tree for (φ, ψ)∗.

We conclude this section recalling that representing the accessibility rela-
tion R by the (unique) membership relation ∈ does not restrict the field of
applicability of the translation to mono-modal logics. This is essentially because
the set-theoretic structure of worlds can be used to represent multiple accessibil-
ity relations (in a completely symmetric way, as a matter of fact) as was proved
in [DMP95].

5 Indirect Method and Direct Method
for Modal Derivability

Modal derivability can be tackled (indirectly) by translating Hilbert’s axioms
together with the modal formula to be proved, and using REST.

To obtain a more direct translation of a modal logic specified by Hilbert’s
axioms, it is instructive to compare what happens when we treat by our REST
rules the K-axiom �(y → z)→ (�y → �z) and other sentence schemata which
are often adopted as axioms in specific modal logics. In the case of K, we will
get a finite tree all of whose branches are closed (i.e., each disjunction labelling
a leaf contains complementary literals, and hence is valid): this means that the
counterpart of this sentence schema is a theorem of Ω. On the other hand, when,
for example, we elaborate the schema �y → ��y, a tree all of whose branches
are closed save one will result (see Section 5.1). This approach will allow us to



222 Eugenio Omodeo et al.

infer specific rules from REST trees and will provide a more direct derivability
technique tailored for the modal logic under study. In the following we illustrate
our ideas with two case studies: one regarding a modal logic which admits a
first-order correspondent and the other one which does not.

5.1 Rule Generation: First-Order Rules

As an example of (first-order) rule generation, consider the following treatment
of the axiom expressing transitivity: �y → ��y.

We underline the literal to which the rule is applied. When two rules are
applied in sequence, we underline the corresponding literal twice.

f ⊆ (f \ P(y))∪ (PP(y))

↓ (⊆) z new variable

z /∈ f, z ∈ (f \ P(y)) ∪ (PP(y))

↓ (∈ ∪)

z /∈ f, z ∈ f \ P(y), z ∈ PP(y)

↙ (∈ \) ↘

z /∈ f, z ∈ f, ...closed z /∈ f, z /∈ P(y), z ∈ PP(y)

↓ (∈ P)

z /∈ f, z /∈ P(y), z ⊆ P(y)

↓ (/∈ P)

z /∈ f, z �⊆ y, z ⊆ P(y)

↓(⊆) w new variable
↓ (∈ P)

z /∈ f, z �⊆ y, w /∈ z, w ⊆ y

↓ (⊆) u new variable

z /∈ f, z �⊆ y, w /∈ z, u /∈ w, u ∈ y

At this point an application of rule (�⊆) with u as arbitrary term (variable)
produces one closed branch (with u ∈ y and u /∈ y as matching formulas) and
the following sequence:

z /∈ f, u ∈ z, w /∈ z, u /∈ w, u ∈ y, z �⊆ y.
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Now notice that since all the variables can be considered to be universally quan-
tified and since the commas correspond to disjunctions, the above sequence can
be rewritten as:

(∀z, f, u, w)(z ∈ f → ((w ∈ z ∧ u ∈ w)→ u ∈ z) ∨ (∀y)(u ∈ y ∨ z �⊆ y)).
Denoting as μ the matrix of the above formula (that is, (z ∈ f → ((w ∈

z ∧ u ∈ w)→ u ∈ z) ∨ (∀y)(u ∈ y ∨ z �⊆ y))), we have that:

(∀z, f, u, w)((u ∈ z → μ) ∨ (u /∈ z → μ)). (1)

On the other hand, since Ω 1 (∀z, u)(u /∈ z → (∃y)(u /∈ y ∧ z ⊆ y)), and
Ω 1 (∀z, u)(u ∈ z → (∀y)(z ⊆ y → u ∈ y)), we have that (1) simplifies into

(∀z, f, u, w)(z ∈ f → ((w ∈ z ∧ u ∈ w)→ u ∈ z)).
From the above formula we can deduce the (first-order) rule for transitivity

(u,w arbitrary terms):
K, z /∈ f, H

K, u /∈ z, z /∈ f, H |K, w ∈ z, z /∈ f, H |K, u ∈ w, z /∈ f, H
The above result is in complete accordance with the one presented in [MO02].

An inspection of the above technique shows how the first-order rule is gen-
erated by eliminating the part of μ containing the variable y which represents
the (modal) second-order condition in the translation. Such an elimination was
possible since the literal u ∈ z in μ was proved to be equivalent in Ω to the part
of μ involving y (namely (∀y)(z ⊆ y → u ∈ y)). The reader can easily check that
to this purpose any disjunction of literals in μ (clearly not involving y-variables)
would do.

Remark 1. Whenever a term has to be chosen in order to instantiate the ap-
plications of rule (�⊆), the choice is not really free. It should be clear that, at
least, the following two heuristics can always be applied: 1) it makes sense to
instantiate only with (variables representing) worlds; 2) whenever a witness for
a non-inclusion literal in chosen, we should try to produce as many matching
literals (i.e. closed branches) as possible (see the above case with variable u and
the next one with variable z).

Let us consider another example in some detail, namely the axiom for reflex-
ivity �y → y:

f ⊆ (f \P(y)) ∪ y

↓(⊆) z new variable
↓ (∈ ∪)

z /∈ f, z ∈ (f \P(y)), z ∈ y

↓ (∈ \)
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z /∈ f, z /∈P(y), z ∈ y

↓ (∈P)

z /∈ f, z �⊆ y, z ∈ y

At this point the only literal to be processed is the underlined �⊆-literal in the
above formula and the only variable that allows some matching is z. Hence,
applying rule (�⊆) with z as chosen term, we obtain a closed branch and the
sequence

z �∈ f, z ∈ z, z ∈ y, z �⊆ y,

which can be rewritten as

(∀z, f)(z /∈ f ∨ z ∈ z ∨ (∀y)(z ∈ y ∨ z �⊆ y)). (2)

Now, observing that

Ω 1 (∀z)(z /∈ z → (∃y)(z /∈ y ∧ z ⊆ y)),

and
Ω 1 (∀z)(z ∈ z → (∀y)(z ⊆ y → z ∈ y)),

we have that (2) simplifies into

(∀z, f)(z ∈ f → z ∈ z),

from which we get the (first-order) rule for reflexivity (z a chosen variable):

K, z /∈ f, H

K, z /∈ z, z /∈ f, H.

5.2 Rule Generation: Second-Order Rules

Let us now consider a case in which the first-order correspondent does not exist:
Löb’s axiom �(�y → y)→ �y that we will study together with the above axiom
for transitivity.

Remark 2. Since the formulas we are analyzing in our examples have always the
frame f as left sub-term in formulas whose principal constructor is \, it can
easily be checked that we can denote f \ t as t̄ and that we can modify the rule
(∈ \) into

K, x ∈ t̄, H

K, x /∈ t, H
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Here below, we do not spell out all the rules used in simple steps:

f ⊆ P̄(P̄(y) ∪ y) ∪P(y)

↓ v0 new variable

v0 /∈ f, v0 �⊆ (P̄(y) ∪ y), v0 ⊆ y

↓ v1 new variable

v0 /∈ f, v0 �⊆ (P̄(y) ∪ y), v1 /∈ v0, v1 ∈ y

Since, as we observed above, our goal is always to close some branch, we reduce
the �⊆-literal using v1 as arbitrary term and we obtain a closed branch and the
following sequence:

v0 /∈ f, v1 /∈ (P̄(y) ∪ y), v1 /∈ v0, v1 ∈ y, v0 �⊆ (P̄(y) ∪ y);

at this point we apply rule (/∈ ∪) and we obtain a closed branch and the sequence:

v0 /∈ f, v1 /∈ P̄(y), v1 /∈ v0, v1 ∈ y, v0 �⊆ (P̄(y) ∪ y),

from which we obtain

v0 /∈ f, v1 ⊆ y, v1 /∈ v0, v1 ∈ y, v0 �⊆ (P̄(y) ∪ y).

The above formula calls for the introduction of a new variable v2 entering the
game when we reduce the inclusion v1 ⊆ y; and thus we obtain

v0 /∈ f, v2 /∈ v1, v2 ∈ y, v1 /∈ v0, v1 ∈ y, v0 �⊆ (P̄(y) ∪ y).

The derivation to be produced from the above sequence will produce a class of
branches to be closed using transitivity, and the following infinitary sequence:

v0 /∈ f, vi+1 /∈ vi, vi+1 ∈ y, v0 �⊆ (P̄(y) ∪ y) for all i � 0.

A close inspection of the sequence of applications of rules for reducing ⊆ (intro-
ducing new variables) and �⊆ (using the newly introduced variables), shows that
the path is somehow “forced” and that the situation we are now, apart from the
infinitary sequence, is very similar to the previously treated cases. In fact, even
the elimination of the y variable is now possible on the ground of the following
observation:

Ω 1 ∀y
((

v0 ∈ f ∧
∧
i�0

vi+1 ∈ vi

)
→
∨
i�0

vi+1 ∈ y
)
↔ ¬
(
v0 ∈ f ∧

∧
i�0

vi+1 ∈ vi

)
.

From the above formula we can deduce the following infinitary rule expressing
the well-known second-order condition equivalent to Löb’s axiom:

K, v0 /∈ f, H

K, v1 ∈ v0, v0 /∈ f, H | · · · |K, vi+1 ∈ vi, v0 /∈ f, H | · · ·
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6 Conclusion and Future Developments

The problem of establishing whether a modal axiom admits a first-order corre-
spondent is notoriously undecidable; notwithstanding, syntactic manipulations
of the kind we can carry out, even manually, with our proposed Rasiowa-Sikorski
system of rules seem to lead us to the essence of the problem as quickly and as
close as possible by analytic means.

Potential optimizations to be studied include: a) the fact that rules involving
arbitrary instantiations never use either f or compound terms and, moreover,
seem to use terms already appearing on the branch only; b) attempts to design
heuristics aiming at apply cut to atomic formulas only.
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Abstract. Given a binary relation R, we look for partitions of its row set
and its column set, respectively, that behave well with respect to selected
algebraic properties, i.e., correspond to congruences related to R. Per-
mutations are derived from these congruences that allow to rearrange R
visualizing the decomposition.

1 Introduction

Known and new methods of decomposing a relation are presented together with
methods of making the decomposition visible. Such aspects as difunctionality,
Moore-Penrose inverses, independence and line covering, chainability, game de-
compositions, matchings, Hall conditions, term rank, and others are handled
under one common roof.

One area of application is multicriteria decision making. There, relations are
given beforehand and one asks for dichotomies generated by the relation [1, 3]
following certain rational ideas. One may call this theorem extraction or theorem
formulation — as opposed to theorem proving. Once formulated, theorem provers
would certainly establish the theorem. But in practical situations it is more
important to find the theorem on which one is willing to base decisions.

Much of the basic approach can be demonstrated by the initial example of
a sparse boolean matrix A, which looks rather randomly distributed. It is a big
problem in marketing, e.g., to analyze such raw data so as to finally arrive
at Arearranged. We have visualized that certain theorems are valid, namely that
elements of {1, 9, 11, 15, 16, 17} are only related to elements from {3, 6, 7, 13},
etc.

Having knowledge of this type may obviously be considered a major mar-
keting advantage. Our basic question is, therefore: Are there methods to gen-
erate such theorems? One will certainly not blindly generate all theorems and
scan them in some sort of a Laputa method [7] for interesting ones. Rather,
there should be some concept as to how these theorems might look like. In the
environment of RelMiCS, one will concentrate on “relation-algebraic theorem
patterns”. Several of these have been investigated and formulated as ontologies.
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A =

1 2 3 4 5 6 7 8 9 10 11 12 13

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 0 0 0 0 1 0 0 0 0 0 0 0
0 0 0 1 0 0 0 0 0 0 0 0 0
1 0 0 0 0 0 0 1 0 0 0 0 0
0 0 0 0 1 0 0 0 0 1 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 0 0 0 0 0 1 0 0 0 0 0
0 0 0 1 0 0 0 1 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 1 0 0 1 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 1 1 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 0 1 0 0 0 0
0 1 0 0 0 0 0 0 0 1 0 0 0
0 0 0 0 0 0 1 0 0 0 0 0 1
0 0 1 0 0 0 0 0 0 0 0 0 1
0 0 0 0 0 1 0 0 0 0 0 0 0

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

Fig. 1. An initial example of a sparse relation

Arearranged =

3 6 7 13 1 4 8 2 5 9 10 11 12

1

9

11

15

16

17

2

3

6

7

4

13

14

5

8

10

12

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 1 0 0 0 0 0 0 0 0 0 0 0
1 1 0 0 0 0 0 0 0 0 0 0 0
0 1 1 0 0 0 0 0 0 0 0 0 0
0 0 1 1 0 0 0 0 0 0 0 0 0
1 0 0 1 0 0 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 1 0 0 0 0 0 0 0
0 0 0 0 1 0 1 0 0 0 0 0 0
0 0 0 0 1 0 1 0 0 0 0 0 0
0 0 0 0 0 1 1 0 0 0 0 0 0

0 0 0 0 0 0 0 0 1 0 1 0 0
0 0 0 0 0 0 0 0 1 1 0 0 0
0 0 0 0 0 0 0 1 0 0 1 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

Fig. 2. The initial example partitioned and rearranged

By ontology we mean relational games, irreducibility, line covering, or matching
concepts, e.g. With one of these ontologies, the relation in question is analyzed.

The full report underlying this article, obtainable via
http://ist.unibw-muenchen.de/People/schmidt/DecompoHomePage.html,

strives to provide the methodological basis together with a toolkit for the task of
decomposing relations in various application disciplines. This report is not just
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a research report but also a Haskell program in literate style sufficient to run
the programs.

2 Prerequisites and Tools

We have used Haskell [2] as the underlying programming language. It is a purely
functional language, and it is currently widely accepted in research and university
teaching. For more information see the Haskell WWW site at

URL: http://www.haskell.org/.
In the example presented in the introduction, the resulting permutation has

only been shown via the permuted row and column numbers. The permutations,
however, should be fully available in the program. There, they may be given as
a function, decomposed into cycles, or as a permutation matrix. Either form has
its specific merits. Sometimes also the inverted permutation is useful. There-
fore, types and functions to switch from one form to the other, and to apply
a permutation to some list are provided for. Also a basic technique is introduced
determining permutations from partitions. Let, for example, a list of partitioning
subsets be given as

[[False,True, False,True, False,False],
[False,False,True, False,False,True ],
[True, False,False,False,True, False]]

We are interested to obtain a permutation like [5,1,3,2,6,4], which directs
True entries of the first row to the front, followed by True entries of the second
row, etc.

Relations are throughout handled as rectangular Boolean matrices. Often we
represent their entries True by 1 and False by 0 when showing matrices in
the text. The basic relational operators &&&, |||, ***, <== for intersection,
union, composition, containment, etc., of relations are all formulated in Haskell.

3 Congruences

Whenever some equivalence behaves well with regard to some other structure,
we are accustomed to call it a congruence. This is well-known for algebraic struc-
tures, i.e., those defined by mappings on some set. We define it correspondingly
for the non-algebraic case, including heterogeneous relations. Let R be a rela-
tion and Ξ,Θ be equivalences on the source, resp. the target set of that relation.
Then the pair (Ξ,Θ) is called a R-congruence if Ξ ;R ⊆ R;Θ.

We have formulated a generalisation of Birkhoffs famous theorem on the lat-
tice of congruences for algebraic structures, extending it to relational structures.

Proposition 1. Let some finite heterogeneous relation R be given. Then all R-
congruences (P,Q) which satisfy both, R;RT ⊆ P and RT;R ⊆ Q, form a com-
plete lattice, the least element of which is (Ξ,Θ) := ((R;RT)∗, (RT;R)∗), the pair
of natural congruences wrt. R.
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Proof. Among other items, the proof has to show that the set
{(P,Q) | (P,Q) is an R-congruence satisfying R;RT ⊆ P and RT ;R ⊆ Q}
is ∩-hereditary:
(P1 ∩ P2);R ⊆ P1 ;R ∩ P2 ;R ⊆ R;Q1 ∩ R;Q2

⊆ (R ∩ R;Q2;QT
1); (Q1 ∩ RT ;R;Q2) using Dedekind’s rule

⊆ R; (Q1 ∩ Q2;Q2) = R; (Q1 ∩ Q2) ��
Every congruence leads to a partition in equivalence classes, and these parti-

tions in turn give rise to the permutations we compute for presentation purposes.

4 Difunctional Decomposition

Two different cases of decomposition will be distinguished: For heterogeneous
relations between two sets — be it that they have equal cardinality —, we will
permute rows and columns independently and for homogeneous relations rows
and columns will be permuted simultaneously.

In the introductory example, difunctionality leads to an important decompo-
sition. It groups rows as well as columns according to the “natural congruence”.

A relation R is called difunctional if R;RT;R = R. For every relation R, the
least difunctional relation containing it is well defined and we define (according
to J. Riguet, [4]) the difunctional closure as

hdifu(R) := inf{H | R ⊆ H with H difunctional}.

We also ask for the practical aspects of this definition, which has long been
discussed and is known among numerical analysts. To describe the main property
of any diagonal block of the rearranged initial example, let a relation R be
given that is conceived as a chessboard with dark squares or white according
to whether Rik is True or False. A rook shall operate on the chessboard in
horizontal or vertical direction; however, it is only allowed to change direction
on dark squares. Using this interpretation, a relation R is called chainable if
the non-vanishing entries (i.e., the dark squares) can all be reached from one
another by a sequence of “rook moves”, or else if hdifu(R) = . The diagonal
blocks mentioned are chainable when considered as a separate matrix. It is easy
to prove that a total and surjective relation R is chainable precisely when its
so-called edge-adjacency K := ∩ R ;RT is strongly connected.

The concept of being difunctional is related to linear algebra for numerical
problems. A relation G is called a Moore-Penrose inverse of A if the following
four conditions hold A;G;A = A, G;A;G = G, (A;G)T = A;G, (G;A)T = G;A.
Moore-Penrose inverses are uniquely determined provided they exist. The Moore-
Penrose inverse of a difunctional matrix always exists and turns out to be its
converse.

5 Line Covering and Independence

Some relations may be decomposed in such a way, that there is a subset of row
entries that is completely unrelated to a subset of column entries. In this context,
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a relation A may admit vectors x and y (with =/ x=/ or =/ y =/ to avoid
degeneration), such that A;y ⊆ x or, equivalently, A ⊆ x;yT. Given appropriate
permutations P of the rows, and Q of the columns, respectively, we then have

P ;A;QT =
(
∗
∗ ∗

)
P ;x =

( )
Q;y =

( )
.

Given A; y ⊆ x, to enlarge the -zone is not so easy a task, which may be
seen in the case of the identity relation : All shapes from 1× (n−1), 2× (n−2),
. . . (n−1)×1 may be chosen. To avoid this counter-running, one usually studies
this effect with one of the sets x and y negated. So we consider pairs of subsets
(s, t) taken from the domain and from the range side and define

(s, t) is a line covering :⇐⇒ A; t ⊆ s.
(s, t) is a pair of independent sets :⇐⇒ A; t ⊆ s.

For the moment, call rows and columns lines. Then we are able to cover all
entries 1 by |y| vertical plus |x| horizontal lines. Given a relation A, the term
rank is defined as the minimum number of lines necessary to cover all entries
1 in A, i.e. min{|s|+ |t| | A; t ⊆ s}.

Consider (
A11

A21 A22

)
;

( )
⊆
( )

.

Hoping to arrive at fewer lines than the columns of A11 and the rows of A22

to cover, one might start a first naive attempt and try to cover with s and t
but with row i, e.g., omitted. If (s, t) is already minimal, there will be an entry
in row i of A22 containing a 1 . Therefore, A22 is a total relation. In the same
way, A11 turns out to be surjective. But we may also try to get rid of a set
x ⊆ s of rows and accept that a set of columns be added instead. It follows
from minimality that regardless of how we choose x ⊆ s, there will be at least
as many columns necessary to cover what has been left out. For a relation A
and a set x, we therefore say that x satisfies the Hall condition if |z| ≤ |AT;z|
holds for every subset z ⊆ x. If we have a line covering with |s| + |t| minimal,
then AT

11 as well as A22 will satisfy the Hall-condition.
We will later find minimum line coverings and maximum independent sets

without just checking them all exhaustively. We postpone this, until further
prerequisites are at hand and concentrate on the following aspect.

Proposition 2. Let a finite relation A be given. Then A is either chainable
or it admits a pair (s, t) which is nontrivial, such that both s, t as well as s, t,
constitute at the same time a pair of independent sets and a line covering.

Difunctionality and line coverings are related in the following way.

Proposition 3. A relation A admits a pair (x, y) such that (x, y) and (x, y) are
line coverings if and only if its difunctional closure admits these line coverings.
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036

1245

0 1 2 3 4 5 6

0

1

2

3

4

5

6

⎛
⎜⎜⎜⎜⎜⎜⎝

0 0 0 0 0 0 0
1 0 0 0 0 0 0
1 1 0 0 0 0 0
0 1 1 0 0 0 0
0 0 1 1 0 0 0
0 0 0 1 1 0 0
0 0 0 0 1 1 0

⎞
⎟⎟⎟⎟⎟⎟⎠

Fig. 3. Situations in a game starting with a pile of 6 matches

6 Game Decomposition

While so far heterogeneous relations have been treated by permuting their rows
and columns independently, we now specialize to the homogeneous case and ap-
ply permutations simultaneously. There is a well-developed theory of standard
iterations for Boolean matrices in order to solve a diversity of application prob-
lems such as matching, line covering, assignment, games, etc. We will present
a general framework for executing these iterations.

In all of these cases, we need two antitone mappings between power sets,
which we call σ : P(V ) → P(W ) and π : P(W ) → P(V ), according to [5, 6].
In case V = W , let an arbitrary homogeneous relation B : V ↔ V be given
with π(x) = σ(x) = B ;x. Two players are supposed to make moves alternatingly
according to B in choosing a consecutive arrow to follow. The player who has
no further move, i.e., who is about to move and finds an empty row in the
relation B, or a terminal vertex in the graph, has lost.
Such a game is easily visualized by taking a relation B represented by a graph,
on which players have to determine a path in an alternating way. We study the
Nim game starting with 6 matches from which we are allowed to take 1 or 2.

We have a homogeneous relation, and we easily observe how with equalities
in an alternating pattern an iteration evolves

⊆ B ; = B ;B ; ⊆ B ;B ;B ; = . . . ⊆ . . . ⊆ B ; B ;B ; = B ;B ; ⊆ B ; = .

The limit of the iteration is characterised by the formulae a = π(b) and
σ(a) = b, which this time turn out to be a = B ; b and B ;a = b. In addition,
we will always have a ⊆ b. The smaller set a gives loss positions, while the
larger one then indicates win positions as b and draw positions as b ∩ a. This is
visualized by the following diagram for sets of win, loss, and draw, the arrows
of which indicate moves that must exist (the thick black arrows), may exist (the
thin arrows), or are not allowed to exist (the crossed out grey arrows).

Proposition 4. Any finite homogeneous relation may by simultaneously per-
muting rows and columns be transformed into a matrix satisfying the following
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Win Loss

Draw

no further move
            possible

result  a  of iteration

result  b  of iteration

Fig. 4. Decompositions into sets of winning, draw, and losing positions

basic structure with square diagonal entries:⎛
⎝ ∗

total ∗
total ∗ ∗

⎞
⎠

��

Of course, the win or the loss zone may contain no rows. If the win zone is
nonempty, so is the loss zone. Nevertheless, the subdivision into loss/draw/win
groups is uniquely determined, and indeed

a =

⎛
⎝
⎞
⎠ =

⎛
⎝ ∗

total ∗
total ∗ ∗

⎞
⎠;

⎛
⎝
⎞
⎠

b =

⎛
⎝
⎞
⎠ =

⎛
⎝ ∗

total ∗
total ∗ ∗

⎞
⎠;

⎛
⎝
⎞
⎠

7 Matching and Assignment

An additional antimorphism situation is known to exist in connection with
matchings and assignments. Let two matrices Q, λ : V ↔ W be given, where
λ ⊆ Q is univalent and injective, i.e. a matching — possibly not yet of maximum
cardinality.

We consider Q to be a relation of sympathy between a set of boys and a set of
girls and λ the set of current dating assignments, assumed only to be established
if sympathy holds. We now try to maximize the number of dating assignments.
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Definition 5. Given the (possibly heterogeneous) relation Q, we call the relation
λ a Q-matching provided it is a univalent and injective relation contained in Q,
i.e., if

λ ⊆ Q λ;λT ⊆ , λT ;λ ⊆ .

An iteration with π(w) := λ;w and σ(v) := QT;v will end with two vectors
(a, b) satisfying a = π(b) and σ(a) = b as before. Here, this means a = λ; b and
b = QT ;a.
In addition a = Q; b. This follows from the chain a = λ; b ⊆ Q; b ⊆ a, which
implies equality at every intermediate state. Only the resulting equalities for a, b
have been used together with monotony and the Schröder rule to obtain this
decomposition.

We find out that the pair a, b is an inclusion-maximal pair of independent
sets for Q, or else a, b is an inclusion-minimal line covering. As of yet, a, b need
not be an inclusion-maximal pair of independent sets for λ, nor need a, b be an
inclusion-minimal line covering for λ! This will only be the case, when in addition
b = λT ;a.

It is thus not uninteresting to concentrate on the condition b = λT ;a. After
having found some matching relation and applying the iteration, it may not yet
be satisfied. So let us assume b = λT ;a not to hold, which means that

b = QT
;a
⊇
=/ λT

;a.

We make use of the formula λ;S = λ; ∩λ;S, which holds since λ is a univalent
relation. The iteration finally ends with equations b = QT ; a and a = λ; b. This
easily expands to

b = QT
;a = QT

;λ; b = QT
;λ;QT;a = QT

;λ;QT;λ;QT;a . . .

from which the last but one becomes

b = QT;a = QT;λ; b = QT ;λ; ∩ λ;QT ;a = QT; (λ; ∪ λ;QT ;a)
= QT; (λ; ∪ λ;QT ; (λ; ∪ λ;QT;a))

indicating how to prove that

b = (QT ∪ QT
;λ;QT ∪ QT

;λ;QT
;λ;QT ∪ . . . );λ;

If we have λT ;a ⊆=/ b, we may thus find a point in

(QT ∪ QT
;λ;QT ∪ QT

;λ;QT
;λ;QT ∪ . . . );λ; ∩ λT ;a

which leads to the well-known alternating chain algorithm.
When showing the result, some additional care will be taken concerning

empty rows or columns in Q showing them at the first or at the last position,
respectively. The Hall condition is made visible by arranging λ in a diagonal
shape and by introducing an additional subdividing line. In principle, this gives
a 4 by 4 pattern. Either or all of the first 3 row zones, or the last 3 column zones
may be empty.
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⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0
1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

1 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0
1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 1 1 0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0

1 0 0 0 0 1 0 0 0 0 1 0 0 0 1 0 0
0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0
1 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0
0 0 0 0 1 0 0 1 0 0 1 0 0 0 0 0 0
1 0 0 0 1 0 0 1 0 0 0 1 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0
0 1 0 0 1 0 0 0 1 0 1 0 0 1 1 0 0

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

Fig. 5. Arbitrary heterogeneous relation with a rearrangement according to
a cardinality-maximum matching — the diagonals

Proposition 6. Any given heterogeneous relation Q admits a cardinality-maxi-
mum matching λ ⊆ Q. By independently permuting rows and columns they can
jointly be transformed into matrices of a 2 by 2 pattern with not necessarily
square diagonal blocks of the following form:

Q =

(
HallT

∗ Hall

)
λ =

(
univ. + surject. + inject.

univ. + total + inject.

)

Looking back, we see that we have not just decomposed according to a pair
of independent sets, but in addition ordered the rest of the relation so as to
obtain matchings.

8 Conclusion and Outlook

Based on such investigations, it is possible to automatically develop theories
combined with some relations, starting from a given ontology (difunctionality,
game, e.g.). When applying a relational decomposition, this theory will change
as it afterwards fits into the given ontology and, thus, includes the necessary
predicates and theorems.

The following diagram shows the idea. There are concrete relations given
and the sparse theory with which one may work on these. By this we mean
hardly more than asking whether two elements are related. There is, however,
also an ontology concerning games, irreducibility, or difunctionality, e.g. What
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we are constructing is in a sense the pushout. Afterwards, the given model may
be viewed with the win-loss-draw structure, e.g., which the game ontology has
provided. Then the theory will also contain certain closed formulae describing
what holds between the new items.

Sparse theory

↓
Ontology-enhanced theory

|=

|=

Given model

↓
Result model

With the methods presented it is possible to analyze a given relation with
regard to different concepts and to visualize the results. Some programs are more
efficient, others less. This was not a matter of concern in this paper, though. We
had in mind data of a size not too big to be handled and even visualized for
presentation purposes.

Another point of possible criticism matters more. Should the relations han-
dled stem from rather fuzzy sources, taken by some α-cut, e.g., the results will
heavily depend on single entries of the relation. On the other hand, such a single
entry may be a rather “weak” one as to its origin from the α-cut as it has hardly
passed the threshold. In the approach chosen, therefore, we have extremely high
sensitivity depending on the initial data. This is a feature, one is usually not
interested in. Rather, one would highly estimate results which stay more or less
the same as data are changed only moderately. This would give more “meaning”
to the results and would make it easier to base decisions on them.

Nonetheless, we hope that our exposition will lead to future research. We have
scanned a diversity of topics for their algebraic properties. On several occasions,
we have replaced counting arguments by algebraic ones. Our hope is that these
algebraic properties will be of value in the following regard: Only recently, fuzzy
relations have been investigated with more intensity. There, the entry of the
matrix is not just 1 / 0 or yes/no. Instead, coefficients from some suitable
lattice are taken. In this way it is possible to express given situations in more
detail. Astonishingly, much of the algebraic structure of relation algebra still
remains valid. In this modified context an investigation should be done using
fuzzy relations. Reduced sensitivity of results with respect to given data may be
hoped for.
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Abstract. This paper develops and compares two tableaux-style proof
systems for Peirce algebras. One is a tableau refutation proof system,
the other is a proof system in the style of Rasiowa-Sikorski.

1 Introduction

The purpose of this paper is twofold. First, we develop two proof systems for
the class of Peirce algebras, namely a Rasiowa-Sikorski-style system and tableau
system. Second, we present in a formal way a principle of duality between these
proof systems.

Procedurally, the two systems are very similar. They both use a top-down
approach. Their rules are of the form

X
X1 | . . . | Xn

(1)

where both the numerator X and the denominators X1, . . . , Xn (n ≥ 1) are
finite sets of formulae. Given a formula of a logic, the decomposition rules of the
systems enable us to decompose it into simpler formulae, or the specific rules
enable us to modify a set of formulae. Some sets of formulae have the status of
axioms and are used as closure rules. Applying the rules to a given formula we
form a tree (or tableau) whose nodes consist of finite sets of formulae. We stop
applying the rules to a node of the tree (i.e., we close the corresponding branch)
whenever we eventually obtain an axiomatic set of formulae.

The main difference between the two systems is in their underlying seman-
tics. Rasiowa-Sikorski systems are validity checkers. The rules preserve and re-
flect validity of the sets of formulae which are their premises and conclusions
(i.e. branching is interpreted as conjunction), and the axiomatic sets are valid.
Validity of a set means first-order validity of the disjunction of its formulae (i.e.,
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comma is interpreted as disjunction). In order to verify validity of a formula,
we place it at the root of a tree and we apply the rules until all the branches
close (i.e. we reached a valid set of formulae) or there is an open branch that is
complete. Completeness of a branch means that all the rules that can be applied
have been applied. A formula is valid if there is a proof tree for it, that is, a tree
where all the branches close.

Tableau systems are unsatisfiability checkers. In tableau systems the rules
preserve and reflect unsatisfiability of sets of formulae which are their premises
and conclusions, axiomatic sets are unsatisfiable, and satisfiability of a set means
first order satisfiability of the conjunction of its formulae (i.e., comma is inter-
preted as conjunction). Equivalently, a rule of the form as above is admissible
whenever X is satisfiable iff either of Xi, (1 ≤ i ≤ n), is satisfiable (i.e. branching
is interpreted as disjunction). In order to verify unsatisfiability of a formula, we
place it at the root of a tree and we apply the rules until all the branches of the
tree close (i.e. we reached an unsatisfiable set of formulae) or there is an open
branch that is complete. As before, completeness of a branch means that all the
rules that can be applied have been applied. A formula is unsatisfiable if there
is a proof tree for it, where all the branches close. Clearly, applying the tableau
proof procedure to the negation of a formula we can check validity of the formula
itself.

We formalise a duality between Rasiowa-Sikorski and tableau systems in
terms of a classification of the rules. It follows that the duality can be observed
at the syntactic level. Clearly, its justification is based on semantic features of
the two systems.

Since Peirce algebras are, in a sense, a join of a Boolean algebra and a relation
algebra, the proof systems presented in the paper inherit many features, on the
one hand, from the proof systems for first-order logic [18, 23, 7] and, on the other
hand, from the proof systems for relation algebras [25, 10, 22, 14, 9, 4, 17, 6, 13].

2 Peirce Algebra

Peirce algebra, introduced in Britz [3] and refined in Brink, Britz and Schmidt [2],
formalises the properties of binary relations and sets, and their interactions. Al-
though these can also be formalised in relation algbera (see remarks at the end
of the section), our interest in Peirce algebra is motivated by practical considera-
tions. Peirce algebra provides a natural algebraic framework for various branches
of computer science. Applications include the modelling of programming con-
structs [2], natural language analysis [19, 20], and the interpretation of descrip-
tion logics which are used for knowledge representation and reasoning [2, 19].
Also, the algebraic semantics of modal logics and extended modal logics, such
as Boolean modal logic [8] and dynamic modal logic [5] can be studied in the
framework of Peirce algebra. It is not difficult to see that all these applications
can be modelled in relation algebra. Of particular interest to these applications
is the fact that Peirce algebra has more interesting and well-behaved reducts
than relation algebra. For instance, many decidable description logics and ex-
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tended modal logics (see [21] for an overview of the latter) correspond directly
to reducts of Peirce algebra. By following the ideas of [17] and exploiting results
in [2], problems in these description or modal logics can of course be translated
into relation algebra statements. However, experiments with the first-order logic
theorem prover mspass [11] show that the performance is superior on the first-
order encodings of Peirce algebra statements than relation algebra statements
corresponding to problems belonging to decidable description and modal logics.
This kind of behaviour is not particular to mspass; it is also expected from other
first-order logic theorem provers. A simple explanation is that generally, in first-
order logic provers, unary literals, which correspond to the Boolean elements,
can be handled much more effectively than binary predicates.

Formally, a Peirce algebra (as defined in Brink et al [2]) is a two-sorted
algebra (B,R, : ,c ) defined equationally by:

1. B = (B,+, ·,−, 0, 1) is a Boolean algebra,
2. R = (R,+, ·,−, 0, 1, ; ,�, e) is a relation algebra [24],
3. : is a mapping R×B −→ B satisfying (r, s ∈ R and a, b ∈ B):

M1 r : (a + b) = r : a + r : b
M2 (r + s) : a = r : a + s :a
M3 r : (s : a) = (r ; s) : a
M4 e :a = a
M5 0 :a = 0
M6 r� : − (r : a) ≤ −a

4. c is a mapping B −→ R satisfying (a ∈ B and r ∈ R):
P1 ac : 1 = a
P2 (r : 1)c = r ; 1

The operation : is the Peirce product of Brink’s Boolean modules [1]; in fact,
M1–M6 are the axioms of Boolean modules which capture the interrelationship
of the operators, except c with the Peirce product. A Peirce algebra is therefore
an extension of a Boolean module (B,R, : ) with an operation c defined by 4.
The operation c is called the left cylindrification operation.

On the set-theoretic level the Peirce product multiplies a binary relation R
with a set A to give the set R :A = {x | ∃y (x, y) ∈ R and y ∈ A }. This gives
an algebraic interpretation of the multi-modal diamond operator. The intuitive
definition of the left cylindrification of a set A is Ac = {(x, y) |x ∈ A }, i.e. the
relation with domain A and the range consisting of all the elements of a corre-
sponding universe. There are other ways to formalise the relationship from sets
to relations. The test operator of propositional dynamic logic (PDL), domain re-
striction and the cross product would be alternatives to the left cylindrification
operator [2].

Peirce algebras are expressively equivalent to relation algebras. This follows
from the observation in Brink et al [2] that the Boolean elements in a Peirce al-
gebra can be modelled as either right ideal elements or identity elements in the
underlying relation algebra. In a Peirce algebra (B,R, : ,c ), the Boolean algebra
of right ideal elements in the underlying relation algebra R and the Boolean
algebra of identity elements is isomorphic to the Boolean algebra B underlying
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the Peirce algebra [2]. Peirce algebras therefore inherit various properties of re-
lation algebras. For example, it follows that the class of Peirce algebras is not
representable. This is a consequence of a well-known result for relation algebras
by Lyndon [12]. Consequently, there are properties of binary relations that can-
not be proved in the framework of Peirce algebra. Monk [15] has proved that
the class of representable relation algebras is not finitely axiomatisable by a set
of equational axioms. This means there is no finite equational proof system for
reasoning about the (equational) properties of relations. From an applications
perspective this is a disadvantage. Therefore, in order to express and derive every
property of sets and binary relations we restrict our attention to the reasoning
problem of the elementary theory of Peirce algebra as formalised in Peirce logic
which is defined next. That is, Peirce logic is intended to be the logic of the class
of representable Peirce algebras.

3 Peirce Logic

There are different ways of defining Peirce logic. One is just as first-order logic
over one-place or two-place predicates augmented with the operations of Peirce
algebra, cf. Nellas [16]. Our definition is similar in style to the logical formalisa-
tion of Peirce algebras given by de Rijke [5].

The language L of Peirce logic consists of two syntactic types: (i) countably
many Boolean symbols, called atomic Boolean formulae and denoted by Ai, and
(ii) countably many relational symbols, called atomic relational formulae and
denoted by Ri. The logical connectives are the classical connectives, negation,
intersection and falsum (or bottom), here denoted by−, ∩ and 0, respectively, the
standard connectives of relational logics, ; (composition), � (converse), Id (iden-
tity), the logical version of Peirce product : and left cylindrification c.

An atomic formula defined over the language L is any atomic Boolean or
relational formula in L. The set of Boolean formulae over L is very similar to
Boolean terms in Peirce algebras, similarly for relational formulae. In particular,
the Boolean and relational formulae are defined inductively by the following
BNF production rules.

A,B −→ Ai | 0 | −A | A ∩B | R :ABoolean formulae:

R,S −→ Ri | 0 | −R | R ∩ S | R ;S | R� | Id | AcRelational formulae:

The symbols 0 and Id are nullary connectives which are interpreted as the empty
set (or relation) and the identity relation, respectively. The set of formulae of
Peirce logic is the smallest set of Boolean and relational formulae defined over L.
We assume two defined connectives: Peirce sum R ‡A = −((−R) : (−A)) and
relational sum R †S = −((−R) ; (−S)).

We now define the semantics of Peirce logic. A model for Peirce logic is a sys-
tem of the form M = (U,m), where U is a non-empty set, and m is a meaning
function subject to the following conditions:



242 Renate A. Schmidt et al.

1. If A is a Boolean symbol then m(A) ⊆ U and m extends to all the Boolean
formulae as follows, where A and B are arbitrary Boolean formulae over L.

m(0) = ∅ m(−A) = U \m(A) m(A ∩B) = m(A) ∩m(B)

2. If R is a relational symbol then m(R) ⊆ U × U and m extends to all the
relational formulae as follows, for all relational formulae R and S over L.

m(0) = ∅ m(Id) = IdU m(R ∩ S) = m(R) ∩m(S)

m(−R) = U × U \m(R) m(R�) = m(R)� m(R ;S) = m(R) ;m(S)

3. If A is a Boolean formula and R a relational formula then

m(R :A) = {x ∈ U | there is a y ∈ m(A) such that (a, b) ∈ m(R)}
m(Ac) = {(x, y) ∈ U × U |x ∈ m(A)}.

A formula F in L is said to be satisfiable in a model M iff one of the following
is true: (i) there is an element s in U such that s ∈ m(F ), if F is a Boolean
formula, and (ii) there is a pair of elements s and t in U such that (s, t) ∈ m(F ),
if F is a relational formula. In these cases we write M, s |= F or M, (s, t) |= F ,
respectively. A formula F in L is valid in a model M iff F is satisfiable with
respect to arbitrary elements in U or pairs of elements in U . In this case we
write M |= F . Observe that if F is valid in M then m(F ) = U , if F is a Boolean
formula, and m(F ) = U ×U , if F is a relational formula. A Peirce logic formula
is said to be satisfiable if there is a model M in which F is satisfiable. A Peirce
logic formula F is said to be valid, and we write |= F , if it is valid in all models of
Peirce logic. Let Γ be a set of Peirce logic formulae. A formula F is semantically
entailed by Γ , written Γ |= F , iff for all models M , whenever M |= G for all
G ∈ Γ then M |= F . In Peirce logic semantic entailment can be reduced to
validity:

Lemma 1. Let Γ ∪ {F} be a set of Peirce logic formulae. Suppose Γ is par-
titioned into two sets Γb and Γr of the Boolean and relational formulae in Γ ,
respectively. Then

Γ |= F iff −((1 ‡ ∩ Γb) ∩ (1 † ∩ Γr † 1) ∩−F ) is valid
iff (1 ‡ ∩ Γb) ∩ (1 † ∩ Γr † 1) ∩ −F is unsatisfiable.

The proof systems we are going to describe for proving or refuting formulae of
Peirce logic manipulate labelled formulae defined over two extended languages.
One is the language tailored for refutation proofs using tableau and the other
is tailored for proofs of validity in the style Rasiowa-Sikorski. In the tableau
system the labels are constants and in the Rasiowa-Sikorski system the labels
are variables. Therefore, let the tableau language LT be an extension of the
language L with a countable set Con of individual constants, denoted by ai,
and the connective ⊥. Further, let the Rasiowa-Sikorski language LRS be an
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extension of L with a countable set Var of individual variables, denoted by xi,
and the connective �. The set of formulae over LT, respectively over LRS, is
defined by

ψ −→ ⊥ | a A | a RbFormulae over LT:

ψ −→ � | xA | xR yFormulae over LRS:

where a and b denote individual constants in Con, and x and y denote individ-
ual variables in Var. Subsequently, we use the notation s and t for either both
constants or both variables, which will be clear from the context. An atomic
(labelled) formula over LT or LRS is a formula of the form sA or sR t are either
both individual constants of variables, in which the formula A or R is primitive,
i.e. is a Boolean or relational symbols or a nullary connective (0 or Id).

Now we define the semantics of formulae over the extended languages LT

and LRS. Assume M = (U,m) is a model defined as above with the meaning
function m extended so that it provides also an interpretation of individual
constants, that is, for each a in Con, m(a) ∈ U . A valuation in M is a mapping v
from the set of variables and constants of the language to U such that if a is
a constant then v(a) = m(a). The satisfiability of formulae in a model M =
(U,m) by a valuation v in M is defined by (s and t either both denote constants
or variables):

M, v |= � M, v �|= ⊥
M, v |= sA iff v(s) ∈ m(A) for any Boolean formula A

M, v |= sR t iff (v(s), v(t)) ∈ m(R) for any relational formula R.

Let ψ be any formula over LT (or LRS). ψ is satisfiable whenever there is
a model M and a valuation v in M such that M, v |= ψ. ψ is said to be unsat-
isfiable whenever it is not satisfiable. Validity of a formula in a model is defined
by: A formula ψ is valid in a model M whenever M, v |= ψ for every v in M .
A formula is valid whenever it is true in all the models defined over the extended
languages.

Lemma 2. Let x and y be variables in Var, and let a and b be constants in Con.
(i) If F is a Boolean formula of Peirce logic then: F is valid iff xF is valid iff
¬F is unsatisfiable iff a F is unsatisfiable. (ii) If F is a relational formula of
Peirce logic then: F is valid iff xF y is valid iff ¬F is unsatisfiable iff a Fb is
unsatisfiable.

In the definition of the inference rules we will be using the symbol ∼ which
is defined as follows: If F denotes a Boolean or relational formula then ∼F
denotes G, if F = ¬G, and ¬F otherwise.

4 A Tableau Refutation System

A tableau is a finitely branching tree whose nodes are sets of formulae. Given
a formula F of Peirce logic to be tested for satisfiability the root node is the
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Decomposition rules:

(∩)
a A ∩ B

a A, a B
(−∩)

a −(A ∩ B)

a ∼A | a ∼B
(−−)

a −− A

a A

( : )
a R : A

a Rc, c A
where c is a new constant

(− : )
a −(R : A)

a ∼Rc | c∼A
where c is any constant

(∩)
a R ∩ Sb

a Rb, a Sb
(−∩)

a −(R ∩ S)b

a ∼Rb | a ∼Sb
(−−)

a −− Rb

a Rb

(�)
a R�b

b R a
(−�)

a −(R�)b

b∼R a

(c)
a Acb

a A
(−c)

a −(Ac)b

a ∼A

( ; )
a R ; Sb

a Rc, c S b
where c is a new constant

(− ; )
a −(R ; S)b

a ∼Rc | c∼S b
where c is any constant

Specific rules:

(sym)
a Idb

b Id a

(id1)
b A , a Idb

a A
(id2)

b R c, a Idb

a Rc
(id3)

c R a , a Idb

c R b

Closure rules:

(cl1)
a A, a −A

⊥ (cl2)
a 0

⊥

(cl3)
a Rb, a −Rb

⊥ (cl4)
a 0b

⊥ (refl)
a −Ida

⊥

Fig. 1. Tableau rules for Peirce logic

set {a F}, when F is a Boolean formula and {a Fb}, when F is a relational
formula. Successor nodes are constructed in accordance with a set of expansion
rules. An expansion rule has the form (1), where X,Xi are sets of formulae over
LT (1 ≤ i ≤ n). The formulae in X are called premises and the formulae in Xi

are called conclusions.
Let T be the calculus for Peirce logic defined by the rules of Figure 1. The

specific rules express properties of the identity relation. (sym) expresses the
symmetry of Id and (id1)–(id3) express that Id :A ⊆ A, R ; Id ⊆ R and Id ;R ⊆
R. Reflexivity of Id is ensured by the reflexivity rule (refl), classified here as
a closure rule. The other closure rules reduce elementary contradictions to ⊥.
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(Observe that the transitivity rule for identity is redundant in T because it is
an instance of both identity rules (id2) and (id3).)

Concerning the rules for negated main connectives, consider for example
the rule (−∩). By the use of ∼ (defined above), we have chosen to elimi-
nate immediately the double negations normally introduced for a formula like
a −(−A ∩B), where one of the conjuncts is a negated formula, had we used
the rule a −(A ∩B)/a −A| a −B instead. This does not make the (−−) rules
superfluous however.

A tableau derivation from a set N of formulae over LT is a finitely branching,
ordered tree T with root N and nodes which are sets of LT-formulae. The tree is
constructed by applications of the expansion rules to the leaves. Let N be a leaf
node in a (partially constructed) tableau derivation. A rule (1) is applicable to N ,
if N contains formulae in the form X . Then an application of the rule creates
a new tree T ′ which is the same as T except that the node N has n successor
nodes Ni which are extensions of N with the formulae in Xi. That is, Ni = N∪Xi

(1 ≤ i ≤ n). It is assumed that on a branch in any tableau derivation no instance
of a rule is applied twice to the same instance of the numerator.

For each rule application to a node N if the following is true, then the rule
is said to be (satisfiability) admissible.

∃a (
∧

X ∧
∧

N) is satisfiable iff
∨

i ∃a (
∧

Xi ∧
∧

N) is satisfiable,

where a denotes the sequence of constants occurring in the corresponding matrix.

Lemma 3. Each rule in T is (satisfiability) admissible.

That is, in the tableau system (as usual), sets of formulae are interpreted con-
junctively and the vertical bar is interpreted disjunctively.

Any path N0, N1, . . . in a derivation T , where N0 denotes the root node of T ,
is called a closed branch in T iff the set

⋃
j≥0 Nj contains ⊥ (a contradiction

has occurred), otherwise it is called an open branch. We call a branch B in
a derivation tree complete (with respect to T) iff no new successor nodes can be
added to the endpoint of B by T, otherwise it is called an incomplete branch.
A derivation T is closed iff every path N(= N0), N1, . . . in it is a closed branch,
otherwise it is called an open derivation. A closed derivation tree is also called
a refutation (tree).

A derivation T from N is called fair iff for any path N(= N0), N1, . . . in T ,
with limit N∞ =

⋃
j≥0 Nj, it is the case that each formula ψ which can be

deduced from premises in N∞ is contained in some Nj . Intuitively, fairness means
that no possible application of an inference rule is delayed indefinitely. It also
means that the γ rules, i.e. the rules (− : ) and (− ; ), are applied infinitely often.
For a finite complete branch N(= N0), N1, . . .Nn, the limit N∞ is equal to Nn.

Theorem 1 (Soundness and completeness of tableau). Let T be a fair
T derivation from a set N of formulae in LT. Then: (i) If N(= N0), N1, . . . is
a path with limit N∞, then N∞ is closed under the rules of T. (ii) N is satisfiable
iff there exists a path in T with limit N∞ such that N∞ is satisfiable. (iii) N is
unsatisfiable iff for every path N(= N0), N1, . . . the limit N∞ contains ⊥.
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This result follows immediately from the corresponding result for ground tableau
of first-order logic, cf. Fitting [7] for a cut-free tableau calculus and a complete-
ness proof. The reason is that the rules of T mirror the rules of the first-order logic
ground tableau calculus (cf. Nellas [16]). By ground first-order logic tableau we
mean a Smullyan-style tableau calculus [23], as opposed to free-variable tableau.

Corollary 1. A Peirce logic formula is unsatisfiable iff the rules of T can be
used to construct a closed tableau.

The decomposition rules very clearly reflect the semantics of the top most
connective in the premises. Because the decomposition rules are based on se-
mantic equivalences, the following is immediate.

Lemma 4. The decomposition rules of T are invertible.

Recall, a rule of the form (1) is invertible, if the following is satisfied: there is
a closed derivation for X iff there are closed derivations for each Xi (1 ≤ i ≤ n).

There are alternative ways of capturing the properties of the identity relation
in the calculus. In the presence of (sym), the following rule combines the rules
(id1)–(id3) and can be used instead.

(Id)
ψ, a Idb

ψ[b]λ
if ψ|λ = a

This rule corresponds to the familiar substitution axiom of equality in sentence
tableau for first-order logic [7]. If the formula a Idb is in a leaf node then the
substitution rule generates the formula ψ, in which the occurrence of the con-
stant a at position λ is replaced by b.

5 A Rasiowa-Sikorski Proof System

Now we turn to a different style of proof system. Rasiowa-Sikorski proof systems
aim to prove validity. Given a candidate formula F they aim to prove its validity
or, if it is not valid, the aim is to construct a counter-model (i.e. a model for
the complement of the candidate formula). Starting with {xF} (or {xF y}),
this is done by systematic case analysis until fundamental validities are found.
Rasiowa-Sikorski expansion rules have the same form (1) as for tableau and are
also applied top-down. The definition of a Rasiowa-Sikorski derivations, and its
construction by application of rules, is the same as a tableau derivation with the
difference that the language is LRS instead of LT. Crucially the interpretation
of the rules is different. As above, X,Xi denote sets of formulae, but different
from above sets of formulae are interpreted as disjunctions of formulae, whereas
branching is interpreted conjunctively. A rule is (validity) admissible, if for any
application of the rule to a node N ,

∀x (
∨

X ∨
∨

N) is valid iff
∧

i ∀x (
∨

Xi ∨
∨

N) is valid,
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where x is the sequence of variables occurring in the corresponding matrix.
Any path N0, N1, . . . in a Rasiowa-Sikorski derivation T , where N0 denotes

the root node of T , is called a closed branch in T iff the set
⋃

j≥0 Nj contains �
(an axiomatic set was found), otherwise it is called an open branch. A Rasiowa-
Sikorski derivation T is closed iff every path from the root in it is a closed branch,
otherwise it is called an open derivation. A closed Rasiowa-Sikorski derivation
is also called a proof (tree). The concepts of (in)complete branches, fairness and
invertible rules are the same as for tableau.

Let RS be the Rasiowa-Sikorski calculus for Peirce logic defined by the rules
of Figure 2. As for tableau we distinguish between three kinds of deduction rules:
decomposition rules, specific rules for identity and closure rules. The premises
of the closure rules are commonly referred to as axiomatic sets.

Lemma 5. Each rule in RS is (validity) admissible.

Lemma 6. Each decomposition rule in RS is invertible.

Theorem 2 (Soundness and completeness of Rasiowa-Sikorski). Let T
be a fair RS derivation from a set N of formulae in LRS. Then: (i) If N(=
N0), N1, . . . is a path with limit N∞, then N∞ is closed under the rules of RS.
(ii) N is valid iff there exists a path in T with limit N∞ such that N∞ is valid.
(iii) N is valid iff for every path N(= N0), N1, . . . the limit N∞ contains �.

Corollary 2. A Peirce logic formula is valid iff the rules of RS can be used to
construct a closed derivation tree.

We conclude this section with remarks relating our presentation to presenta-
tions of Rasiowa-Sikorski systems usually found in the literature. We assume the
rules are extension rules similar as for tableau which ignore the issue of repetition
by assuming all main premises are retained during an inference step. Another
difference is that we use sets instead of sequences of formulae. These differences
are logically insignificant, however, and largely a matter of taste, although when
developing an implementation of the calculus, the differences will need to be
taken into account. Our presentation was chosen for reasons of uniformity.

6 Duality

The two systems presented are clearly dual to each other. This section is a formal
discussion of this relationship between T and RS.

SupposeR1 and R2 are two expansion rules of the form (1). If R2 is obtained
from R1 (or vice versa) by interchanging the logical connectives and symbols in
accordance with the tables in Figure 3, then R2 is the dual rule to R1. I.e. all
occurrences of F1∩F2 are replaced with −(F1∩F2), all occurrences of −(F1∩F2)
are replaced with F1 ∩ F2, etc. Notice we assume that ∧ and ∨ refer to meta-
level conjunction and disjunction, i.e. ‘,’ and ‘|’ for tableau and ‘|’ and ‘,’ for
Rasiowa-Sikorski. Thus although the form of dual rules is the same the meta-
level interpretation is interchanged.
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Decomposition rules:

(∩)
x A ∩ B

x A | x B
(−∩)

x−(A ∩ B)

x∼A, x∼B
(−−)

x−− A

x A

( : )
x R : A

x R z | z A
where z is any variable

(− : )
x−(R : A)

x∼R z, z ∼A
where z is a new variable

(∩)
x R ∩ S y

x R y | x S y
(−∩)

x−(R ∩ S) y

x∼R y, x∼S y
(−−)

x−− R y

x R y

(�)
x R� y

y R x
(−�)

x−(R�) y

y∼R x

(c)
x Ac y

x A
(−c)

x−(Ac) y

x∼A

( ; )
x R ; S y

x R z | z S y
where z is any variable

(− ; )
x−(R ; S) y

x∼R z, z ∼S y
where z is new variable

Specific rules:

(sym)
x−Id y

y−Id x

(id1)
y−A, x−Id y

x−A
(id2)

y−R z, x−Id y

x−R z
(id3)

z−R x, x−Id y

z −R y

Closure rules:

(cl1)
x A, x−A

� (cl2)
x−0

�

(cl3)
x R y, x−R y

� (cl4)
x−0 y

� (refl)
x Id x

�

Fig. 2. Rasiowa-Sikorski rules for Peirce logic

∩ −∩ : − : � −� c −c ; − ; Id −Id A −A R −R 0 −0

−∩ ∩ − : : −� � −c c − ; ; −Id Id −A A −R R −0 0

⊥ � x, y, z a, b, c

� ⊥ a, b, c x, y, z

∧ ∨
∨ ∧

Fig. 3. Dual connectives and symbols
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T ∩ −∩ : − : � −� c −c ; − ; sym idi clj refl

RS −∩ ∩ − : : −� � −c c − ; ; sym idi clj refl

Fig. 4. Dual rules (1 ≤ i ≤ 3, 1 ≤ j ≤ 4)

Lemma 7. The pair of rules in T and RS in each column of the table in Figure 4
are dual rules.

Note the double negation rules are the only rules which do not appear in Figure 4.

Lemma 8. Let R be any satisfiability admissible rule in T. Then the dual of R
is a validity admissible rule in RS. Let R be any validity admissible rule in RS.
Then the dual of R is a satisfiability admissible rule in T.

Theorem 3. Let F be a Peirce logic formula. Then, starting with x∼F (or
x∼F y), every inference step I (i.e. every rule application) in a T derivation
for a F (or a Fb) can be mimicked in RS by I itself, when I involves the
application of (−−), or it can be mimicked by the application of the dual rule.
Similarly, every RS inference step from xF (or xF y) can be mimicked by a cor-
responding inference step in T starting from a ∼F (or a ∼Fb).

It follows that the systems T and RS step-wise simulate each other in a dual
sense. They also p-simulate each other both with respect to derivations and
search in a dual sense. See Schmidt and Hustadt [21, §8] for definitions of the
notions of step-wise simulation and p-simulation.

It also follows that any prover for one of the systems can be used as a prover
for the other system; users only need to keep in mind the dual interpretation
of the formulae and rules. Clearly, optimisations compatible with one system
will also be compatible in the dual form with the other system. For example, the
tableau system admits that the γ rules can be restricted to constants occurring on
the current branch (and means that γ rules are not necessarily applied infinitely
often on a branch). This property carries over from ground tableau for first-order
logic with equality, cf. [7]. By duality this signature restriction of the γ rules is
compatible with RS.

7 Concluding Remarks

We have presented two proof systems for Peirce logic. Both are tableaux-style
proof systems, with the difference that one is a refutation calculus and the other
is a calculus for proving validities of relations and sets. It is not difficult to see
that the duality between tableau and Rasiowa-Sikorski proof systems generalises
quite naturally to other logics, especially first-order logic.
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An implementation of the tableau calculus for Peirce logic was developed by
Nellas [16]. By the duality result shown in this paper it can also be used as a
prover for the Rasiowa-Sikorski calculus for Peirce logic.

Can the presented calculi be used to prove validities of Peirce algebra? We
know that Maddux’s sequent calculus of relational logic can be used to prove
validities in relation algebra [14]. Maddux proved that an equation about rela-
tions is true in every relation algebra iff its three-variable translation has a four-
variable proof in first-order logic. Because of the known connection between
sequent calculi and tableau calculi, we expect this result to carry over to Peirce
algebra and proofs or refutations constructed by the systems presented in this
paper. This would provide a method to prove validities in Peirce algebra by con-
sidering the validity, or satisfiability, of an equation (represented as a suitable
Peirce logic formula) and the proof, or refutation, of it in one of our systems. If
the proof of a Peirce logic formula corresponding to a validity in Peirce algebra
uses at most four variables then the equation would be valid in every Peirce
algebra. (Dually for the refutation of a Peirce logic formula.)
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[4] J. Dawson and R. Goré. A mechanised proof system for relation algebra using

display logic. In Proc. JELIA’98, vol. 1489 of LNAI, pp. 264–278. Springer, 1998.
239

[5] M. de Rijke. Extending Modal Logic. PhD thesis, Univ. Amsterdam, 1993. 239,
241

[6] I. Düntsch and E. Orlowska. A proof system for contact relation algebras. J. Phi-
los. Logic, 29:241–262, 2000. 239

[7] M. Fitting. First-Order Logic and Automated Theorem Proving. Texts and Mono-
graphs in Computer Science. Springer, 1990. 239, 246, 249

[8] G. Gargov and S. Passy. A note on Boolean modal logic. In P.P. Petkov, editor,
Mathematical Logic: Proc. 1988 Heyting Summerschool, pp. 299–309, New York,
1990. Plenum Press. 239
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Abstract. Maximal planar graphs with vertex resp. edge colouring are
naturally cast as (deceptively similar) institutions. One then tries to
embody Tait’s equivalence algorithms into morphisms between them,
and is lead to a partial redesign of those institutions. This paper aims
at introducing a few pragmatic questions which arise in this case study,
which also showcases the use of relational concepts and notations in the
design of the subject institutions, and gives an outline of a solution to
the problem of designing an isomorphism between them.

1 Introduction

Institution morphisms are a lively, albeit controversial subject of debate in the
community of researchers who investigate abstract model-theoretic concepts and
methods [7] in computing. The original definition for these structure maps [10]
was soon to compete with different, variously motivated proposals, such as
the “maps”, “simulations”, “transformations”, respectively found in [15, 6, 18],
among (several) others. Recent work [11] aims at systematic investigation of
properties and interrelations of these notions, that surely is a promising, useful
effort.

So far, lesser attention seems to have been attracted by pragmatic questions
relating to institution morphisms, whatever sensible kind thereof, such as the
understanding of how do those maps affect the design of institutions, meant as
formalizations of given logical frameworks. This question is not necessarily to be
understood in a “comparative” sense; that is to say, our expectation is that even
in straightforward cases where different notions of institution morphism have
essentially equivalent instances, it may well happen that institutions designed
without taking morphisms into account need to be (partially) redesigned when
the problem of mapping (relating, translating, structuring) them comes into play.
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The present paper is aimed at presenting a little exercise of this kind. We
start with introducing and motivating the exercise idea.

The Four Colour Theorem (4CT) is a paradigmatic case of potential ap-
plicability of methods and results that are offspring of research on translations
between logical frameworks. Here is why the 4CT offers an interesting case study
for translation concepts and methods relating to logical frameworks.

Our starting point is a view of the 4CT as a consistency theorem of finite,
ad-hoc logics of graph colouring. The plural form logics here is purposeful, since
a well-known result by Tait [21, 22] proves the equivalence between the 4CT
with vertex colouring and the 3CT with edge colouring. The latter means proper
colouring of edges rather than vertices, where “proper” is spelled out as the
condition that adjacent edges, i.e. the border of a same triangular face, must be
assigned different colours, whereas adjacent vertices must be assigned different
colours by a proper vertex colouring.

Tait’s equivalence comes equipped with a constructive proof, whereby algo-
rithms are exhibited that turn any given proper 4-colouring of vertices of any
given maximal planar graph into a proper 3-colouring of its edges, and vice
versa—see e.g. [8] for an outline of Tait’s algorithms. In this paper we use some-
what simpler algorithms for graph colouring conversion, that exploit the nice
algebraic properties of the Klein 4-group [1].

So, here’s our basic idea for an exercise aimed at testing practical impact of
institution morphisms, possibly in different flavours, into institution design in
the case study in question: 1) formalize maximal planar graph colouring by two
distinct institutions, respectively with vertex colourings and edge colourings as
models, and 2) (try to) cast Tait’s equivalence into a pair of converse morphisms
between the two institutions.

The first part of the exercise already raises institution design questions,
e.g. the choice of signature morphisms; on pragmatic grounds, one might like
to have such morphisms formalize edge contraction, in view of the relevant role
played by this operation in reducibility proofs [5], yet contraction doesn’t pre-
serve maximality of planar graphs in all cases, which entails that the Set-valued
sentence functor ought to map those morphisms to partial functions. One may
take the design decision to formulate just vertex, resp. edge permutations as
signature morphisms, since these operations are of practical interest, too. This
leads to a straightforward solution of the first part of the exercise, already pre-
sented in [19], where we also showcase the use of relational concepts and nota-
tions, whereby one gets a pleasing conciseness and elegance in its presentation.
Moreover, sentences in the institution with edge colouring have an amazing syn-
tactic representation by Matiyasevitch’s polynomials [13], whereby the number
of proper colourings of any given maximal planar graph is readily found.

The second part of the exercise raises new design questions. Since the solution
of the first part was determined without taking mutual interpretability of the two
institutions into account, one shouldn’t be surprised at finding out that Tait’s
algorithms prove hard to get embodied into structure-preserving maps between
those institutions. Our redesign work in this respect seems quite instructive:
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because of space constraints, we only give an outline of the key ingredients of
a solution to the problem of designing an isomorphism between the subject
institutions, whose technical details and proofs are available in [20].

2 Graph Colouring Preliminaries

The first proof of the 4CT [2, 3, 4] raised controversial discussions due to its
combinatorial complexity which, for the analysis of the nearly 2000 graphs
involved, required the construction of a program—whose correctness was not
proven though. A new proof was obtained by [16], keeping the structure of the
previous proof but cutting down to 633 the number of graphs involved. The
dream yet remains that a simpler reason for the truth of this theorem may
exist. However, our interest in carrying out the present exercise arises in the
converse research direction—investigation into pragmatics of institution design
rather than search of a new proof of the 4CT.

As customary, we only consider colourings of maximal planar graphs,
viz. those where no new edge may be added between existing vertices without
losing planarity. Maximal planar graphs are also referred to as triangulations
of the sphere, thanks to the well-known bijection established by stereographic
projection between the plane and the surface of the sphere. In the next Sections
we shall adopt the following notational conventions.

Notation

n: the finite ordinal with n elements, viz. the natural numbers less than n.
1n, 1′n, 0′n: resp. the universal, identity and diversity binary relations on n, thus
0′n = 1n\1′n, that is, the Boolean complement of the identity relation on n.
r :̆ relation-algebraic converse of r. Consistently, we also let f˘ denote the inverse
of an invertible function f.
r ; s : relation-algebraic composition of binary relations r, s. Consistently, we
also let f ; g denote the function composition g◦f.
TV(n): the set of n+2-labeled (n+2)-vertex triangulations of the sphere.
TE(n): the set of 3n-labeled 3n-edge triangulations of the sphere.

3 Institution Preliminaries

The classic definition of institution, already appearing in the paper introducing
this concept [9], will suffice for our purposes. Generalizations of this definition
were proposed later [10]. Let’s fix some basic notation about categories first.

Notation

|C| is the set of objects of category C.
C(a, b) is the set of morphisms from a to b in category C, for a, b∈|C|.
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Set is the category of (small1) sets with total functions as morphisms.
Cat is the category of (locally small2) categories with functors as morphisms.

An institution is a 4-tuple I = (Sig, Sen, Mod, |=), with:

(i) Sig a category, whose objects are called signatures,
(ii) Sen:Sig→Set a functor, sending each signature Σ to the set Sen(Σ) of

Σ-sentences, and each signature morphism π:Σ1→Σ2 to the mapping
Sen(π):Sen(Σ1)→Sen(Σ2) that translates Σ1-sentences to Σ2-sentences,

(iii) Mod:Sigop→Cat a contravariant functor, sending each signature Σ to the
category Mod(Σ) of Σ-models, and each signature morphism π:Σ1→Σ2 to
the π-reduction functor Mod(π):Mod(Σ2)→Mod(Σ1),

(iv) |= : a |Sig|-indexed relation {|=Σ ⊆ |Mod(Σ)|×Sen(Σ) | Σ∈|Sig|}, viz. a
satisfaction relation between Σ-models and Σ-sentences for each Σ∈|Sig|,
such that the following satisfaction condition holds for all Σ1,Σ2∈|Sig|,
signature morphisms π∈Sig(Σ1, Σ2), Σ2-models M and Σ1-sentences ϕ:

Mod(π)(M) |=Σ1 ϕ ⇔ M |=Σ2 Sen(π)(ϕ)

Notation

A few notational conventions will simplify the presentation. We shall hence-
forth adopt the abbreviations: πϕ for Sen(π)(ϕ), and Mπ for Mod(π)(M), where
π:Σ1→Σ2 is a signature morphism, ϕ is a Σ1-sentence, and M is a Σ2-model.

When considering different institutions, it proves convenient to decorate the
name of each element of the 4-tuple which an institution consists of, by adding
the institution name as first subscript.

The original definition of institution morphism proposed in [10] is as follows3.
Let I = (SigI , SenI , ModI , |=I), I ′ = (SigI′, SenI′ , ModI′ , |=I′) be insti-

tutions. An institution morphism T : I→I′ is a 3-tuple T = (Φ, α, β), with:

(i) Φ: SigI→SigI′ a functor,
(ii) α: Φ ; SenI′ → SenI a natural transformation (sentence transformation),
(iii) β: ModI → Φop ; ModI′ a natural transformation (model transformation),

such that the following satisfaction condition holds, for all signatures Σ∈|SigI |,
models M∈|ModI(Σ)| and sentences ϕ′∈SenI′(Φ(Σ)):

M |=I,Σ αΣ(ϕ′) ⇔ βΣ(M) |=I′,Φ(Σ) ϕ′

1 i.e., excluding proper classes
2 i.e., those with a small set of morphisms between any two objects
3 modulo a minor notational detail: in the definition of institution presented here,

the type of the model functor follows a traditional convention for contravariant
functors [12]; this explains the occurrence of the dual functor Φop in the type of the
model transformation as presented here, in the definition of institution morphism as
well as comorphism. Recall that Φop and Φ coincide on objects.
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Note that model transformation and the signature functor go in the same
direction, whereas sentence transformation goes in the opposite direction.

A somewhat dual concept was proposed under the name of “plain map” of
institutions in [15], and renamed “institution comorphism” in [11], to emphasize
the duality with the original concept. We welcome this change of terminology,
and we further refer to an “institution (co)morphism” whenever the difference
doesn’t matter. The essential difference is in the directions of the natural trans-
formations involved, both of which change.

4 A Vertex Colouring Institution

Syntax will be abstract, exploiting the fact that institutions do not force one to
deal with concrete syntax. Signatures are just positive numbers, ranking maximal
planar graphs by their size, and we take the bijective relabelings of vertices as
signature morphisms. This restriction is a design decision, motivated as follows.

Each n>0 is the rank of the maximal planar graphs, or triangulations of the
sphere, that have n+2 vertices. Vertex colouring of such structures require that
each vertex be given a unique identity. To this purpose we consider vertices to
be uniquely labeled by the elements of finite ordinal n+2, for triangulations of
rank n. Bijective relabelings are thus just label permutations. The pragmatic
question arises as to what purpose could be served by non-bijective maps on
finite ordinals. On the one hand, loss of surjectivity appears useless, insofar as
it introduces labels in the morphism codomain that are not made use of to label
any vertex, according to the morphism image. On the other hand, though, loss
of injectivity would seem to be of some use, inasmuch it amounts to identify for-
merly distinct vertices, thus it could prove useful to formalize edge contraction—
whenever an edge connects two such vertices. This operation, however, does not
preserve maximality of planar graphs (this may happen when a vertex of degree
3 is opposite to the contracted edge). So, if one admits non-injective relabelings
as signature morphisms, then the Set-valued sentence functor, giving the set
of vertex-labeled triangulations of rank n for each n > 0, ought to map those
morphisms to partial functions, whereas only total functions are available as
morphisms in Set.

Signatures

|SigV | = N\{0}
SigV(n, n) = {π:n+2→n+2 | π is bijective}
SigV(m,n) = ∅ if m �= n

Sentences

Each θ∈TV(n) is represented by the symmetric quotient of a binary relation

on vertices, εθ
def
= ηθ/Sym, where ηθ is the irreflexive, symmetric edge relation

of θ, thus satisfies the relation-algebraic laws ηθ≤0′n+2, ηθ=ηθ˘, while |ηθ|=6n,
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but the Sym quotient turns ordered pairs into unordered ones, thus |εθ|=3n.
As a matter of notation, we write i εθ j or {i, j}∈εθ, rather than the more
cumbersome {(i, j), (j, i)}∈εθ, whenever {(i, j), (j, i)}⊆ηθ. We thus define:

SenV(n) = {εθ | θ∈TV(n)}

Sentence Translation

If π∈SigV(n, n), εθ∈SenV(n), then πεθ∈SenV(n), with (πi) πεθ (πj) ⇔ i εθ j.

Models

The model functor assigns to each signature n > 0 the category of 4-colourings
of the n + 2 vertices, with colour permutations as model morphisms, thus:

|ModV(n)| = 4n+2

∀μ, μ′∈|ModV(n)|.ModV(n)(μ, μ′) = {ρ∈44|ρ is bijective, μ′ = μ ; ρ}

Model Reduction

Ifπ:n+2→n+2∈SigV(n, n) andμ:n+2→4∈|ModV(n)|, thenμπ∈|ModV(n)|,with

(μπ)i
def
= μ(π i), and ρπ

def
= ρ for all colour permutations ρ:4↔4. This makes

model reduction to be a functor, thus ρπ∈ModV(n)(μπ, μ′π) if ρ∈ModV(n)(μ, μ′),
since (μπ) ; ρ = (μ ; ρ)π, by an easy check.

Satisfaction

In V , a n−model satisfies an n−sentence iff it is a proper vertex colouring of
that triangulation, that is:

μ |=V,n εθ iff ∀i, j∈n + 2. iεθj ⇒ μi �=μj

A relation-algebraic formulation of this definition may exploit the “oriented”
edge relation ηθ from which εθ is obtained as a quotient, and the view of the
4-colouring map as a binary relation μ ⊆ n+2×4. Then we get:

μ |=V,n εθ iff μ ;̆ ηθ;μ ≤ 0′4

It is easy to show that this definition complies with the satisfaction condition:

μπ |=V,n εθ ⇔ μ |=V,n πεθ

therefore V is an institution.

5 An Edge Colouring Institution

Syntax will be somewhat more concrete, inspired by Matiyasevich’s polynomial
representation of triangulations of the sphere [13]. Signatures remain the same,
but we now take the bijective relabelings of edges as signature morphisms.
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Signatures

|SigE | = |SigV | = N\{0}
SigE(n, n) = {π:3n→3n | π is bijective}
SigE(m,n) = ∅ if m �= n

Sentences

Sentences in SenE(n), ranged over by ψϑ, are represented by Matiyasevich’s
polynomials in product form:

ψϑ =
∏

tijk∈ϑ

(xi − xj)(xj − xk)(xk − xi)

where ϑ∈TE(n) and tijk is a triangular face of ϑ having edges labeled i, j, k in
clockwise order. We thus define: SenE(n) = {ψϑ | ϑ∈TE(n)}.

Sentence Translation

If π∈SigE(n, n) and ψϑ∈SenE(n) represented as above, then πψϑ∈SenE(n), with

πψϑ =
∏

tijk∈ϑ

(xπi − xπj)(xπj − xπk)(xπk − xπi)

Models

The model functor assigns to each signature n > 0 the category of 3-colourings
of the 3n edges, with colour permutations as model morphisms, thus:

|ModE(n)| = 33n

∀ν, ν′∈|ModE(n)|.ModE(n)(ν, ν′) = {ρ∈33|ρ is bijective, ν′ = ν ; ρ}

Model Reduction

If π:3n→3n ∈ SigE(n, n) and ν:3n→3 ∈ |ModE(n)|, then νπ ∈ |ModE(n)|, with

(νπ)i
def
= ν(π i), and ρπ

def
= ρ for all colour permutations ρ:3↔3. This makes

model reduction to be a functor, thus ρπ∈ModE(n)(νπ, ν′π) if ρ∈ModE(n)(ν, ν′),
since (νπ) ; ρ = (ν ; ρ)π, by an easy check.

Satisfaction

In E , a n-model satisfies an n-sentence iff it is a proper edge colouring of that
triangulation, that is:

ν |=E,n ψϑ iff ∀i, j∈3n.(xi − xj) occurs in ψϑ ⇒ νi �=νj
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A relation-algebraic formulation of this definition may use the binary relation of
“occurrence in ψϑ”, ξψϑ

≤13n: i ξψϑ
j iff (xi − xj) occurs in ψϑ. Then, by using

the view of a 3-colouring map as a binary relation ν ⊆ 3n×3, we get:

ν |=E,n ψϑ iff ν ;̆ ξψϑ
; ν ≤ 0′3

It is easy to show that this definition complies with the satisfaction condition:

νπ |=E,n ψϑ ⇔ ν |=E,n πψϑ

therefore E , too, is an institution.

6 Tait’s Equivalence

A triangulation admits a proper 4-colouring of its vertices if, and only if, it admits
a proper 3-colouring of its edges. This is Tait’s classical result [21, 22], albeit
here stated in graph-theoretic terms rather than, as in its original formulation,
in terms of cubic map colourings. The equivalence is shown by exhibiting two
algorithms, which we are going to recast in graph-theoretic terms, that for any
given triangulation respectively turn any proper 4-colouring of its vertices into
a proper 3-colouring of its edges, and vice versa.

We take 4 as the set of colours for vertex-colouring and 4\1 that for edge-
colouring. Taking the latter rather than 3 somewhat simplifies the presentation of
Tait’s algorithms, thanks to the properties of an elegant, algebraic construction
which uses the Klein 4-group, as provided in [1]. We take 4 as the group carrier,
with 0 as its neutral element. Every element is self-inverse, and the binary group
operation +o further satisfies x+o y = z whenever {x, y, z} = 4\1. This defines
+o , since 0 +ox = x+o 0 = x+ox = 0 for all x∈4, by the previous conditions.

4CT ⇒ 3CT

Let μ:n+2→4 be a proper 4-colouring of given triangulation θ∈TV(n). For each
edge x in θ, let μi �=μj be the colours assigned by μ to the vertices connected
by x. Then their Klein sum μi+oμj is the colour assigned to edge x.

By the properties of the Klein 4-group, this colour is never 0 insofar as μi �=μj
(by assumption, μ is a proper colouring of the vertices of θ). Furthermore, any
two edges sharing a face get different colours since they share one vertex (thus
one addend of the Klein sums yielding their respective colours), whereas the
other two vertices they resp. join are coloured differently by μ, as they are the
ends of the third edge sharing the same face. We thus have a proper 3-colouring
of the edges of θ, with colours out of 4\1.

3CT ⇒ 4CT

The construction in the converse direction is a bit more complex. Let
ν:3n→4\1 be a proper 3-colouring of given triangulation ϑ∈TE(n). Choose
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a vertex in the triangulation as start-vertex, and assign it colour 0. Every other
vertex is then coloured by the Klein sum of the colours assigned by ν to the
edges of any path from the start-vertex to that vertex.

Of course, the specified construction is only sound if Klein summation of the
colours assigned by ν proves invariant for all paths joining any given pair of
vertices. This holds because (i) every element is self-inverse in the Klein group
and (ii) Klein summation of the colours assigned by ν along every circuit turns
out to be 0. A proof of this fact is worked out in [1] (pp. 22–23), for the colouring
of cubic maps, but it is readily interpreted in our present setting [19, 20].

7 Morphism-Driven Redesign of Institutions

A basic obstacle makes it impossible to embody Tait’s algorithms into (what-
ever kind of) morphism between the V and E institutions presented above, and
that is: the lack of a non-trivial functorial mapping between their categories of
signatures. Although those categories share their objects, their signature mor-
phisms differ, and these prove hard to map. It’s seems worthwhile to review the
implicit reason for the choice of different signature morphisms in the design of
the aforementioned institutions.

The choice of signature morphisms for V was just the obvious one, as far as
abstract syntax for vertex colourings is concerned. Similarly, that for E was in-
spired by Matiyasevich’s polynomial representation of triangulations, where only
the naming of edges matter, thus it seemed fairly natural to take edge renamings
as the edge colouring counterpart of vertex renamings for vertex colouring, as
far as abstract syntax for edge colourings is concerned. This choice is actually
sentence independent, in that it only depends on the rank of the triangulation
(since every triangulation of given rank n has the same number of edges, that is
3n), therefore it was appropriate as a design choice for signature morphisms.

Our “local” design choices of signature morphisms prove no longer appro-
priate when a wider perspective is taken, that is to say, as soon as one needs
to know which vertices are connected by which edges—as it happens to be the
case with Tait’s algorithms. An outline of a solution to this problem follows; the
interested reader is referred to [20], where technical details are fully worked out.

In a first approximation to our institution redesign problem, we try to keep
V unchanged, as well as the sentences in the edge colouring institution.

The unordered edge relation εθ on vertices shows up in V as sentence repre-
sentation. We need to keep this information when moving to Matiyasevich’s rep-
resentation used in E . Here any enumeration of the edges does the job, thus one
may choose a particular enumeration that be determined by the vertex labeling
only. To this purpose we define the lexicographic edge-labeling map λθ:εθ→3n for
every triangulation θ∈TV(n) represented in V by εθ, as the unique enumeration
of edges which satisfies:

∀ i, j, i′, j′.i εθ j, i′ εθ j′, i < j, i′ < j′ ⇒
(λθ{i, j} < λθ{i′, j′} ⇔ (i < i′ ∨ (i = i′ ∧ j < j′)))
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The new version of the edge-colouring institution, let it be E ′, has the same
signature morphisms as V , the same category of signatures thus: SigE′ = SigV .

For sentences in E ′, we keep Matiyasevich’s polynomial representation, but
enumerating edges by the λθ map, thus for θ∈TV(n) we define

ψθ =
∏

tijk∈θ

(xλθ{i,j} − xλθ{j,k})(xλθ{j,k} − xλθ{k,i})(xλθ{k,i} − xλθ{i,j})

where tijk is a triangular face having vertices labeled i, j, k, in clockwise order.
Let SenE′(n) be the set of all such sentences.

The change of signature morphisms just made, requires a straightforward
adaptation of sentence translation along them. For each θ, the λθ map induces,
for every permutation π of n+2, a unique permutation π#

θ of 3n that commutes
with the lexicographic edge-labeling map. Now, if π∈SigE′(n, n) and ψθ∈SenE′(n)
is a Matiyasevich’s polynomial as above, then πψθ∈SenE′(n) is defined by

πψθ
def
=∏

tijk∈θ

(xπ#
θ

λθ{i,j}−xπ#
θ

λθ{j,k})(xπ#
θ

λθ{j,k}−xπ#
θ

λθ{k,i})(xπ#
θ

λθ{k,i}−xπ#
θ

λθ{i,j}).

The check that SenE′ so defined is indeed a functor is straightforward.
The change with the signature morphisms affects the model category more

deeply. We drop the assumption, made in the 4CT⇒3CT part of Tait’s equiv-
alence proof, that the vertex colouring μ:n+2→4 be proper. Then, by Klein
sum, we may get edges “coloured 0”, meaning that the two vertices have the
same colour. One may use this within an edge colouring model to mean that
it will not satisfy any sentence having some edge which links a pair of vertices
whose label pair is “coloured 0” in that model. In the converse direction, we may
only well-define vertex colourings as images of edge colourings in terms of Klein
summation of edge colours along paths if the soundness condition is met that
enabled us to do so in Tait’s equivalence proof. We thus require edge-colouring
models to have Klein sum 0 along every triangle. We refer the reader to [20] for
further details about E ′ because, perhaps surprisingly, this turns out not to be
apt to our redesign purpose yet.

The story of our ultimate design problem has to do with the choice of a
start-vertex, which is assigned colour 0 in the construction of a 4-colouring of
vertices out of a given 3-colouring of edges presented in Section 6. At a first
glance, it may seem natural to make that choice appear as a constituent of the
model transformation part of an institution (co)morphism between the institu-
tions V and E ′ introduced above. At a closer look, however, such an idea proves
troublesome precisely with respect to naturality of the transformation!

We thus introduce yet new versions V ′ and E ′′ of both institutions, that
respectively inherit both the category of signatures and the sentence functor
from V and E ′, but have slightly modified model functors, defined as follows.
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Extended Model Functor for Vertex Colouring
|ModV′(n)| = {υ = 〈μυ , sυ〉 | μυ∈4n+2, sυ∈n + 2, μυsυ = 0}
∀υ, υ′∈|ModV′(n)|.ModV(n)(υ, υ′) = {σ∈44| σ is bijective, μυ′ = μυ;σ}

Model reduction, for a given n-model υ=〈μυ, sυ〉 and a signature morphism
π:n+2→n+2, is defined by υπ= 〈μυπ, sυπ〉, where (μυπ)i = μυ(πi) like in V ,

and moreover sυπ
def
= π˘sυ. Letting σπ = σ for all n-model morphisms σ and n-

signature morphisms π, makes model reduction to be a functor, since (μυπ) ; σ =
(μυ ; σ)π, as it is straightforward to check.

Extended Model Functor for Edge Colouring
|ModE′′(n)| = {ε = 〈νε : En+2→4, sε〉 |

sε∈n + 2 ∧ (i �=j �=k �=i ⇒ νε{i, j}+o νε{j, k}+o νε{k, i} = 0)}

∀ε, ε′∈|ModE′′(n)|. ModE′′(n)(ε, ε′) = ModE′(n)(νε, νε′) =
{ρ∈44, | ρ is bijective, ρ 0 = 0, νε′ = νε; ρ}

So, the n-model morphisms still are the 0-preserving colour permutations. Model
reduction, for a given n-model ε=〈νε, sε〉 and signature morphism π:n+2→n+2,
is defined by επ= 〈νεπ, sεπ〉, where (νεπ){i, j} = νε{πi, πj} like in E ′, and more-

over sεπ
def
= π˘sε. Letting ρπ = ρ for all n-model morphisms ρ and n-signature

morphisms π, makes model reduction to be a functor, since (νεπ) ; ρ = (νε ; ρ)π,
as it is straightforward to check.

Satisfaction

Satisfaction in V ′ and E ′′ is defined as in V and E ′, respectively, but only using
the colouring map part of the model, whence the satisfaction condition is met
just as it is in the respective previous versions of those institutions. For E ′′,
according to the chosen sentence representation (same as in in E ′) we have

ν |=E′,n ψθ iff
∀i, j, k∈n + 2.(xλθ{i,j} − xλθ{j,k}) occurs in ψθ ⇒ 0 �=ν{i, j}�=ν{j, k}�=0.

For a relation-algebraic formulation of satisfaction in these institutions see [20].

8 Outline of a Graph Colouring Institution Isomorphism

A final check is in place, viz. that the fine tuning of the model functors just
worked out indeed solves the problem which motivated it, that is, it allows one
to build an isomorphism between the graph colouring institutions V ′ and E ′′.

As a matter of notational convenience, for each of the three constituents
of the isomorphism T : V ′↔E ′′, we use the same symbol in either direction,
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so we need not specify whether T is an institution morphism or comorphism.
Furthermore, if γ is a bijection, we write x

γ↔ y to mean y = γx and x = γ y̆.
Let Φ

def
= 1SigV′ be the identity functor on the category of signatures (the

same in both institutions), then we are going to show the existence of natural
isomorphisms α: SenV′ ↔ SenE′′ and β: ModV′ ↔ ModE′′ , so that T = 〈Φ, α, β〉
is an institution isomorphism T : V ′↔E ′′.
For each n > 0, the sentence transformation component αn :
SenV′(n)↔SenE′′(n) is the bijection whereby εθ

αn←→ ψθ for each θ∈TV(n),
with εθ as defined in Section 4 and ψθ as defined in Section 7.

The model transformation component βn : ModV′(n)↔ModE′′(n) is the in-
vertible functor defined by the following conditions.
Objects: for all υ=〈μυ, sυ〉∈|ModV′(n)| and ε=〈νε, sε〉∈|ModE′′(n)|,

υ
βn←→ ε iff sυ = sε ∧ ∀i, j∈n + 2.i �= j ⇒ νε{i, j} = μυ(i) +oμυ(j).

Arrows: for all υ, υ′∈|ModV′(n)|, ε, ε′∈|ModE′′(n)|, σ∈ModV′(n)(υ, υ′), and
ρ∈ModE′′(n)(ε, ε′),

σ
βn←→ ρ iff ∀x∈4.ρx = σ0 +o σx.

A little calculation shows that the clauses given above do indeed define a
functor in either direction. For arrows, the map in the E ′′→V ′ direction is also
determined by the condition σ(μυsυ′) = 0. This, together with the conditions
given above (on arrows as well as on objects), uniquely determines the σ per-
mutation for a given ρ, thanks to the algebraic properties of the Klein sum. The
verification of these facts is left to the reader. Naturality of transformations and
the satisfaction condition are proven in [20].

9 Concluding Remarks

The forgetful morphisms E ′′→E ′ and V ′→V , whereby the start-vertex disap-
pears from the model structure, are also comorphisms E ′→E ′′ and V→V ′. Our
case study seems to suggest a general technique to relate institutions, when
some structure translation algorithm between their models is known, but that
introduces additional, specific structure for the sole purpose of translation.
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Abstract. In various applications one is interested in decomposing a
given relation in a suitable manner. In this paper we want to study
several decompositions of a binary relation R of the form R = F ; E; G� ,
i.e., into a composition of a partial function F , an ordering E and the
converse of a partial function G.

1 Introduction

In applications of computer science the information to handle is often given by
a suitable relation. For example, a database is usually considered to be an n-ary
relation. In multicriteria decision making a relation is given and one asks for
so-called concepts and the corresponding lattice generated by them [4]. Since
these relations tend to be very huge one is either interested in representing them
efficiently or in computing the desired information with acceptable complex-
ity. In database theory the notions of functional and difunctional dependencies
are studied [2, 5] to reduce the size of the relation. Basically, both notions use
a decomposition of the relation R into a composition of F and the converse
of G where F and G are univalent (partial functions)1, i.e., R = F ;G�. This
is a special case of a decomposition of the form R = F ;E;G� where F and G
are univalent and E is a partial ordering2. Furthermore, a concept lattice of
a relation R may be defined as such a decomposition where E is a complete
lattice.

In this paper we want to study several decompositions of the form above.
First, we give a short introduction to the theory of Schröder categories (or het-
erogeneous relation algebras), a convenient algebraic theory for binary relations.
Afterwards we recall some basic properties of difunctional relations. As a general-
ization of difunctional, rectangular relations and a convenient subset of relations
of Ferrers type (see, e.g., [10]) we will define relations of order-shape. They may
be represented as mentioned above where F and G are, in addition, surjective.
In the last section, we will show that every relation R may be decomposed. It
turns out that there are two possibilities. Beside the representation above, R
may be decomposed as R = F ;E;G�, where F and G are, in addition, total,
i.e., mappings.
1 In the case of functional dependencies G is the identity.
2 For functional/difunctional dependencies E may be chosen as the identity.
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There are several application of the theory invented in this paper. The no-
tion of a concept lattice of a relation R seems to be isomorphic to the Dedekind-
McNeille completion of the ordering E of the decomposition of R. Since E usually
provides more structure than R this might lead to some new and faster algo-
rithms for computing the concept lattice of R. Furthermore, in the finite case
an ordering E may be represented by its Hasse-diagram H . This relation H
usually requires less storage than E. The operations induced via the decompo-
sition R = F ;E;G� by the map E %→ H and the reflexive-transitive closure
may lead to a more efficient representation of relations within a computer. Both
application are subject of ongoing research by the author.

For lack of space we have to omit several proofs throughout the paper. The
author may communicate them to any interested reader.

2 Schröder Categories

In the remainder of this paper, we use the following notations. To indicate that
a morphism R of a category R has source A and target B we write R : A→ B.
The collection of all morphisms R : A → B is denoted by R[A,B] and the
composition of a morphism R : A → B followed by a morphism S : B → C by
R;S. The identity morphism on A is denoted by IA.

In this section we recall some fundamental properties of Schröder categories
[6, 7]. For further details we refer to [1, 3, 10, 11, 12].

Definition 1. A Schröder category R is a category satisfying the following:

1. For all objects A and B the collection R[A,B] is a complete Boolean alge-
bra. Meet, join, complement, the induced ordering, the least and the greatest
elements are denoted by �,�, ,�, ⊥⊥AB, ��AB, respectively.

2. There is a unary operation � mapping each relation R : A→ B to a relation
R� : B → A, called the converse operation.

3. The Schröder equivalences Q;R � S ⇔ Q�;S � R ⇔ S;R� � Q hold
for relations Q : A→ B,R : B → C and S : A→ C.

The standard model of a Schröder category is the category of concrete binary
relations between sets. In the case of finite sets such a relation may be represented
by a Boolean matrix. The relational connectives correspond to the usual matrix
operations.

In the remainder of this paper, we will use some basic properties of Schröder
categories without explicit reference. A proof may be found in [1, 3, 10, 11, 12].

The concept of univalent, total, injective, surjective and bijective relations is
defined as usual (see, e.g. [10]). In the remainder of the paper we will use lower
letters for mappings, i.e., for univalent and total relations.

Definition 2. Let R : A→ A be a relation. R is called

1. reflexive iff IA � R,
2. irreflexive iff R � IA,
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3. transitive iff R;R � R,
4. dense iff R � R;R,
5. idempotent iff R is transitive and dense,
6. symmetric iff R� � R,
7. antisymmetric iff R �R� � IA,
8. a preordering iff R is reflexive and transitive,
9. an ordering iff R is an antisymmetric preordering,

10. a linear ordering iff R is an ordering and R �R� = ��AA,
11. a strict ordering iff R is transitive and irreflexive,
12. a linear strict ordering iff R is a strict ordering and R �R� = IA.

Suppose E : A → A and E′ : B → B are orderings. A map h : A → B
is called monotonic iff E;h � h;E′. An isomorphism between E and E′ is a
bijective map h such that h and h� are monotonic.

The left residual Q/R : C → A of a relation Q : A → B over R : C → B

is defined by Q/R := R;Q�. By the Schröder equivalences this relation may be
characterized as the greatest solution X of X ;Q � R. Analogously, the right
residual Q\S : B → D of a relation Q : A → B over S : A → D, defined by
Q\S := Q�;S is the greatest solution Y of Q;Y � S. We are also interested in
relations which share properties of left and right residuals simultaneously, called
symmetric quotients. This construction is defined by

syq(Q,S) := (Q/S) � (Q�\S�).

The relational description of disjoint unions is the relational sum [11]. This
construction corresponds to the categorical product3.

Definition 3. Let A and B be objects of a Schröder category R. An object A+B
together with two relations ι : A→ A+B and κ : B → A+B is called a relational
sum of A and B iff ι; ι� = IA, κ;κ� = IB , ι;κ� = ⊥⊥AB and ι�; ι�κ�;κ = IA+B.
R has relational sums iff for every pair of objects a relational sum exists.

A symmetric and idempotent relation R may be considered as a partial equiv-
alence relation. It seems natural to switch to the set of existing equivalence
classes of R.

Definition 4. Let Q : A → A be a symmetric and idempotent relation. An
object B together with a relation R : B → A is called the splitting of Q (or R
splits Q) iff R;R� = IB and R�;R = Q. A Schröder category has splittings iff
for all symmetric and idempotent relations a splitting exists.

Relational sums as well as splittings may not exist in a given Schröder cat-
egory R. But, it is possible to embed R into a Schröder category R+

SI which
offers these constructions [3, 12]. We call R+

SI the completion of R.
Splittings allow us to to switch from preorderings to the ordering of the

equivalence classes. The proof of the next lemma may be found in [12].
3 By the converse operation, a Schröder category is self-dual. Therefore, a product is

also a coproduct.
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Lemma 1. Let P : A → A be a preordering and f : A → B be the converse of
the splitting of P � P�. Then E := f�;P ; f is an ordering with f ;E; f� = P .

3 Difunctional Relations

A Boolean matrix which may be written (modulo rearranging rows and columns)
in block diagonal form may be of special interest. They may be characterized by
an algebraic property [8, 10].

Definition 5. A relation R : A→ B is called difunctional iff R;R�;R � R.

The following theorem was also given in [10].

Theorem 1.

1. A product F ;G� is always difunctional, if F and G are univalent.
2. The decomposition R = F ;G� of a difunctional relation R : A → B in two

univalent and surjective relations F : A → C and G : B → C is unique up
to isomorphism.

3. For an arbitrary relation R : A → B the construct Rd := R � R;R
�

;R is
difunctional and included in R.

In general, the relation Rd is not maximal among the difunctional relations
included in R. Consider the following relations:

R =
(

1 1 0
1 1 1
0 1 1

)
, D1 =

(
1 0 0
0 1 1
0 1 1

)
, D2 =

(
1 1 0
1 1 0
0 0 1

)
, Rd =

(
1 0 0
0 0 0
0 0 1

)
.

D1 and D2 are the maximal difunctional relations included in R and Rd is even
less than D1 �D2.

A decomposition of a difunctional relation into two univalent and surjective
relations may not exist. But, under a slight assumption on the corresponding
category we are able to prove the existence.

Theorem 2. Suppose R has splittings. Then for every difunctional relation
R : A → B there is a decomposition R = F ;G� with F and G univalent and
surjective.

Proof. First of all, R;R� is symmetric and idempotent since R is difunctional.
Therefore, there is an object C and a relation F : A→ C such that F�;F = IC

and F ;F� = R;R�. Now, we define G := R�;F and conclude that

G�;G = F�;R;R�;F

= F�;F ;F�;F F splits R;R�

= IC , F univalent and surjective

F ;G� = F ;F�;R

= R;R�;R F splits R;R�

= R. R difunctional

This finishes the proof. ��
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Notice again, that the existence of splittings is not a strong assumption since
they are guaranteed in the completion of R.

In the next lemma we have summarized some basic properties of the rela-
tion Rd.

Lemma 2. Let R,S : A→ B, T : B → C and U : C → A be relations. Then we
have

1. R;Rd�;R � R,
2. R �Rd;R�;Rd = Rd,
3. Rd;Rd�;R;T � Rd;Rd�;R;T ,
4. U ;R;Rd�;Rd � U ;R;Rd�;Rd,
5. Rd;Rd�; (S �R) = Rd;Rd�;S �Rd;Rd�;R,
6. (S �R);Rd�;Rd = S;Rd�;Rd �R;Rd�;Rd,
7. Rd � (Rd;Rd�;R;Rd�;Rd)d,
8. (IA �Rd;Rd�); syq(R�, R�) = Rd;Rd�.

4 Relations of Order-Shape

We are interested in those relation R which may be decomposed into R =
F ;E;G� with F and G univalent and surjective and E an ordering. There-
fore, consider the following ordering E:⎛

⎜⎝
1 0 0 0 1 0 1
0 1 0 0 0 1 0
0 0 1 0 0 0 0
0 0 0 1 0 0 0
0 0 0 0 1 0 1
0 0 0 0 0 1 0
0 0 0 0 0 0 1

⎞
⎟⎠


1

5

7


2

6


3 
4
Composing suitable univalent and surjective relations from the left and the right
we get the following Boolean matrix:⎛

⎜⎜⎜⎜⎜⎜⎝

1 1 1 0 0 0 0 0 0 0 0 0 0 1 1 0 1 1 0
1 1 1 0 0 0 0 0 0 0 0 0 0 1 1 0 1 1 0
0 0 0 1 1 0 0 0 0 0 0 0 0 0 0 1 0 0 0
0 0 0 1 1 0 0 0 0 0 0 0 0 0 0 1 0 0 0
0 0 0 1 1 0 0 0 0 0 0 0 0 0 0 1 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 1 1 1 1 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 1 1 1 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 1 1 1 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 0 1 1 0
0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 0

⎞
⎟⎟⎟⎟⎟⎟⎠

Our aim is now to find an algebraic criterion for a concrete relation R to be repre-
sentable by a matrix of the shape above (modulo rearranging rows and columns).
We have to express that two rows corresponding to the same element in the do-
main A of E have to be identical. The relation Rd corresponds to the identity
on A in the same way that R corresponds to E. Therefore, Rd;Rd� and Rd�;Rd

are the symmetric and idempotent relations whose equivalence classes are the el-
ements of A. A relation of the shape above has to respect both partial equivalence
relations. Consequently, it may be characterized by Rd;Rd�;R;Rd�;Rd = R.
In the following definition we use an apparently weaker property. The proof of
equivalence is given in Lemma 3.
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Definition 6. We say that a relation R : A → B is of order-shape iff R �
Rd;Rd�;R;Rd�;Rd.

In the next lemma we have collected some definition variants equivalent to
the notion of relations of order-shape.

Lemma 3. For a relation R : A→ B the following properties are equivalent:

1. R is of order-shape,
2. Rd;Rd�;R;Rd�;Rd = R,
3. R; ��BC � Rd; ��BC and �� CA;R � �� CA;Rd for all objects C,
4. R; ��BC = Rd; ��BC and �� CA;R = �� CA;Rd for all objects C,
5. IA �R;R� = IA �Rd;Rd� and IB �R�;R = IB �Rd�;Rd.

In the following lemma we have summarized some properties of decomposi-
tions of the form F ;E;G�.

Lemma 4. Suppose R = F ;E;G� with F and G univalent and surjective and E
an ordering. Then we have

1. Rd = F ;G�,
2. F ;F� = Rd;Rd� and G;G� = Rd�;Rd,
3. E = F�;R;G.

Now, we are ready to generalize Theorem 1 to relations of order-shape.

Theorem 3. 1. A product F ;E;G� is always of order-shape, if F and G are
univalent and surjective and E is an ordering.

2. The decomposition R = F ;E;G� of an order-shaped relation R : A→ B by
two univalent and surjective relations F : A → C and G : B → C and an
ordering E is unique up to isomorphism.

3. For an arbitrary relation R : A → B the construct Rd;Rd�;R;Rd�;Rd is
of order-shape and included in R.

Proof. 1. First of all, we conclude

(a) (F ;E;G�)d�
;F

= (G;E�;F� �G;E�;F�;F ;E;G�;G;E�;F�);F

= G;E� �G;E�;F�;F ;E;G�;G;E�;F�;F

= G;E� �G;E�;E;E�

= G;E� �G;E

3 G;E� �G;E

= G; (E� � E)
= G
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and analogously (b) F � (F ;E;G�)d;G. The assertion follows from

(F ;E;G�)d; (F ;E;G�)d�
;F ;E;G�; (F ;E;G�)d�

; (F ;E;G�)d

3 (F ;E;G�)d;G;E;F�; (F ;E;G�)d (a), (b)

3 F ;E;G�. (a), (b)

2. Suppose F ′ : A→ D, G′ : B → D and E′ : D → D is another decomposition
of R. From Lemma 4 (1) we get F ;G� = Rd = F ′;G′�. We define h :=
F�;F ′ and conclude that

h�;h = F ′�;F ;F�;F ′

= F ′�;F ;G�;G;F�;F ′ G univalent and surjective

= F ′�;F ′;G′�;G′;F ′�;F ′ F ;G� = Rd = F ′;G′�

= ID, F ′, G′ univalent and surjective

h;h� = F�;F ′;F ′�;F

= F�;F ′;G′�;G′;F ′�;F G′ univalent and surjective

= F�;F ;G�;G;F�;F F ;G� = Rd = F ′;G′�

= IC . F,G univalent and surjective

Furthermore, h and h� are monotonic, i.e.,

E;h = E;F�;F ′

= F�;F ;E;G�;G;F�;F ′ F,G univalent and surjective

= F�;R;G;F�;F ′

= F�;R;G′;F ′�;F ′ F ;G� = Rd = F ′;G′�

= F�;R;G′ F ′ univalent and surjective

= F�;F ′;E′;G′�;G′

= F�;F ′;E′ G′ univalent and surjective
= h;E′,

E′;h� = h�;h;E′;h� h bijective map

= h�;E;h;h� see above

= h�;E. h bijective map

3. For brevity, let S := Rd;Rd�;R;Rd�;Rd. Then S � R follows immediately
from Lemma 2 (1) and Rd � R. Furthermore, we have

Sd;Sd�
;S;Sd�

;Sd

3 Rd;Rd�
;S;Rd�

;Rd Lemma 2 (7)

= Rd;Rd�
;Rd;Rd�

;R;Rd�
;Rd;Rd�

;Rd
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= Rd;Rd�
;R;Rd�

;Rd Rd difunctional
= S

so that S is of order-shape. ��

As for difunctional relations we need a slight assumption on the corresponding
Schröder category to prove the existence of a decomposition of a relation of
order-shape.

Theorem 4. Suppose R has splittings. Then for every relation R : A → B of
order-shape there is a decomposition R = F ;E;G� with F and G univalent and
surjective and E an ordering.

Proof. By Theorem 1 the relation Rd is difunctional and by Theorem 2 there
are two univalent and surjective relations F : A→ C and G : B → C such that
F ;G� = Rd. Now, we define E := F�;R;G and conclude that

F ;E;G� = F ;F�;R;G;G�

= F ;G�;G;F�;R;G;F�;F ;G� F,G univalent and surjective

= Rd;Rd�
;R;Rd�

;Rd Definition F,G

= R. Lemma 3 (2)

Furthermore, E is an ordering, which follows from

IC = F�;F ;G�;G F,G univalent and surjective

= F�;Rd;G Definition F,G

� F�;R;G
= E,

E;E = F�;R;G;F�;R;G

= F�;R;Rd�
;R;G Definition F,G

� F�;R;G Lemma 2 (1)
= E,

E � E� = F�;R;G �G�;R�;F

= G�; (G;F�;R;G;F� �R�);F

= G�; (Rd�
;R;Rd� �R�);F Definition F,G

= G�;Rd�
;F Lemma 2 (2)

= G�;G;F�;F Definition F,G

= IC . F,G univalent and surjective

This finishes the proof. ��
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In the remainder of this section we want to show that relations of order-shape
are a generalization of some known classes of relations.

Definition 7. A relation R : A→ B is called

1. rectangular iff R; ��BA;R � R,
2. of Ferrers type iff R;R

�
;R � R,

3. of strong Ferrers type iff R;R
�

;R � Rd;Rd�;R;Rd�;Rd.

A concrete relation of Ferrers type may be written as a Boolean matrix in
staircase block form by suitably rearranging rows and columns [9, 10]. Further-
more, in [10] it was proved that if a relation of Ferrers type is decomposable into
an ordering it has to be linear. The next lemma shows that such a decomposi-
tion may not exist. Therefore, we have introduced the new notion of relations of
strong Ferrers type.

Lemma 5. Let R �= ⊥⊥AA be a dense linear strict-ordering. Then we have

1. R;R
�

;R = R and hence R is of Ferrers type,
2. Rd = ⊥⊥AA,
3. R is not of order-shape.

Consequently, there are relations of Ferrers type which are not decomposable
into a pair of univalent and surjective relations and a linear ordering.

Lemma 6. Let R : A→ B be a relation. Then we have

1. if R is difunctional then R is of order-shape,
2. if R is rectangular then R is of order-shape,
3. R : A → B is of strong Ferrers type iff R is of Ferrers type and of order-

shape.

In the next lemma we want to characterize the above classes of relations by
properties of the corresponding ordering E.

Lemma 7. Let R : A → B be a relation of order-shape and R = F ;E;G� its
decomposition into univalent and surjective relations F : A→ C and G : B → C
and an ordering E. Then we have

1. R is difunctional iff E = IC ,
2. R is of Ferrers type iff E is a linear ordering,
3. R is rectangular iff E = IC = �� CC.

The last lemma also shows that the decomposition of a difunctional relation
from the last section and the decomposition of a relation of Ferrers type from [10]
coincide with the decomposition given in this section.
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5 Decomposition of Arbitrary Relations

Suppose R : A → B has a decomposition of the form R = F ;E;G� where
F : A→ C and G : B → C are univalent. A sensible property of such a decom-
position may be formulated as follows. All elements of C are in the codomain
of either F or G, i.e., there are no useless elements (in respect to the decom-
position). This requirement may be expressed by F�;F � G�;G = IC . In the
remainder of this paper a decomposition R = F ;E;G� is always a decompo-
sition of R as indicated above. Notice that the decomposition of a relation of
order-shape fulfills that requirement since F and G are surjective.

Suppose R has relational sums and R : A→ B is an arbitrary relation in R.
Then we may define F := ι, G := κ and E := IA+B � ι�;R;κ and conclude that
R = F ;E;G�, i.e., that R has a decomposition. But it does not correspond to the
decompositions given in the previous sections. Consider the following example:

R :=
(
1 1
1 1

)
, F =

(
1 0 0 0
0 1 0 0

)
, G =

(
0 0 1 0
0 0 0 1

)
, E =

(1 0 1 1
0 1 1 1
0 0 1 0
0 0 0 1

)

R is rectangular but neither F and G are surjective nor E = I = �� . The domain
of the ordering E has to many elements (4 instead of 1) such that we should be
interested in the “least” decomposition. Such a property is usually expressed by
terminal elements in a suitable category.

Definition 8. Let R = F ;E;G� and R = F ′;E′;G′� be two decompositions
of R. A monotone map h from E to E′ is called a homomorphism from the first
to the second decomposition iff F ;h = F ′ and G;h = G′.

It is easy to verify that the decompositions of R together with homomor-
phisms between them constitute a category. Therefore, a terminal object in this
category (if it exists) is unique up to isomorphism. In the remainder of this paper
we will call this terminal object the partial decomposition of R. If F and G are, in
addition, total we call the corresponding terminal object the total decomposition
of R.

First, we want to concentrate on decompositions where F and G are map-
pings.

Lemma 8. Let R : A → B be a relation, and R = f ;E; g� be a decomposition
of R with

f ;E; f� = R/R, g;E; g� = R\R, g;E; f� = R�;R;R�.

Then R = f ;E; g� is a total decomposition of R.

Later on, we will show that the converse implication of the last lemma is also
valid.

Theorem 5. Suppose R has splittings and relational sums. Then for every re-
lation R : A→ B there is a total decomposition.
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Proof. Let ι and κ be the relational sum of A and B. Then define the following
relation: P := ι�; (R/R); ι � κ�; (R\R);κ � ι�;R;κ � κ�;R�;R;R�; ι. Then P
is a pre-ordering, which follows from

IA+B = ι�; ι � κ�;κ Definition sum

� ι�; (R/R); ι � κ�; (R\R);κ
� P,

P ;P = ι�; (R/R); (R/R); ι� ι�; (R/R);R;κ Definition sum

� ι�;R; (R\R);κ � ι�;R;R�;R;R�; ι

� κ�; (R\R); (R\R);κ � κ�; (R\R);R�;R;R�; ι

� κ�;R�;R;R�; (R/R); ι � κ�;R�;R;R�;R;κ
� P.

Furthermore, the definition of a relational sum shows that

ι;P ; ι� = R/R, κ;P ;κ� = R\R, ι;P ;κ = R, κ;P ; ι = R�;R;R�.

Now, let l : C → A + B be the converse of the splitting of P � P�, i.e.,

l�; l = IC and l; l� = P � P�.

From Lemma 1 we conclude that E := l�;P ; l is an ordering with l;E; l� = P .
We define f := ι; l and g := κ; l. Then f and g are mappings and we have

f�; f � g�; g = l�; ι�; ι; l � l�;κ�;κ; l

= l�; (ι�; ι � κ�;κ); l

= l�; l Definition sum
= IC , Definition l

f ;E; f� = ι; l;E; l�; ι�

= ι;P ; ι� Lemma 1
= R/R. Definition of P and ι

g;E; g� = R\R, f ;E; g� = R and g;E; f� = R�;R;R� are shown analogously.
The assertion follows from Lemma 8. ��

Now, we are ready to prove the converse implication of Lemma 8.

Theorem 6. Let R : A→ B be a relation and R = f ;E; g� be a decomposition
of R. Then this decomposition is a total decomposition of R iff

f ;E; f� = R/R, g;E; g� = R\R, g;E; f� = R�;R;R�.
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Proof. The implication⇐ was already shown in Lemma 8. By the last theorem,
in the completion of R there is decomposition R = f ′;E′; g′� of R with the
required properties for f ′, g′, E′ instead of f, g, E. Since this decomposition is
also a total decomposition there is an isomorphism h from E′ to E. We conclude
that

f ;E; f� = f ′;h;E;h�; f ′ h homomorphism
= f ′;E′; f ′ h homomorphism
= R/R. assumption

The other equations follow analogously. ��

In the next lemma we want to show that the total decomposition of a total,
surjective relation of order-shape corresponds to the decomposition given in the
last section.

Lemma 9. Let R : A → B be a relation and R = f ;E; g� be a total decom-
position of R. Then R is total, surjective and of order-shape iff f and g are
surjective.

Now, we want to concentrate on decompositions of the form R = F ;E;G�,
where F and G are univalent. Such a partial decomposition is given by a conve-
nient subset of a total decomposition. Therefore, we get the following theorem
on the existence of partial decompositions.

Theorem 7. Suppose R has splittings and relational sums. Then for every re-
lation R : A→ B there is a partial decomposition.

Proof sketch: By Theorem 5 there is a total decomposition R = f ;E; g� of R.
Now, let H be the splitting of f�; (IA�R;R�); f �g�; (IB �R�;R); g and define
F := (IA�R;R�); f ;H , G := (IB�R�;R); g;H and E′ := H�;E;H . Then F , G
and E′ is the required partial decomposition. ��

Last but not least, we want to show that the partial decomposition of a rela-
tion of order-shape corresponds to the decomposition given in the last section.

Lemma 10. Let R : A → B be a relation and R = F ;E;G� be a partial
decomposition of R. Then R is of order-shape iff F and G are surjective.
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